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Many data mining problems are concerned with trying to identify the characteristics of a subset of cases that responds substantially differently from the rest of  the cases. For example, when studying the relationship between a response variable Y and a set of predictor variables, it is often of interest to determine what ranges of values of the descriptor variables are associated with a high likelihood of Y=1 (if Y is a Bernoulli variable) or with high values of Y (if Y is a continuous variable).

Data mining applications involve analyzing very large datasets and standard "classification tree" methods may produce trees that are too large and complex to interpret. Other methods such as "bump hunting" or "scan statistic" may skip many of the interesting subsets. Another issue is the lack of robustness of the splitting criterion in standard classification and regression trees.

We introduce a criterion (H) and a recursive partitioning method (ARF) that directly addresses these two problems and can be described as a compromise between classification trees and bump hunting.

A computational algorithm that makes ARF feasible for use even with very large data mining datasets is presented. We have generalized the basic version of ARF for binary outcomes (Amaratunga & Cabrera, Journal of Statistical Planning and Inference 2003)to the case of categorical and continuous response variables. We have also developed reporting procedures that create PDF reports of the results from ARF.  We illustrate the ARF method with examples that use clinical trial data.

