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a b s t r a c t

We present a fast multipole method (FMM) for computing sums involving the Rotne–
Prager–Yamakawa tensor. The method, similar to the approach in Tornberg and Greengard
(2008) [26] for the Stokeslet, decomposes the tensor vector product into a sum of harmonic
potentials and fields induced by four different charge and dipole distributions. Unlike the
approach based on the kernel independent fast multipole method (Ying et al., 2004) [31],
which requires nine scalar FMM calls, the method presented here requires only four. We
discuss its applications to Brownian dynamics simulation with hydrodynamic interactions,
and present some timing results.

� 2012 Elsevier Inc. All rights reserved.
1. Introduction

Brownian dynamics simulations have been widely used to study the properties of dilute solutions of large molecules and
colloidal particles. For many particle systems, in addition to short-ranged forces (e.g. hard-sphere exclusion and Lennard-
Jones forces) and long-ranged electrostatic forces, one also needs to consider the hydrodynamic effects between Brownian
particles and solvent molecules. These interactions describe how the relative motion of the Brownian particles is coupled
mechanically through the displaced solvent. The inclusion of hydrodynamic interactions has been shown to be important
[2,7,23,29], influencing and accelerating the dynamics of the particle system, and profoundly affecting diffusional encounters
[10,28] as well as the transport properties of multisubunit structures [8,22]. Recently, there has also been interest in the rhe-
ological and conformational properties of dilute solutions of DNA and other proteins [11,13,21]. Computer simulations
including hydrodynamics are also useful for studying certain aspects of protein folding [19], particle coagulation, and other
biochemical processes.

One of the popular algorithms for Brownian dynamics simulation with hydrodynamic interactions is the Ermak–McCam-
mon algorithm [7,12], where the particles are assumed to have spherical shape, and the irrotational and hydrodynamic inter-
actions between particles are described by the Rotne–Prager–Yamakawa (RPY) tensor [25,30]. The RPY tensor Dðx; yÞ is
defined as follows:
. All rights reserved.
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where x ¼ ðx1; x2; x3Þ and y ¼ ðy1; y2; y3Þ are the position vectors of particle centers, kB is the Boltzmann constant, T is the
absolute temperature, g is the solvent viscosity, a is the radius of each bead, I is the 3� 3 identity matrix, r ¼ x� y and
r ¼ jrj.

In this paper, we consider the calculation of the following sums
um
i ¼

XN

n¼1

X3

j¼1

Dijðxm; xnÞvn
j ; i ¼ 1;2;3; m ¼ 1; . . . ;N; ð2Þ
where vn ¼ ðvn
1;vn

2;vn
3Þ are vector source strengths. For notational convenience, we will write u ¼ Dv with u;v vectors of

length 3N and D a 3N � 3N matrix. Clearly, the direct evaluation of um
i for i ¼ 1;2;3 and m ¼ 1; . . . ;N requires OðN2Þ work.

There are, however, a variety of fast algorithms that reduce the computational cost to OðNÞ or OðN log NÞ. These include the
fast multipole methods, tree codes, method of local corrections, multigrid methods, panel clustering methods, particle-in-cell
methods, particle-mesh Ewald methods, and pre-corrected FFT methods (see, for example, [1,3,5,14–16,18,24]). Here, we
present a fast multipole method for the sums in (2) that involves a decomposition into only four (scalar) harmonic FMM calls.

The remainder of the paper is organized as follows. The fast multipole method for the Rotne–Prager–Yamakawa tensor is
presented in Section 2. In Section 3, we discuss its application to Brownian dynamics simulation with hydrodynamic inter-
actions. The performance of the method is illustrated in Section 4, and we conclude with a short discussion in Section 5.

2. Fast multipole method for the Rotne–Prager–Yamakawa tensor

We begin with a brief overview of the classical FMM for Coulombic interactions. The FMM is an adaptive OðN log NÞ
scheme for the evaluation of sums of the form:
Pmðq; p;dÞ ¼
XN

n¼1;n–m

qn

rmn
þ

XN

n¼1;n–m

ðdn � rmnÞpn

r3
mn

; m ¼ 1; . . . ;N; ð3Þ

Fm
i ðq; p;dÞ ¼

@Pmðq;p;dÞ
@xm

i

; i ¼ 1;2;3; m ¼ 1; . . . ;N; ð4Þ
where rmn ¼ xm � xn and rmn ¼ jrmnj. The input data consist of the source locations xn, the charge strengths qn, the dipole
strengths pn, and the orientation vectors dn (n ¼ 1; . . . ;N). The output data consist of the quantities Pmðq; p;dÞ and
Fm

i ðq; p;dÞ, which we will refer to as potentials and fields, respectively.
In order to overcome the OðN2Þ cost of direct evaluation, the FMM makes use of an adaptive oct-tree as a data structure,

sorting the source distribution hierarchically, until each leaf node contains only Oð1Þ sources. If we consider a particle with
index m that lies in a leaf node B, then we denote the nearest neighbors of m by nborlist(m). These are defined as the sources
(distinct from m) that lie either in B itself or in a leaf node adjacent to B.

The harmonic FMM splits the net potential in (3) into a local part and a far part:
Pmðq; p;dÞ ¼ Pm
locðq; p;dÞ þ Pm

farðq;p;dÞ; ð5Þ

Pm
locðq;p;dÞ ¼

X
n2nborlistðmÞ

qn

rmn
þ

X
n2nborlistðmÞ

ðdn � rmnÞpn

r3
mn

; ð6Þ

Pm
farðq; p;dÞ ¼

X
nRnborlistðmÞ

qn

rmn
þ

X
nRnborlistðmÞ

ðdn � rmnÞpn

r3
mn

: ð7Þ
Analogous definitions hold for the fields Fm
i .

Since, as noted above, the number of sources in nborlist(m) is Oð1Þ, it is straightforwrd to evaluate Pm
loc and Fm

i;loc directly for
each particle. The far field contributions Pm

far and Fm
i;far would appear to be more expensive to compute. The sources which con-

tribute to Pm
far and Fm

i;far, however, are ‘‘well-separated’’ from the leaf node B in the sense that they lie beyond the nearest neigh-
bor boxes. Thus, the field they induce in B is well-approximated by a local (solid harmonic) expansion. The main feature of the
FMM is that be executing two passes through the oct-tree hierarchy, it is possible to obtain those local expansions for each leaf
node in OðNÞ time. The FMM begins at the finest level, where (outgoing or far-field) multipole expansion coefficients are com-
puted directly from the sources contained in each leaf node. An upward pass is then executed, in which multipole expansions
are generated for all coarser boxes in the tree. This is accomplished through the use of analytic multipole-to-multipole trans-
lation operators, recursively pulling information from children to parents through the oct-tree until the coarsest level is
reached. In the subsequent downward pass, multipole-to-local and local-to-local translation operators are used to propagate
information between suitably separated boxes at each spatial scale, starting from the coarsest level and proceeding to the
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finest. While the algorithm is somewhat involved, the overall complexity of the harmonic FMM is OðN log NÞ for the sorting
stage, and OðNÞ for the subsequent computation. See [4] and the references therein for a more thorough discussion. One con-
venient feature of the FMM is that the local and far field calculations are uncoupled. This makes it straightforward to modify
the code so that it only computes the far field contributions Pm

far and Fm
i;far, which will be convenient below.

Turning now to the RPY tensor and the corresponding fast multipole method (RPYFMM), we again split the sums (2) into
two parts:
um
i ¼ um

i;loc þ um
i;far ¼

X
n2nborlistðmÞ

X3

j¼1

Dijðxm; xnÞvn
j þ

X
nRnborlistðmÞ

X3

j¼1

Dijðxm; xnÞvn
j ; i ¼ 1;2;3; m ¼ 1; . . . ;N: ð8Þ
For the sake of simplicity, we assume that the bead radius a is sufficiently small compared with the dimensions of a leaf
node, so that all interactions with rmn < 2a fall within the local part um

i;loc, which is evaluated directly. This assumption is true
for most practical applications, where steric forces prevent too much overlap between beads. Thus, it remains to consider the
calculation of the far field contributions to Dðx; yÞv under the assumption that jx� yjP 2a. This we accomplish through a
decomposition into four separate harmonic potential and field evaluations.

We first rewrite the ijth entry Dijðx; yÞ for jx� yjP 2a as follows:
Dijðx; yÞ ¼ C1
dij
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; ð9Þ
where C1 ¼ kBT
8pg ; C2 ¼ kBTa2

12pg.
Using this expression for Dijðxm;xnÞ, we obtain
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Comparing this with (4) and (7), we have
um
i;far ¼ C1Pm

farðv i;0;0Þ � C1

X3

j¼1

xm
j Fm

i;farðv j;0; 0Þ þ Fm
i;farðC1ðx � vÞ;C2;vÞ; i ¼ 1;2;3; m ¼ 1; . . . ;N: ð11Þ
In short, to compute um
i;far, we need to call the harmonic FMM four times, using the source locations fxng. For the first three

calls, we let fv1
i ; . . . ;vN

i g (i ¼ 1;2;3) as charge strengths and require both potentials Pm
farðv i;0;0Þ and fields Fm

j;farðv i;0;0Þ on
output. For the fourth call, we let fC1x1 � v1; . . . ;C1xN � vNg be the charge strengths, fC2; . . . ;C2g be the dipole strengths,
and fv1; . . . ;vNg be the dipole orientation vectors. In the last call, only the fields are required on output.

Algorithm 1. Fast Multipole Method for the Rotne–Prager–Yamakawa tensor.

Comment: Given a precision requirement �, source locations fx1; . . . ;xNg, vector source strengths fv1; . . . ;vNg,
constants C1; C2, and a, compute the Rotne–Prager–Yamakawa tensor vector product defined in (2).

1: for j ¼ 1 : 3 do
2: Call the harmonic FMM with tolerance � and charge strengths fv1

j ; . . . ;vN
j g. Compute the far field part of the

potentials and fields.
3: end for
4: Call the harmonic FMM with tolerance �, charge strengths fC1x1 � v1; . . . ;C1xN � vNg, dipole strengths fC2; . . . ;C2g, and

dipole orientation vectors fv1; . . . ;vNg. Compute the far field part of the fields only.
5: Compute the far part um

i;far according to (11).

6: Call the harmonic FMM to reconstruct the nborlist.
7: Compute the local part um

i;loc directly using (1).

8: Add um
i;loc and um

i;far to obtain um
i (i ¼ 1;2;3; m ¼ 1; . . . ;N) and if necessary, compute the relative error by comparing

the result with the exact result obtained via direct computation on a few sampling points.
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Remark 1. We use the publicly available software package FMM3DLIB at http://www.cims.nyu.edu/cmcl/fmm3dlib/
fmm3dlib.html for the harmonic FMM. This package is reasonably fast but not highly optimized. It assumes, for example,
that all charge strengths are complex, and uses ‘‘point-and-shoot’’ translation operators instead of the diagonal translation
operators of [4]. Optimization along these lines would yield a factor of 2–3 acceleration at low precision and an order of
magnitude or more at high precision.
Remark 2. A further speed-up could be achieved if we grouped all four harmonic FMM calls into a single routine (although
this would require more memory). This would avoid the repeated calculation of various special functions (such as spherical
harmonics).
3. Applications

In the Ermak–McCammon algorithm [7,12] for Brownian dynamics simulation with hydrodynamic interactions, one
needs to compute the total displacement Dxm of the mth particle during a time step Dt due to the force fn and the diffusion
tensor D. The total displacement consists of a deterministic part Df and a random part RmðDtÞ. The hydrodynamically cor-
related random displacements RmðDtÞ are normally distributed with zero mean and finite covariance determined by the dif-
fusion tensor D. To be more precise, we have
hRmðDtÞi ¼ 0; hRmðDtÞRnðDtÞi ¼ 2Dðxm;xnÞDt: ð12Þ
We note that D is positive definite for all particle configurations [30] and that the deterministic part can be evaluated
using the RPYFMM. The generation of hydrodynamically correlated random vectors is more challenging. Indeed, the
standard method in statistics is to compute Cv with C the Cholesky factor of the RPY tensor D and v a normal
i.i.d. vector. This is rather expensive since the Cholesky factorization requires OðN3Þ work. Recently, researchers have
also considered replacing Cv by

ffiffiffiffi
D
p

v and further approximating
ffiffiffiffi
D
p

by a Chebyshev polynomial in D [9,17]. When
combined with a fast algorithm such as the FMM, the latter approach is essentially linear when the condition number
of D is low (see [20] for a detailed analysis of this approach). However, the method requires the estimation of extreme
eigenvalues of D and the Chebyshev polynomial approximation will be either inefficient or inaccurate when the
condition number of D is large.

We propose to combine the so-called Spectral Lanczos Decomposition Method (SLDM) [6] and the RPYFMM to computeffiffiffiffi
D
p

v for an arbitrary vector v. The SLDM, like the Chebyshev polynomial based method, tries to find an approximation toffiffiffiffi
D
p

v in the Krylov subspace Kk ¼ spanfv ;Dv ; . . . ;Dkvg, but the method is based on the standard Lanczos iteration (see,
for example, [27]) and does not require the estimation of extreme eigenvalues. For the sake of completeness, we summarize
the method in Algorithm 2.

Algorithm 2. The RPYFMM–SLDM for computing
ffiffiffiffi
D
p

v.

Comment: Given a prescribed precision �, source locations fx1; . . . ;xNg, constants C1; C2; a (which specify the RPY
tensor D), and an arbitrary vector v of length 3N, compute

ffiffiffiffi
D
p

v by combining the RPYFMM and the SLDM to the
desired precision. Generate a random vector v and normalize it v1 ¼ v=kvk.

1: for k ¼ 1;2; . . . do
2: Apply Lanczos iteration (see, for example, [27]) and use the RPYFMM (Algorithm 1) for matrix–vector product to

generate Qk ¼ ½q1 � � � qk� which form an orthonormal basis for Kk and a k� k symmetric tridiagonal matrix

Tk ¼ QT
k DQk.

3: if k P 4 then
4: Use banded Cholesky factorization to compute the square root of the much smaller matrix

ffiffiffiffiffi
Tk

p
.

5: Compute uk ¼ kvkQk

ffiffiffiffiffi
Tk

p
ek

1, where kvk is the l2 norm of v and ek
1 is the first column of the k� k identity

matrix.
6: if kuk � uk�1k=kukk < tol then
7: Set

ffiffiffiffi
D
p

v � uk, and return.
8: end if
9: end if
10: end for

We would like to make several observations about the SLDM. First, it is easy to show that the SLDM will always converge
to the true value of

ffiffiffiffi
D
p

v in k steps if D has only k distinct eigenvalues. Second, our extensive numerical tests show that the
error of the approximation produced by SLDM is almost always within a factor of two of that of the best l2 approximation offfiffiffiffi

D
p

v in Kk. Finally, the SLDM is an iterative method and thus its convergence rate depends only on the spectrum of D, while

http://www.cims.nyu.edu/cmcl/fmm3dlib/fmm3dlib.html
http://www.cims.nyu.edu/cmcl/fmm3dlib/fmm3dlib.html
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the Chebyshev approximation tries to construct an approximation which is uniformly good on the whole interval
½kminðDÞ; kmaxðDÞ�. Therefore, the SLDM may converge much faster than the Chebyshev approximation when the condition
number of D is large but its eigenvalues are clustered.
4. Numerical results

In this section, we present some timing results for Algorithms 1 and 2. All calculations were carried out on a laptop com-
puter with 2.53 GHz CPU and 1.89 GB memory. Tables 1 and 2 show the results for computing Dv using different methods for
a uniform distribution in a cube and a nonuniform distribution on a sphere, respectively. In each of these tables, the first
column contains the number of particles and the second column contains the number of digits requested from the FMM.
The third column contains the time required by the kernel-independent FMM (KIFMM) in [20,31] and the fourth column con-
tains the time required by Algorithm 1. The fifth column contains the time required by the direct computation (which is ob-
tain by Algorithm 1, where the relative l2 error is calculated by comparison with the direct calculations at twenty randomly
selected source points.

We observe that both the KIFMM and RPYFMM scale approximately linearly, as expected. The timings are somewhat er-
ratic due to the fact that the adaptive FMM builds a different data structure for each precision and for each source distribu-
tion. While the asymptotic performance of FMM-type algorithms is straightforward to estimate, the detailed behavior is
harder to predict. Both have the expected OðNÞ scaling, but the RPYFMM method appears to be less sensitive to the statistics
of the source distribution than the KIFMM. As a result, RPYFMM is about twice as fast for nine digits with 1,000,000 sources
in the uniform setting, but the KIFMM is slightly faster at high precision in the non-uniform case. This is simply due to the
fact that the constants associated with each component of the calculation are slightly different in the two approaches, and
we expect that further minor optimizations of both schemes are possible.

Next, we present timing results for the RPYFMM–SLDM algorithm for computing
ffiffiffiffi
D
p

v. Table 3 shows the results for con-
figurations with Na=L fixed, where N is the total number of particles, a is the radius of particles, and L is the size of the com-
putational box (i.e., the linear density of the simulation is fixed). Table 4 shows the timing results for configurations with L, a
fixed (i.e., the total volume is fixed but the density increases as N increases).

In each of these two tables, the first column contains the total number of particles. The second column contains the num-
ber of Lanczos steps. The third column contains the total computational time for computing

ffiffiffiffi
D
p

v. The last column contains
the relative error of the computational result. Comparing these two tables with those in [20], we observe that the SLDM
achieves a factor of 2–3 speed-up as compared with the Chebyshev approximation approach.
Table 1
Timing results for uniform distribution in a cube.

N Prec TKIFMM TRPYFMM TDirect EKIFMM ERPYFMM

10,000 3 2.71617 3.01224 8.00117 5.06958e�06 1.98404e�05
100,000 3 31.5622 33.5138 680.052 2.34039e�05 3.21268e�05

1,000,000 3 317.968 331.919 69604.3 9.21691e�05 3.46643e�05

10,000 6 10.8847 3.22422 7.99995 8.33041e�08 1.20964e�08
100,000 6 100.278 47.8955 720.059 4.06636e�07 2.35994e�08

1,000,000 6 895.072 605.893 70807.4 1.92014e�06 2.66861e�08

10,000 9 28.5351 5.15633 8.00128 2.86116e�09 7.26890e�10
100,000 9 265.397 78.2052 719.992 6.08592e�09 1.85852e�09

1,000,000 9 2087.01 924.901 70007.5 2.66637e�08 2.01941e�09

Table 2
Timing results for nonuniform distribution on a sphere.

N Prec TKIFMM TRPYFMM TDirect EKIFMM ERPYFMM

10,000 3 2.13213 1.75611 8.00016 2.11836e�05 1.98755e�05
100,000 3 16.3694 21.9493 720.057 9.41318e�05 2.76244e�05

1,000,000 3 162.386 194.984 70404.2 4.55086e�04 2.83529e�05

10,000 6 12.8128 4.32432 7.99995 2.74212e�07 1.85629e�08
100,000 6 48.4713 56.6241 680.082 1.67471e�06 1.31362e�07

1,000,000 6 329.897 534.750 70401.4 4.89467e�06 3.41533e�07

10,000 9 75.7567 7.76053 8.00091 6.31121e�09 1.30443e�08
100,000 9 194.802 99.4217 720.058 2.73113e�08 7.51752e�08

1,000,000 9 752.019 891.092 70404.2 6.84249e�08 3.07682e�07



Table 3
Timing results for computing

ffiffiffiffi
D
p

v by the RPYFMM–SLDM (Algorithm 2). Na=L ¼ 1 is fixed.

N k Ttotal Error

103 4 0.372023 1.38721e�07

104 4 10.0486 1.91785e�05

105 4 128.596 6.80112e�04

106 7 2250.12 2.59537e�04

Table 4
Timing results for computing

ffiffiffiffi
D
p

v by the RPYFMM–SLDM (Algorithm 2). L ¼ 1000; a ¼ 0:1.

N k Ttotal Error

103 4 0.308019 1.22036e�07

104 4 10.1166 2.49304e�05

105 4 126.324 8.07139e�04

106 7 2240.19 4.24709e�04
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5. Conclusion

We have presented a fast multipole method for computing sums involving the Rotne–Prager–Yamakawa tensor. The
method requires four scalar harmonic FMM calls (similar to [26]), so that any improvements to the FMM itself will automat-
ically speed up the RPYFMM. We have briefly discussed its application to Brownian dynamics simulation with hydrodynamic
interactions based on the hybrid RPYFMM–SLDM scheme. Our numerical experiments show that the SLDM is generally more
effective than the Chebyshev approximation method, which is currently the most widely used approach in Brownian dynam-
ics simulation.
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