Probability Distributions:
Characteristics and Fitting to Data

Class 2 in MATH 615: Approaches to Quantitative
Analysis in the Life Sciences

Probability distributions continued — quantiles — moments — Central Limit Theorem
revisited — fitting a distribution to data — testing goodness of fit

Setup

Quantiles of a distribution N median, quartile, etc.

Herearethe CDF andPDFof aNormal(0,1) distribution.
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You will seethatthe CDF hasa valueof 0.5 at x = 0. This meansthat a randomnumberdrawnfrom this distributionhasa
probability of 0.5 of being < 0 and0.5 of being > 0. Anotherway of puttingit is thatthis valuesplitsthe probability distribution
in half, whichis easierto seeon the PDF.It is onemeasuref the Ocenters) a distribution.

Thevalueof x atwhichPr(X < x) = 0.5 is calledthemedian.

We coulddo the samething for any probability. For example this CDF hasa valueof 0.25at—0.67 and0.75at0.67.Generally,
the valueof x thathasq% of the probabilityto theleft of it is calledthe g% quantile. The medianis a specialnamefor the 50%
quantile.Herearefiguresillustratingthe 2.5%,25%,50%, 75%and97.5%quantiles.
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Why did | pick thesevalues?The 25% and 75% are given the specialnamequartiles. The 2.5% and 97.5%are particularly
importantbecausehey cut off 2.5% of thedistributionin eachof thetails, andtherefore5% overall. Anotherway of puttingit is
that 95% of the distributionis between thesetwo values.The quantilesprovidea meansof testingfor extremeor unusualalues,
andareusedin avariety of statisticaltestsbasedon the Normaldistribution.

Onething to noteis thatquantilesare usuallyexpressedh termsof the numberof standarddeviationsfrom the mean because
thatmakesthemindependenof the valuesof u ando. In theexampleabove the 2.5%and97.5%quantilesareatx = —1.9€ and
x = 1.9€ respectively put the standarddeviationof the distributionis 1, sothey arealsoat 1.96 standarddeviationsin each
direction. If we repeatthe calculationsfor a Normal(1,2) distribution (seebelow), the samequantilesareat x = —2.92 and

x =4.92 whichis still 1.96standarddeviationseithersideof themean.
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s The take-home message

Quantilesdivide up a probability distributioninto fractions of the overall probability. The median(50% quantile)is one
measureof the centerof a distribution. Small andlarge quantilescut off the tails of a distribution,andare usefulfor detecting
extremevalues.

The moments of a distribution N mean, variance, etc.

Warning: somemathahead!Seethe take-homeamessaget the endof this sectionfor a list of whatyou shouldmemorize(and
whatyou shouldnot).

= The mean

You probablyknow whata mean(or average)s, or atleasthow to calculateone:
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The meanis a measureof location: it is oneway of describingthe centerof somedata.(We havealreadyseenanother:the

median.)All probability distributionshavea mean.Oneway to calculateit would be to usea randomnumbergeneratingalgo

rithm (seeClassl) to producea largenumberof valuesdrawnfrom the distributionin question,andthencalculatethe meanas

describedabove.Thatwould beratherinefficient! Let'sseeif thereis a betterway. Hereis a Poissordistributionwith A = 2.
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Supposeave drew 1000randomnumbers About 135 of themwould be 00s270would be 10s270would be 20sandsoon. Soin
our meancalculationwe would be addingup 13500s270 10setc. andthendividing by 1000.Insteadof writing all the separate
numbersn the numeratorye couldwrite the calculationlike this

135x0+ 270x 1+ 270x 2 + 180x3E
1000

X=

We canmakeit evensimpler,by dividing thetop andbottomof thefractionby n.

0.135x0+0.27x1+ 0.27x2 + 0.18x3E i
X = =0.135x0+0.27x1+0.27x2+ 0.18x 2E
1

If youlook atthis, you will seethatthefinal calculationis justthe sumof Pr(X = n) multiplied by n for all n. Let'scheck.First
we addup justthevaluesof the probability functionitself. Recallthatthe Poissorfunctionis

PriX=n)=< n=0,1,2E, w

I
!

n

Soaddingup the valuesfrom 0 to 12, with A = 2 (andshowingthe Mathematica codeN seethe two placeswherethe O2§oes)
produces

e22n

N[Total [Table[ r {n, 0, 20}”]

n!
1.
whichit should(rememberall probabilityfunctionsaddupto 1). But if we multiply eachvalueby n, we get

e?2n

N[Total [Table[ «n, {n, 0, 20}]]]

n!

2.

Thisis themean Let'sdoit for someothervaluesof A.
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N[Total [Table[ *n, {n, O, 20}]]]

n!
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N[Total [Table[ *n, {n, O, 20}]”

n!

4.
You shouldseethatthe meanof the Poissornis distributionis equalto its only parameter).
In this case a parametenof a distributionis alsoits mean ThatOalsotruefor the Normaldistribution(whereit is ).

The Normaldistributionis continuousput the situationis analogousTheintegral of the PDFoverall valuesof x is one,butthe
integralof the PDF multiplied by x overall valuesis equalto the mean.Hereis theintegralof the PDFoverall x:

Hx-ul 2
e_ 20%
Integrate[— , {¥x, -~©, ®}, Assumptions - {Re[oz] >0, 0> 0}]
27 O

1

And hereof thePDFx x overall x:

Hx-pl 2
e_ 20%
Integrate[— *x, {x, —©, ©}, Assumptions - {Re[cz] >0, 0> 0}]
271 O

u

For a probability distribution,the meanis alsocalledtheexpected/alue or expectation.

= The variance (the standard deviation squared)

Anotherkey descriptorof any distributionis its variance, which is a measuref dispersion, or spreadBelow arethreeNormal
distributionswith the samemean(u) of zeroandstandardieviations(c) of 0.5,1 and2 (andthusvariancesg?, of 0.25,1 and4).
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For the Normaldistribution,the standardieviationis (convenientlythe secondf its parametersy (andthereforethe varianceis
o2). Whataboutthe otherdistributionswe havelookedat?Here'satable:
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Distribution| PDF Mean Variance Standard
parameters] Deviation
 Hent?
NormalDistribu- e 2s? // U & o
tion[u, O] (V(27ﬂ 0)
: ‘. —x 2 1 1 1
ExponentialDis- e A 3 = 3

tribution[A]

-1 X

PoissonDistrib: exf A A VA
ution[A] '

GeometricDistr: (1-20)%2 ~1+2 L2 —
ibution[A]

BinomialDistri- (1-p)™*p* np n(l-p)p z/ (n (1-p) p)
bution[n, p] Binomial [n, X]

BernoulliDistr: 1-p p (1-p) p A/ ((1-p) p)

ibution|p]

m Skewness and Kurtosis

Sowe havetwo measureshat describethe locationanddispersionof a distribution, but distributionsvary in otherways.Con
siderthe following two Binomial distributions:
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All threehavedifferent meansthe endplots havethe samevariancedut differentfrom the centerplot, andall threealsohave
different kinds of assymmetrypr skewness. Skewness describesvherethetail of the distributionis 'longerandthinner'. The
distributionfor p = 0.1 is skewedto theright andthe distributionfor p = 0.€ is skewedto theleft. p = 0.5 hasno skew.Skewness
hasits own formulafor everydistribution:for the Binomial distributionit is

1-2p
ynld-pp
For thethreeexamplesabove the calculationsare0.84(p=0.1), 0 (p = 0.5 and-0.84 (p=0.9).

Kurtosis describesvhethera distributionis tall andthin or shortandfat, comparedto a normal distribution of the samevari-
ance. Valuesgreaterthan3 aremoreskinny (leptokurtic),valueslessthan3 arefatter (playkurtic). For the Binomial distribution,
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theformulais
1-6(1-p)
7p P +3
nad-pp

For thethreeexamplesabove the calculationsare 3.5 (p = 0.1), 2.8 (p = 0.5) and3.5(p=0.9). A goodexampleof a playkurtic
(fat) distributionis a Uniform distribution,for which kurtosisequalsl.8.

= Bringing it all together

Variance,skewnessandkurtosisarethe secondthird andfourth central moments of a distribution. They areall relatedin that
theyarecalculatedrom the following formula:

fn = EIX = "]

wherep, refersto thenth centralmomentg|[ | is the expectedralue,or mean,and(X — )" is the differencebetweera random
deviateandthe meanof the distribution,raisedto the nth power.Confused?hink of it in termsof calculatingthe momentsfor
somedata. Thestepsare:

1. Calculatethemeanof your datavalues.

2. Subtractthe meanfrom eachof the valuesto producedeviations.
3. Raisethedeviationsto thenth power.

4. Calculatethe meanof these.

If you squarehe deviationsandcalculatethe mean you arecalculatingthe variancelf you cubethe deviationsandcalculatethe
mean,you arecalculatingthe skewnessandsoon. Seek it's not sodifficult for data.

The formulasl showedabove for the Binomial distribution,arean exampleof applyingthe sameprocesdo a specifiedprobabit
ity distribution,which producesanexactresult(justaswe showedn moredetailwith themean).

= The take-home message
Themean of adistributiondescribeshelocation of its center(technically,its centerof gravity).

The moments of a distributionarea seriesof calculatedneasureshatdescribencreasinglycomplexaspectof theshape of a
distribution. Theyareeasilycalculatedor realdata.You shouldknow howto do that.

For a probability distribution specifiedby a formula, thereare other formulasto directly calculatethe meanand various
moments.You shouldlearnthe formulasfor the meanandthe variance(the mostbasicmeasureof dispersion)f the following
commondistributions:Normal, Exponential PoissonBinomial (seethe tableabove).You arenot expectedo know the formulas
for skewnessindkurtosisfor specificdistributions.

The Central Limit Theorem revisited

Look againatthe calculationformulafor amean:

Xi+X% +X+E +X,

X =
n

The numeratoiis the sumof n numbersa sumwhich we now know will tendto be Normally distributedif n is largeenough.

Dividing by n doesn'tthangethat: the meanwill alsotendto be Normally distributed.Thiswill tendto betrue evenif thex; are

notthemselvedNormal.
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Knowing that means are very often Normally distributed will be useful later on when we compare them.

Fitting a distribution to data

Enoughtheory! Supposeve havesomedatacollectedfrom therealworld. How do we choosea probability modelto applyto our
data?

= The nature of the observations often determines the probability distribution

We havealreadyseenthat probability distributionsapply to observationshat areeitherdiscreteor continuoussomeapply only

to asubsebf values suchasnon-negativeéntegers andpretty muchall of the commondistributionswerederivedfrom consider
ing particularkinds of real-worlddata.So,for examplejf your dataareplantcountsfrom quadratsthenthe Poissordistribution
is asensiblestartingpoint. Using a Normal distributionwould be foolish, asthe datatypeis wrong,andthe Normal distribution

allows negativevalues which areimpossiblein counts.In manycasestherewill be only oneor two sensiblenodels.

An exceptionto this rule may be madein casesvherea modelthatis 'wrong'in principle mightactuallybe ok in practice.Recall
the Poissondistributionwith A = 10C, shownherewith a Normal distributionoverlaid.If the datawerecountsthenthe Poisson
would bethe correctchoicein principle, butin this caseusingthe Normalinsteadwould havevery little impact. The Normalis
continuous put the Poissonwith A = 100 is spreadout over manydiscretevalues,so a continuousrepresentatiois not too bad.
And althoughthe Normal allows the absurdpossibility of negativecounts,its PDF is so closeto zerofor thosevaluesthatit
doesn'treally matter.

0.04 [

0.03 -

0.02 -

Pr(X =n) or ¥(n)

0.01+

0.00

You might ask,evenso, why not just usethe PoissonThe fact is thatthe Normal distributionhascertainnice propertieshat
makestatisticalcalculationseasierto accomplishimoreaboutthatlater). Beforecomputersverecheapandeasyto use,statistical
calculationsweredoneon calculatorsor evenworse,paper,andsotimesavingmethodsvereimportant.If assuminga Normal
distributionhada big advantagén the typesof analysisthatcould be performedandthe potentialproblemsweresmall (asin the
aboveexample)thenit madesensdo chooset. Thesedays,however,mostof the advantagebavebeennullified by computers
that canperformsophisticatechnalyseswith a variety of distributions,andsothereis muchlessjustification for choosingthe
‘wrong'distribution.

= Fitting a Poisson distribution to count data

Let'sreturnto our randompointsin afield. This time we'll put 150 points,divide thefield into a grid of 100 squaresandcount
the numberof pointsin eachsquare
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The raw countslook like this

{1,0,3,1,1,1,¢0,1,3,1,3,2,0,4,3,2,1,3,2,2,0,1,2,2,
0,1,1,3,5,1,2,2,1,2,0,1,0,0,1,2,1,1,1,1,2,1,2,0,0,
2,0,4,1,0,0,2,0,2,0,2,1,1,1,60,0,1,4,2,2,0,5,1,5, 14,
0,1,2,1,3,1,3,¢0,1,1,1,3,4,60,1,3,0,0,2,3,0,2,2,4,0,2}

And maybe summarizedsa frequencydistribution

f(n)
25
32
23
11

6

3

g b W N = OB

dist = EmpiricalDistribution[boxContents];
DiscretePlot [PDF [dist, x], {x, O, 10}, PlotStyle » PointSize[0.03],
PlotRange -» {Automatic, {-0.02, 0.52}}, FrameLabel » {"n", "f(n)"}]
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The meanof the countsis 1.5 (it mustbe, becauseave put 150 pointsandthereare 100 squares)And we know thatthe Poisson

distributionhasa single parameter), which is alsoits mean.Sowe might arguethatthe bestfitting Poissondistributionis the
onewithA=1.5:
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It lookslike adecentmatch.Butin whatsenset is the'best?'

= Likelihood: the probability of the data, given a model

A discreteprobability distribution definesthe probability of gettingparticularvalues.The dataconsistof values.So, givena
probability distribution with specific parametersye can calculatethe probability of eachof the observeddata.And if we
multiply the probabilitiesof all the datavalues we havethe probability of the entiredataset.

Y 0 eachof the datavaluesn. The

I
n!

Let'sdo this for our dataandthe Poissorwith A = 1.5. Thatmeanswe apply the formula

resultinglist of probabilitiesis

{0.334695, 0.22313, 0.125511, 0.334695, 0.334695, 0.334695, 0.22313, 0.334695,
0.125511, 0.334695, 0.125511, 0.251021, 0.22313, 0.0470665, 0.125511,
0.251021, 0.334695, 0.125511, 0.251021, 0.251021, 0.22313, 0.334695, 0.251021,
0.251021, 0.22313, 0.334695, 0.334695, 0.125511, 0.01412, 0.334695, 0.251021,
0.251021, 0.334695, 0.251021, 0.22313, 0.334695, 0.22313, 0.22313, 0.334695,
0.251021, 0.334695, 0.334695, 0.334695, 0.334695, 0.251021, 0.334695,
0.251021, 0.22313, 0.22313, 0.251021, 0.22313, 0.0470665, 0.334695, 0.22313,
0.22313, 0.251021, 0.22313, 0.251021, 0.22313, 0.251021, 0.334695, 0.334695,
0.334695, 0.22313, 0.22313, 0.334695, 0.0470665, 0.251021, 0.251021, 0.22313,
0.01412, 0.334695, 0.01412, 0.0470665, 0.22313, 0.334695, 0.251021, 0.334695,
0.125511, 0.334695, 0.125511, 0.22313, 0.334695, 0.334695, 0.334695,
0.125511, 0.0470665, 0.22313, 0.334695, 0.125511, 0.22313, 0.22313, 0.251021,
0.125511, 0.22313, 0.251021, 0.251021, 0.0470665, 0.22313, 0.251021}

If we multiply themall togetherwe get

1.85077 x 107°°

This is a very smallnumber,which is not surprizingbecauseave weremultiplying 150 probabilities,all of which are < 1. This
valueis calledthelikelihood of the model,definedasthe probability of gettingthe data, giventhe model It is a measureof
goodness of fit. Sooneway to definethe Obestfitting Poissordistributionwould beto try differentvaluesof A, calculatethe
likelihood eachtime, andchoosethe onewith the highestlikelihood. With a computer this is easy,andwe canplot the likeli-
hood(L) asafunctionof A.
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You canseethatthe peakis indeedat aboutA = 1.5. We cancheckthis by askingthe computerto find the peak,which is doesby
trial anderror,'climbing'thelikelihood functionuntil it can‘tgetanyhigher.

[1.85077x10°%°, {1~ 1.5}}

This meansthat 1.5 is the maximum likelihood estimator (MLE) of A. In fact, we canfit a Poissondistrubutionto databy
simply calculatingthe meanof the counts,andusingthatasourA. It hasbeenshownmathematicallythatthisis alsothe MLE.

Likelihood, and the maximum likelihood estimator, are concepts we will be returning to again and again.

= Using log-likelihood can make calculations easier

We sawabovethat likelihoodscangetvery smallif therearea lot of datapoints.If they gettoo small, computerscanhave
trouble handlingthem.lt is thereforenormalpracticeto calculatethe naturallogarithmof the likelihoods.To geta feel for the
difference hereis the log-likelihood functionfor the exampleabove:

-158 .

-160 1

-162 1

logH.L

-164f ]
-166 | ]
-168} ]

1.0 1.2 1.4 1.6 1.8 20

The peakis still in the sameplace(A = 1.5), but numberson the y-axis aremucheasierto work with. If we askthe computerto
find the peak,we getthe sameanswer.

(-158.263, {1 —>1.5}}

= Normal distribution

Somedata! Theseareheightsof peoplein the class(in cm).

outz00= {171.52, 184.32, 151.04, 192., 186.88, 194.56, 174.08,
174.08, 158.72, 163.84, 174.08, 174.08, 186.88, 174.08, 161.28}

This is themeanE
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out201]= 174.763
Eand thestandarddeviation
out202)= 12.1329

Hereis a histogramof the data(showingrelativefrequencies)with a Normal distributionwith the calculatedneanandstandard
deviationoverlaid.

0.08 - — 1
0.06 - 1

Out[203]=  0.04

7/—\

0.02

0.00 b= | S

140 150 160 170 180 190 200

Again, we will assesshefit by calculatinglikelihoods.The Normaldistributionis for continuousdata,sothereis a cleverlittle
mathematicaDfudge®e mustemploy.You will recallthatlikelihood is the probability of the data,given a model.But we saw
earlierthatthereis no suchthing asthe probability of a singlecontinuoushumberN  the curveaboveshowsprobability density,
ratherthan probability. The fudgeis that we say OthatGsk!OltOsok becausavhat mattersin the likelihood function arethe
relative valuesof likelihoods, not the absolutevalues.In the normalplot above,a smallregion underthe curvein thevicinity of
x =0 is abouttwice aslikely asa smallregionif the samewidth in the vicinity of x = 1. Thatwill remaintrue no matterhow
smallwidth of theregion,evenasit approchegzero.

Herearethelikelihoodsof the datagivena Normaldistributionwith the samemeanandstandardieviation:

out205)= {0.0317273, 0.0241104, 0.00486193, 0.0119854, 0.0199689,
0.00868562, 0.0328289, 0.0328289, 0.0137183, 0.0219259,
0.0328289, 0.0328289, 0.0199689, 0.0328289, 0.0177336}

We canalsoplot thelikelihood function, but becausehe Normal Distribution hastwo parameterst is a 3D plot!

.':'?'l'\‘\\ii‘\:\\

3.x107%68
2.x 108
1.x10726%
0L&
165

out[207]=

Or thelog-likelihoodversion
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Het-pL?

@ 202
in2os]= likelihood[data_, u_, o_] := Apply[Times, Map[— &, data]]
2w O

Plot3D[Log[likelihood[classHeights, u, o]], {u, 165, 185},
{o, 8, 25}, PlotPoints -» 31, PlotRange -» All, AxesLabel » {u, o, Log[L] }]

—60\
outz09)= 109(65}
-70

165

Finding the peakE
n216)= FindMaximum[likelihood[classHeights, u, o], {{u, 175, 175.1}, {o, 10, 10.1}}]
ouiziel- {3.1401x107%%, {1 > 174.776, 0 > 12.1329}}

Ewe seethatit is, againat the sameplaceasthe calculatedmeanandstandarddeviation.As with the Poissonthe calculated
meanandstandardieviationarethe maximumlikelihood estimatorof theseparameters.

Sums of squares N another reason why the Normal distribution
is special!

If youlook atthe formulafor the Normaldistribution:
(- m?

1 —_—
e as? —oco<N< o

ovV2nm

U(X) =

You will seetheterm(x — )? in the numeratorof the exponentThis is the squareof the deviationof the randomvaluefrom the
(x—p)?
202
minussignin front of it), andsothe smallerthe entireexpressiorior the probability density(which is why the Normal distribu

tion dropsto small valuesasyou get further from the mean).But becausehis is only placewherex appearsn the formula
(eveythingelseis parametersind constants)it meansif we canminimize (x — w)?, it will give the sameresultasmaximising
likelihood. This allows for a simplersetof calculationsfor determinga mean.Hereis a plot of the sumof squaredieviations
(SSD)of the datafrom themean overarangeof means

mean.Thelargerthis is (meaningthe futherx is from the meanin eitherdirection),the smallertheterm— will be(notethe
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If we find theminimumof this function:

{2208.13, {1 —>174.763}}

we areagainestimatingthe mean.We will seeshortlythatthesesimplesums-of-squaresalculationsasa sortof 'inverseproxy'
for likelihood, areincredibly usefulin fitting modelsbasedon the Normaldistrubution.

Examining Normality

Many basicdataanalysismethodghatwe will coverlater (t test, ANOVA, regressionflependon the assumptiorthatthe data,or
moretypically the deviationsof the datafrom the model(recallthe linear modelexampleof Classl) canbe approximatedy a
Normal distribution.Oneway to evaluatehow far a setof valuesarefrom Normalis to look at a histogramandseeif it deviates
grosslyfrom a bell-shapedNormal distribution. This is moredifficult thanit soundspecauset is hardto compareshapedike
that,andbecaus¢he histogramwill vary somewhatiependingn how you groupthedata.

A more quantitativeapproachwould be to calculateskewnesgshouldbe closeto zero becausehe Normal distributionis
symmetric)andkurtosis(shouldbe closeto 3).

Thereis alsographicalmethodcalleda Q-Q (quantile-quantile) plot.

= Q-Q normal probability plots

Hereare30 randomdatavaluesdrawnfrom a Normal(0,1) distribution,andthensortedfrom smallestio largest.

out217= {-2.19103, -1.82677, -1.30562, -1.25275, -0.89867,
-0.770197, -0.749831, -0.627955, -0.582259, -0.545578, -0.414376,
-0.36844, -0.298708, -0.263496, -0.250769, -0.106224, -0.0855448,
-0.0660982, 0.0120824, 0.0219872, 0.0566883, 0.247555, 0.319689,
0.405576, 0.533988, 0.762027, 1.01575, 1.20442, 1.29716, 1.46939}

Hereis the meanof thedataE
out218l= —0.175267

Eand standardieviationE
ou219]= 0.862195

Think aboutthe datafor a minute.If they followed a Normal distribution,we could calculateanidealized setof sortedvalues.
Hereis athe CDF for a Normal(~0.17%, 0.862)distribution(the sameasthe data),with 30 quantiles,evenly-spacedcrossthe
range0 to 1 (or 0% to 100%).(In thefigure, the evenspacingis given by the horizontallines; the correspondingjuantilesare
givenby theverticallines.
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Herearethevaluesof thequantiles:

outz21= {-1.76912, -1.48402, -1.29625, -1.15039, -1.02812, -0.920974, -0.824266, -0.73511,
-0.65158, -0.572303, -0.496253, -0.422625, -0.350762, -0.280099, -0.210134,
-0.140399, -0.0704349, 0.000227825, 0.0720915, 0.145719, 0.221769, 0.301046,
0.384577, 0.473732, 0.57044, 0.677589, 0.799856, 0.945718, 1.13348, 1.41858}

You shouldbe ableto seethatthe quantilesreflectthe expecteddensityof randomnumbersmoreof themclusteredaroundthe
mean,andgettinglesscommonfurtheraway.It follows thatif we plot the ordereddataagainsthe orderedquantilesthenif the
datareally dofollow a Normaldistribution,the plot shouldapproximatea straightline.

1.5¢F ' .
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Out[222]=

Ordered data

-15 -10 -05 00 0.5 1.0

Normal quantiles

For Mathematica usersthereis now a functioncalledQuantilePlot which doesthisin onecommand.

n223= QuantilePlot[testData]

15F -
1.0F
05F 1
0.0F ]
out[223]= _0.5F & 1
_10°L ]
RV SN 1

-20¢F 1

-15 -10 -05 0.0 0.5 1.0 1.5

The pointswill neverfall perfectlyon the line, becausehey are, after all, the resultof a random,processhut thefit is pretty
good.Now letslook atthe datafor classheights

{171.52, 184.32, 151.04, 192., 186.88, 194.56, 174.08,
174.08, 158.72, 163.84, 174.08, 174.08, 186.88, 174.08, 161.28}
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QuantilePlot[classHeights]

190 f 1
180 | ]
170} ]

160 | b

160 170 180 190
Not bad!

One canusethis methodto testdataagainstany kind of distribution. LetOsompareour classheightdatato an exponential
distribution.

QuantilePlot[classHeights, ExponentialDistribution[A]]

T O
.
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In this casetherearelarge,systematialeviationsjn thatthereseemto be moredatain the Omiddle6f the distribution,andfewer
atthetails, thanexpectedasedn an ExponentiaDistribution.

Testing for normality

A Q-Qplotis visual. Therearea variety of methoddfor statisticallytestingif your datadiffer from a specifieddistribution,such
astheNormal. The oldestandmostwell-knownis the Kolgomorov-Smirnofftest,but it hasnow beensupercededy others.But
beforeyoutry oneof thesemethodsconsiderthe following:

e Smallsampleslmostalwayspassa normalitytest.Normality testshavelittle power to tell whetheror notasmall
sampleof datacomesfrom a Normaldistribution.

e With largesamplesminor deviationsfrom normality may be flaggedasstatisticallysignificant,eventhoughsmall
deviationsfrom a NormaldistributionwonOaffecttheresultsof at testor ANOVA.

e Decisionsaboutwhento useparametrioss. nonparametritestsshouldusuallybe madeto coveranentireseriesof
analysesilt is rarelyappropriatdo makethedecisionbasedn a normality testof onedataset.
So, situationsin which a formal testhelpsarequiterare,andso| donOproposeto go into themin detail. Still, justfor complete
ness hereis anexampleof testingthe classheightdataagainsta Normaldistributionusinga variety of standardnetrics.
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Statistic P- Value
Anderson - Darling | 0.44953 0.276462

CramZr-von Mises |0.0702862 0.281264
Jarque- Bera ALM | 1.69468 0.292505

Shapiro - Wilk 0.93554 0.242734

If you donOuinderstandhe meaningof OP-Value@onOworryE youwill soon!



