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Problem 1. (65 POINTS)
Give short answers to the following questions. (References to Google are to the Google System Architecture of
1998 unless otherwise noted.) If a question has multiple answers write all that apply.

(1) Which one(s) of OR, or, Or are operators in Bing?
(2) Which one(s) of NOT, not, - are operators in Bing?
(3) What is the input of the URL resolver?

What is the input to the Sorter?

Where (location) is the input to the Sorter?

Where (location) is the output of the Sorter?

(4)

()

(6) What is the output of the Sorter?

(7)

(8) List all data areas (rectangular shapes of the Figure) that store a docID.
(9)

Name/List exactly 5 data structures used by Google excluding the Barrels, for forward index and the
(inverted) index.

(10) Who writes into the short barrels in Google?
(11) Why does the Searcher access DOCIndex?

(12) Who generates a new Lexicon after a new indexing cycle?

(13) What data structure allows the conversion of docIDs into URLs?

Problem 2. (50 POINTS)
Give short answers to the following questions. (References related to Google are to the Google System Architec-
ture of 1997,/1998.)

(1) Bot, robot, spider, harvester all refer to the same thing. Give another name for it.

(2) What do we call a frequently occurring word in a text that is not a keyword?

(3) What is the difference between a search term and an index-term. Explain and provide an example

(4) Name an operation that can map two different keywords into the same index term.

(5) What is the difference between a word and an index-term in the context of information retrieval? Give
an example that highlights the difference.



Problem 3. (85 POINTS)

For this problem 1/3= 35%, 2/3 = 65%, 3/7 = 45% , 3/8 = 40% , 4/9 = 45% , 5/6 = 80% , 5/7
=70% ,5/8= 60% , 5/9 =55% .

For a query involving term ¢, the corpus includes the twenty documents dy, ..., dss. Five of them,

di,do,ds, d1g,d11 contain index term ¢; and are relevant, whereas the remaining ones do not contain the index
term and are irrelevant. As a response to the query involving ¢; a new Search Engine called Gooing returned
the following 10 documents.

dla d27 d3, d4a d57 d6a d77 d87 d107 dll

in that specific order (left to right).
(a) (10 points). What is the precision for this query of the search query? Explain.
(b) (10 points). What is the recall rate for this query of the search query? Explain.
(c) (30 points). What is the 3-point effectiveness using 40%, 60%, 80% recall levels? Explain. This means
build as done in class and in HW2.
(d) (30 points). Another search engine Bingle returned the following 10 documents. What is its 3-point
effectiveness.
d1,d2,ds,d10,d11,d4, ds, dg, d7, ds

(e) (5 points). Between Gooing (first engine) and Bingle (second engine) which one would you consider as more
effective, using the same effectiveness measure? Justify your answer.

This table is given for your assistance This table is given for your assistance
Rlvnt|Recall Prcsion recall prec interprec Rlvnt|Recall Prcsion recall prec interprec
di | | [ I ok di | | [ I 0%
d2 | | [ [ 20% a2 | | [ I 20%
d3 | I [ I 40% d3 | I [ I 40%
da | | [ Il 60% d10| | [ I 60%
ds | | [ [ 80% di1| | [ [l 80%
de | | | [l 100% d4 | | | [l 100%
a7 | I [ I ds | | [ I
ds | | [ I ds | | [ I
d10| | | I a7 | I [ I
di1| | I I dg | I [ I
I I | | [ I



Problem 4. (25 POINTS)
What is the v-byte code in hexadecimal of 65 and 1407

Problem 5. (30 POINTS)

A corpus contains 25,000,000 documents. The average length of a document encoded in ASCII is 100,000 bytes
and the average length of a word in the corpus is 9 characters. Provide an estimate, as realistic as possible, of
the lexicon size in words. (The intent is for you to end up with a nice round number. Do not mess it up!)



Problem 6. (30 POINTS)

We typed the following queries in search engine Gooo and Beee and recorded the following number of hits (in
millions) for the two search engines. The query system of the two engines is accepting Boolean queries and all
of NOT , OR , AND are operators. Answer the following questions with respect to the Table below.

No | Query Terms | Gooo | Beee
Q1 (to) 6000 | 10000
Q2 (be) 2000 | 3000
Q3 (or) 2100 | 3500
Q4 (not) 1800 | 5000
Q5 (to be) 1900 | 10000
Q6 | (to be OR not) | 6000 | 15000

Table 1: Table for Problem 6

(a) Is there any incosistency in the output/operation of Beee? Explain.

(b) For Q6 do the results for Gooo or Beee make sense? Explain inconsistencies that you might see.



Problem 7. (40 POINTS)

Assume 1GB= 10°B, and 1MB = 10°B. Round to the nearest million that won’t exhaust your
available memory; you don’t need a calculator.

You have 512MB of main memory of which 204MB are being used by the operating system plus related programs
such as those manipulating tables A and T below. You are asked to organize the remaining space to support a
hash table along the lines of the paper (and the notes) where words are stored in a contiguous table which is an
array A of characters delimited by a null character \0. A hash table T will store a wordID along with a reference
(pointer or index) p to A. That way a wordID will be associated with a specific word.

The average length of a word is given as 14 UNICODE characters (2B encoding each). A wordID and p can
only be in multiples of one byte (i.e. 1B, 2B, 3B but and thus 21bits won’t be an option) for efficiency. Organize
T and A for maximum efficiency.

In an efficient implementation

e (a) How many words n can the scheme support,

b) How big would the hash table size m (number of entries) be,

¢) How many bits or bytes for a wordID,

e) How much space (bytes) will your scheme use for T,
o (f)

(
(
(
e (d) How many bits or bytes for pointer p,
(
(f) How much space (bytes) will your scheme use for A,
(

e (g) What is the total space A + T used by your scheme?

Justify your answers and choices. Round to nearest million for n,m, T, A but make sure your rounding doesn’t
exceed the amount of available memory (i.e. A 4+ T should be accommodated easily by the available memory).
Make sure that you fill the following table with information. (No calculator needed if you are careful.)

n =
m =
wordID =
p =
T =
A =

A+T =



Repository

URL resolver

Lexicon

Figure 1: Google System Architecture.



