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Introduction

Data-Type

A variable is an object whose value can change. A constant is an object whose value cannot change. (Several times the
value of a constant is the name of the constant.) In programming languages we define data-type(s), primitive data-type(s),
composite data-type(s).

Definition 1 (Variable). An object whose value can change.

Definition 2 (Constant). An object whose value cannot change.

Definition 3 (Data-type). Every variable has a data-type, which is the set of values the variable takes.

Moreover, the data-type of a variable defines the operations that are allowable on the variable. There are built-in (or
primitive or elementary) data types and also composite data types. The primitive data types of programming language
C++ include char, int, double. The composite data types can be built on top of the primitive ones and include aggregations
such as arrays, or methods that allow for composition such as structures and classes ( struct, class , int[]). The whole
set of data types and the mechanisms that allow for their aggregation define the data model of C4++. C++ is a stronly-typed
language.

When we write int x we define variable x to be of an integer data type. C, C++ or Java are strongly-typed languages.
Some languages such as Python are weakly-typed languages. The data type of a variable depends on its value. Thus x=10
in one line makes x to be of an integer data-type but x="ab’ in the next line makes it to be a string.
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Introduction

Data Model

Definition 4 (Definition and Declaration). The declaration of a variable includes its declatation of its name and data-type.
The definition of a variable includes its declaration plus allocation of space for it.

A variable in a given scope can be defined only once. It can be declared multiple times. And its definition also serves as
its first declaration.

Definition 5 (Data model). The data model is an abstraction that describes and defines how data are represented and used.

The data model offered by a programming language such as C++ includes characters, integers of different sizes, and floating-
point numbers of different sizes BUT ALSO METHODS (e.g. arrays, classes, structures) that allow for their aggregation and
composition (e.g. templates).

Note that the int data-type of C++ differs from the integer abstraction as we use it in mathematics; the latter is of
unlimited precision.

In programming languages one can compare the data model of C to that of C4++ and to that of Java.
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Introduction

Abstract Data Type (ADT)

Definition 6 (Abstract data type). An abstract data type (ADT) is a mathematical (data) model and a collection of operations
defined on that model.

Therefore in order to describe an ADT we need to complete the following two tasks.
e Task 1: Define the data model of the ADT.

e Task 2: Describe the operations defined on it.

We need to formally describe the operations of an ADT in the form of a computational problem.
The realization of the data model involved in Task 1 gives rise to the data structure underlying an ADT.

The operations involved in Task 2 and have been described as computational problems generate algorithms that realize
them.

The algorithms that realize the operations of an ADT operate on the data structure that has been chosen for the data
model of the ADT.

ADTOperations(ComputationalProblems) — ADTData
\ \

Algorithms — DataStructures

Before we provide formal definitions of data structures and algorithms, let us provide some ADT examples.
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ADT
Example: Dictionary ADT

Example 1 (Dictionary ADT). In a Dictionary ADT
e (a) the data model consists of words and

e (b) the collection of operations defined on the data (words) are Insert, Search (Lookup) and Delete.

We do not provide the detailed semantics for the three operations as they have been covered in prerequisites. Likewise the
term word is used abstractly but implicitly we note that a word is a string of characters.

In different contexts we might define for a dictionary AFT just two of the operations: Insert and Search. For some others
all three can be defined.

A Dictionary ADT is an asbtract data type consisting of a collection of words (data model) on which a set of operations
are defined (Insert, Delete, Search).

Modifying operations : operations such as Insert and Delete might be referred to as modifying operations as they can
increase or decrease the number of words in the collection (dictionary).

Probing operation : is the Search as it neither increase or decreases the number of words in the collection (dictionary) but
just probes (searches) it.

Note that at this point we make no reference to words such as "Hash Table’, ’Array’, ’Search Tree’. The Dictionary ADT
relates to an abstract definition !

ADT
Dictionary Member(s) of Data model Operations
Instance: D Words w Insert(D,w)
Search(D,w)
Delete(D,w)
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ADT
Example: Priority Queue ADT

Example 2 (Priority Queue (PQ) ADT). In a PQ ADT

e (a) the data model consists of elements (elt) with some information associated with each one of them (info) and a
numeric value associated with the element that is known as the priority i.e. elt = ( info, priority ), and

e (b) the collection of operations defined on the data (elements) are referred to as Insert (an element into an instance
of a PQ) and RemoveHigh, which is a delete operation of a specific element of the PQ: the element with the highest
priority.

A Priority Queue is another ADT consisting of a collection of elements each of which has a priority and other additional
information associated with it. A set of operations defined for a priority queue are Insert and RemoveHigh (or ExtractHigh,
or DeleteHigh).

Operation Insert inserts an element into a priority queue; this includes not just the priority of the element (priority) but
also all other relevant and auxiliary information (info) that make the element (elt).

Operation RemoveHigh finds and removes the element with the highest priority.

Whether priority 1 is high or low this is not a detail that needs to be addressed explicitly at this level.

More often than not we will be inserting only priority values and ignoring other auxiliary info.

ADT
PriorityQueue Member(s) of Data model Operations
Instance: PQ elt=( info, priority ) Insert(PQ,elt)

RemoveHigh(PQ)
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ADT
Counter Example: FIFO and LIFO

In computing a FIFO (First-In Firsto-Out) queue is an ADT that supports two of the three fundamental operations:

an Insert, and a Delete such that the item Delete’d is the first item Insert’ed.

Likewise a LIFO (Last-In First-Out) queue is an ADT that supports two of the three fundamental operations:

an Insert, and a Delete such that the item Delete’d is the last item Insert’ed.
The operations Insert and Delete have special names for an efficient realization or implementation of a FIFO and a LIFO
that describe the semantics for an insert operation into a Stack or a Queue and a delete operation into a Stack or a Queue
respectively.

LIFO or STACK S FIFO or QUEUE Q
Data: item t; Date : item t
Op: Insert(S,t) Op: Imsert(Q,t)
also known as also known as
Push(S,t) Enqueue(Q,t)
Op: Delete(S) Op: Delete(Q)
also known as also known as
Pop(S) Dequeue(Q)

There are efficient implementations of FIFO and LIFO using a Queue and a Stack. The names in this context refer to the
data structure rather than the ADT. Most of you have encountered an implementation of Queue using a linked list or of a
Stack using an array.

An interesting question is whether using a priority queue and a clock (timer) we can implement a STACK or QUEUE?

The answer is a YES; the solution however (in data structure and algorithm terms) might not be 'optimal’.
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ADT
Counter Example concluded

STACK (LIFO) S QUEUE (FIFO) Q
using a
Priority Queue
and a timer time

PQmin PQmax

Data : item t ; Data: item t

Insert(S,t) { Insert(Q,t) {

Insert(PQmin,( t,time )); Insert(PQmax,( t,time ));

} }

Delete(S) { Delete(Q) {
return(RemoveHigh(PQmin)); return(RemoveHigh(PQmax));

} }
RemoveHigh:=ExtractMinTime RemoveHigh:=ExtractMaxTime

One wonders how the semantics can describe operations for both a STACK and a QUEUE ADT.

For a PQmin priority queue HIGH priority means low (min) time (least recent time).

For a PQmax priority queue HIGH priority means high (max) time (most recent time).

If you ask the question why no one implements a STACK or QUEUE with a PRIORITY QUEUE the answer is simple: it
is not (time or space) efficient algorithmically.
Thus in addition to defining DATA STRUCTURES and ALGORITHMS,

we also need to define

SPACE and TIME efficiency of operations realized by ALGORITHMS applying to DATA STRUCTURES.
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Parenthesis
Note 1- Note 4

Note 1 (Collections : Sequence vs Set). A collection is a sequence or a set. In a set the order of its elements does not matter.
In a sequence order matters. Thus set {1,2,3} is the same as {2, 1,3} but sequence (1,2, 3) is different from (1,3, 2).

Note 2 (Sorted sequence). The sequence (10, 20, 20, 30) is a sorted sequence i.e. non-decreasing or monotonically increasing.
The sequence (30, 20, 10, 10) is a reverse sorted sequence i.e. non-increasing or monotonically decreasing.

Note 3 (Symbols). The symbols :, V, 3, A, V read ‘such that’, ‘for all’, ‘there exists’, logical-AND’, ‘logical-OR’. For definitions,
see Document 2.

Note 4 (Logs and Exps). The logm refers generically to the log base 10 of m i.e. log,,m. The Neperian logarithm is log, m
and usually denoted by Inm. In computing we use instead log, m denoted by lgm. We define by lg m the base-2 logarithm of
m: the logarithm base-two of m is the value lgm such 2'8™ is equal to m. Properties of logs and exponentials are discussed
in Document 2.

Exponentiation 2™ . 2" = 2m+n 2m [on = gm=n
LogarithmBase2 2" =n lgz/y=Igx —lgy

lgx-y=lge+lgy lga¥y=y-lgx
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Parenthesis
Note 5- Note 7

Note 5 (Comparator). The colon operator : will be used to denote a comparator. z : y returns -1,0,41 or negative, 0, positive
to indicate x < y, * == y or x > y respectively.

Note 6 (Function comparison). How do we compare two functions f(n) and g(n) i.e. how do we realized f(n) : g(n) ?
There is a variety of ways: take the difference f(n) — g(n) and check whether it is < 0,== 0,> 0, or consider the fraction
f(n)/g(n) and then check whether it is < 1 or == 1 or > 1. Otherwise take lg f(n) and lg g(n) and then compare (considering

the monotonicity of log) lg f(n) : lgg(n), or take 2/ and 290 and compare (considering the onotonicity of exponential)
2f(n) . 99(n)

Note 7 (Bit,Byte). Computer memory stores bytes and not bit. The unit name for a bit is bit; b is nonsense and thus
incorrect. 1B is 1 byte. Moreover 1K:B, 1MiB, etc are to be used for aggregates. See Document 2 for details.

Exponentiation 1KiB =28 1MiB =2B 1GiB = 2B
(Document 2)  Kibi-byte Mebi-byte Gibi-byte
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Models of computation

Note 8. The number of bit of (unsigned) integer m > 0 is denoted by |m/| or bit(m). |m| = [lgm] + 1 = [lg(m + 1)] for
integer m > 0. Thus |z| = 3 since 4 in binary is 100. Likewise if we use m bit we can represent 2™ consecutive unsigned
integer values for example 0, ..., 2™ — 1.

Definition 7 ( Models of computation ). To add a and b as in a + b the cost of it in the WordModel is one (we count

operations). In the BitModel is proportional to |a| + |b| since we count bit operations. In the WordModel every piece of

data has a data type that can be accommodated into a whole word. An SLP (Straight Line Program) uses the WordModel
to account for operations but program-wise has no for, while, do loops, no if or case statements and no function calls. It is a
sequence of statements.

Power(x,4) // return x**4 using an SLP

1. tl =x;

Here is an example of an SLP that computes x* for some (positive integer) z. 2. t2 =t1 * t1; // This is pseudocode
3. 13 =2 * t2;
4. print(t3);
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Introduction _
Data Structures of Computational Problems

Definition 8 (Data structure). A data structure is a representation of the mathematical model underlying an ADT, and thus
it is a systematic way of organizing and accessing data.

The representation of an ADT is done in terms of the facilities of a reference programming language: we use or extend the
primitive and composite data types of such a language.
Thus the realization or representation of the data part (model) of an ADT is a data structure.

For the Dictionary ADT its data (words) can utilize a variety of data structures such as Array, Hash Table, etc.

Does it matter what data structures we use?
Yes, it matters if efficiency, economy of space and easiness of programming are important.

As running/execution time is paramount in some applications, we would like to access/retrieve/store data as fast as possible. For
the Dictionary ADT previously defined, we might use arrays, sorted arrays, linked lists, binary search trees, balanced binary search
trees, or hash tables to represent the data model of the ADT known as Disctionary. The semantics of the operations remain the same
the realization of the operations and their efficiency depends on-the choice of the appropriate or not data structure.

We call algorithms the computational methods that we use to operate on a data structure. That is, the operations of an
ADT are realized by respective algorithms. An operation is a computational problem with input (given) and output (expected).
An algorithm is the computational method that realizes the input output relationship of the computational problem defined
by the corresponding operation of an ADT.

The title of this slide begs for a question.

An answer follows.
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Introduction
Computational Problems

Definition 9. A computational problem defines an input-output relationship of computational values; it has an input (e.g.
of a set of values) and an output (e.g. of a set of values) and describes how the output can be derived from the input.

Definition 10 (Decision Problem.). A decision problem is a computational problem where the output is one bit for YES
and NO (or TRUE and FALSE).

Definition 11 (Optimization Problem.). An optimization problem is a computational problem where the output generates
a solution for the problem.

COMPUTATIONAL DECISION PROBLEM
Input : A collection (set, sequence) of 0, 1 or more input values.
Qutput: A YES or a NO depending on whether a property is satisfied.
(The property depends on the input values.)
COMPUTATIONAL (OPTIMIZATION) PROBLEM
Input : A collection of 0, 1 or more input values.
Output: A collection of output values derived from the input values.

A poorly defined computational problem is given next.

Problem 1 (Addition of “numbers”).
Input. Two numbers
Output. The sum of these numbers.
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Introduction _
Examples of Computational Problems

A better formulation of Problem 1 follows. In such a formulation we do not need to worry how to deal with negative
numbers, integer or real, nor with rational numbers, nor with complex numbers, etc. The following computation problem is
an optimization problem. The one after it is a decision problem.

Problem 2 (Addition of bounded-size non-negative integers).
Input. Two n-bit non-negative integers a, b.
Output. An (at most) (n + 1)-bit integer ¢ such that ¢ = a + b.

Problem 3 (Verification of addition of integers).
Input. Three non-negative integers a, b, ¢, where ¢ is up to (n + 1)-bit and a, b are n-bit.

Output. A YES or a NO depending on whether ¢ ISSEQUAL-TO a + b.

Note that ¢ is obviously non-negative as welll We might have used digit instead of bit, as in n-digit and (n + 1)-digit.
Integer ¢ is the output value and a,b are the input values for the optimization problem. All three are input values for the
decision problem. Note that n, the number of bit of @ and b is also part of the input.

Definition 12 (Length vs Size). For a sequence its length is the number of elements of the sequence. For a sequence that
contains elements of the same (data) type, the size of a sequence is its length multiplied by the size in bytes of the data type
of one of its elements.

Example 3. An array of length 20 unsigned 32-bit bit integers has length 20. Its size is 80B since a 32-bit integer uses space
equivalent to 4B. Note that length is dimensionless but size is expressed in B which is the unit name for a byte.
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Note 9

Note 9 (Problem size notation). Traditionally we represent problem size with a variable n. It is n to indicate that it is a
natural number (a positive integer extending including also the zero value to become a non-negative integer). Performance
functions will be denoted sometimes by 7'(.) and S(.). If n is the "problem size”, they will become T'(n) and S(n). But if
problem size is m the use of T'(n) instead of T'(m) is wrong if not bizarre. And for graph algorithms where n is the number
of vertices and m is the number of edges the use of T'(n) would be a misnomer for the correct T'(n, m).
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Note 10

Note 10 (Binary trees). In the context of a binary tree we can define a complete binary tree(CBT) to be one that is complete
of nodes. Nodes can be internal nodes (non-leaves) or external nodes (leaves). The height of a node is the distance (in term of
edges) from the node to a descendant leaf. The height of the tree is the height of the root. An external node has no children,
an internal node IN A COMPLETE BINARY TREE has two children. Consider a complete binary tree of height h. We can
label the levels top to bottom starting with 0. The number of nodes at level i is 2¢. At level h the number of nodes is 2"
and all leaves reside there. The number of internal nodes is one less 2" — 1 and the total number of nodes 2"*! — 1. If this is
denoted by n we can solve for h and express thus A in terms of n. If n + 1 is a power of two h = lg(n + 1) — 1 or use ceilings
otherwise. Moreover a CBT with n nodes has (n + 1)/2 leaves and (n — 1)/2 internal nodes.

Level #nodes Complete Binary Tree of height h
X root 0 2%%0 internal #internal nodes = 2%*0+2%x*1 +... + 2%xh-1
/ \
X X 1 2%%1 internal = 2%%h - 1
/N /\
XX X X 2 #external nodes = 2%x*h
i 2%*i internal
X X X x h-1 2%*h-1 internal
/N /N /N /N
X XxXxxxxxx h 2%*h external also known as leaves
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Introduction _ _ _
Problem size, Input size and instance, Output size

Definition 13 (Problem size). The problem size of a computational problem is the most important parameter identifiable
directly or indirectly in the problem description of a computational problem.

Problem size several times is a parameter (variable) that would be used in determining the performance of an algorithm.
It might be clearly stated and be visible in a well-defined computational problem or be not very visible in some poorly-defined
computational problems. Performance measures (e.g. space, time, work) of algorithms that will later be established for this
computational problem will be expressed as functions of this parameter. Going back to Definition 7, bit(x)= |z| is the number
of bit in the binary representation of non-negative integer x.

Some collateral definitions that sometime define problem size or are confused with problem size.

Definition 14 (Input size). It is the amount of space used by (a problem’s) input.

Definition 15 (Input instance). An input instance of a problem is the sequence of values assigned to the inputs of the problem.

Definition 16 (Output size). It is the amount of space used by (a problem’s) output.
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Problem size and Input size
Examples

With reference to problem 2 defined earlier we note the following.

Remark 1 (to Problem 2). With reference to Problem 2, problem size is easily identifiiable as n.
Input size is 2n + |n| = 2n + bit(n). The input consists of integer a, b each one n-bit long (bit(a)=bit(b)= n) but also of n
itself which is bit(n) long. Output size is at most n + 1bit.

Note that a, b, c would use arrays of length n,n,n + 1 respectively. We won’t address the size of these three arrays! This
explains the argument about dissipation discussed earlier.
Let us study the following variation of Problem 2.

Problem 4.
Input. Two non-negative integers a, b with a > b.
Output. An integer ¢ such that ¢ = a *x b.

Though the computational problem has become multiplication, changing a times into a plus can turn it into a addition
problem that is not as clearly defined as Problem 2. In this problem, problem size is not directly available. It must be
indirectly derived. Given our experience with Problem 2 let us define as N the problem size. (We use N to vary the range of
parameters used for problem size beyond the traditional n.) N would be the number of bit of the larger of the two integers.
Thus N = |a| = bit(a). In that context we would also use N bit for b packing it with leading (and harmless) zero bit to make
it into IV bit if it is not so. An interesting question is the number of bit of ¢. This would be |a| + |b| but 2N is a close upper
bound.
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Introduction

Algorithms

An algorithm realizes the input-output relationship of a computational problem.
An algorithm is a sequence of computational steps.

Definition 17 (Informal algorithm definition). An algorithm is a “method” that transforms an input into an output, i.e. it
realizes the input-output relationship of a computational problem.

We avoided intentionally the use of the word “recipe” !!

An ADT has data (model) and operations. In an ADT, operations operate abstractly on the data of the ADT. The ADT
operations are defined as computational problems.

When the time comes to realize an ADT through its components and the abstraction is to become a bit more tangible, the
data of an ADT are realized or organized through a data structure. Then the operations, the computational problems, must
have their input-output relationship established through the design of an algorithm. are realized in the form of more tangible
algorithms. Those algorithms operate on the data structure associated with the ADT data.

ADTOperations(ComputationalProblems) — ADTData
1 \

Algorithms — DataStructures

The realization of the input output relationship of those computational problems involves the design of an algorithm. The
algorithm operates on the data of the data structure (ADT data).

Definition 18 (Algorithm). An algorithm for a computational problem is a well-defined sequence of computational steps
that generates the output values of the computational problem from its input values.
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Algorithm introduction
Continued

A computational problem is described through a specification that includes its input values and also its output values.

An algorithm for the computational problem establishes (realizes, uses) a well-defined sequence of computational steps
that generates the (set of) output values from the (set of) input values of the computational problem.

“Well-defined” means correct. A set of values can be empty, can include only one value or more than one values!

An algorithm thus becomes a method for solving well-specified computational problems.

A (computational) problem defines an input-output relationship. An algorithm describes a specific procedure for achieving
(establishing, realizing) that relationship.

For each computational problem we may have more than one algorithms.

Definition 19 (Correct algorithm). An algorithm for a problem is an ”Algorithm”, i.e. a correct algorithm, if it works
correctly for every input instance and halts (terminates) with the correct output(s).

At this moment we are not going to include in this definition algorithms that might give incorrect answers. We could
include such algorithms in our definition under the assumption that the “problem description” allows for erroneous outputs.

An algorithm for Problem 2 is the elementary school algorithm. We learnt it for radix-10 (denary) integers. It works
flawlessly for binary (radix-2) integers as well.

Remark 2 (Recipe vs Algorithm). How you cook or you brew coffee is a (cooking) recipe. An algorithm is associated with a
computational problem.

Remark 3. Problem size is sometimes defined in terms of input size or input length or output size or output length.
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Parenthesis
Note 11 - Note 12

Note 11 (Functions). In general 2" is an exponential function (in n), n?

is cubic function (in n), nlgn is a log-linear function,

lgn is a logarithmic function, and 1 is a constant function in the sense that f(n) = 1 for all non-negative integer n. Variable

n is non-negative in general or positive.

Note 12 (Factorial and Stirling’s approximation). By default 0!=1 and 1!=1, with n! = n x (n — 1)! From Document 2,

Stirling’s approximation for the factorial for n > 10 in its simplest form is

Moreover

and thus
lg (n!) =~ nlgn.

To express later this &~ relationship we shall write 1g (n!) = O(nlgn). More in Document 2.
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Parenthesis
Note 13 - Note 15

Note 13 (Derivatives). Thus (2") ~ 2" is a derivative with respect to n. Likewise (Ign)’ ~ 1/n. (Variable k is a positive
constant. )

(e") ~ e" (2") ~ 2"
(2) =0 (nFY ~ b1
(f-9)=fg+fd (flg)=(fg-19)g

Note 14 (Integrals). Note that H, = ZZ?% =1+1/2+ ...+ 1/n = Inn + 7. The constant v i.e. Euler’s constant
approximately 0.57.... For more see Document 2.

[ n¥dn = 7;:11 +c J(@/n)dn =Inn+c
e li=1+1/24+1/34+...+1/n= [ _"(I/z)dc=Inn—-Inl+c=Inn+~y
v~ 0.57 (Euler’s constant) k > 1 constant

Note 15 (Limits). Be reminded limits of interest are for n — oo i.e. for asymptotically large values of n. lim,_,(a/b)"
depends on whether a < b, a = b or a > b. For more see Document 2, but the limit is 0, 1, oo respectively.

lim, 0o 2" =00  lim, oo = 00
lim, . lgn = oo
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Series reminder

Definition 20 (Series). A series is the sum of the terms of a numeric sequence. The harmonic series H(n) was defined earlier,
the arithmetic series is

=n

An)=> i=142+...+n=n(n+1)/2

=1

and the geometric series is (x # 1, x > 0)
Gna = Zmz =2+ +.. . +2"= (2" - 1)/(z - 1),
=0

and the ifinite geometric series G, (infinite form 0 < z < 1)

G, = r=1/(1-z).
i=0
We can define likewise for 0 < x < 1 another series,
Fnyx:Zi~xi:O-xo+i-a¢i+...+n-x”
i=0

and its infinite series counter-form '
=00
F, = Zz:p’ =z/(1 —x)%
i=0

In Document 2 (also Subject 5) it is shown that Fj, = 2.

F, can be derived from G, by taking the first derivative of G, and multiplying by x.
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More math reminders

Remark 4 (Propositions and Mathematical Induction). A Proposition P is a statement that is either true or false. We write
P(n) to indicate a proposition that depends on an integer variable n. ‘Integer’ means (from now on) non-negative or positive
integer i.e. a natural number.

To Prove P(n) for Vn > 0 we can either prove it directly by showing P(0), P(1),..., P(n),... (to be true), or by using a
simpler method known as mathematical induction or simply induction that comes into two flavors: induction (also known as
weak induction) and strong induction.

Definition 21 (Weak induction). (a) P(1), and (b) P(n — 1) = P(n) imply P(n) Vn > 1.

To show P(n), Vn > 1 we need a firestarter (ignition) and a way to propagate a chain reaction. The ignition is known
as the base case e.g. P(1) meaning that we need to show that P(1) is true. We need to show explicitly that P(1) is true.
The propagation (chain reaction) is provided by P(n) = P(n+ 1) or P(n — 1) = P(n) an implication that is known as the
inductive step. The left side of the implication is known as the induction hypothesis or induction assumption. Having
proven the base case P(1) and the implication P(n — 1) = P(n) we can show then all the P(1), P(2),... are true by way of
P(1)= P(2)= P(3) = ...= P(n). If P(1) is problematic, we try to show P(2) or P(3) and then the chain reaction might
start at P(2) or P(3) as needed, e.g. P(3) = P(4) = P(5) = ... = P(n).

Definition 22 (Strong Induction). (a) P(1) and (b) P(1) A P(2)A...AP(n—1) = P(n) imply P(n)¥n > 1.

In strong induction the induction hypothesis is more extensive that is, it is stronger!
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More math reminders

Example 4 (Fibonacci Sequence). Let F,, = F,,_1 + F,,_5 where Fy = 0, F; = 1. We show that P(n) is true where P(n) :
F, <27,

Proof. Base case P(1) (is true) is proven directly. P(1) is true as long as F; < 2! = 2 which is so by definition. (Note that P(0)
is also true.) Using strong induction and the implication of P(n — 1) and P(n —2) which imply F,,_; < 2" ! and F,,_o < 2772

we have that
Fn = Fn—l + Fn—2 S 2n71 + 2n72 S 2n71 + 2n71 =2"
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Algorithms and Algorithm Analysis
Description and Pseudocode

We describe an algorithm in this course with pseudocode that looks like a procedural (aka imperative) language such as
Pascal, C, C++, or Java but we are not concerned with its syntax, variable declarations or definitions and other minute
details. We also use free-form English to describe more complex interactions. For example we may say 'Find the maximum
of three elements” instead of describing how to find the maximum of three elements. If we have introduced an algorithm, for
example QuickSort for sorting arrays or sequences of keys, we might invoke it in pseudocode without further details by issuing
say a function call to QuickSort(B,m) to sort an array B of m keys with the implication being that at the completion of the
function call all elements are sorted in B, even if originally B was not sorted.

We are liberal with the boundaries of an array if it fits our purposes (i.e it makes exposition of an algorithm simpler).
Therefore we may declare an array of n elements more often as A[l...n] but occasionally as A[0..n-1]. Why 7 It causes
confusion to say the fifth element of an array is A[4] rather than the more natural and less confusing A[5]. We do not bother
about error-checking. So if we are to design an algorithm for adding two non-negative integers, we do not bother checking for
negative-numbers or real numbers or complex numbers or strings. We assume that the input is correctly formed.

Our intent is to introduce concepts around algorithms, and the ideas behind them. We do not want to spend too much
time on implementation issues and divert ourselves from the important design and analysis issues. Normally, it would be easy
for a competent programmer to turn the pseudocode into actual code.

We will intentionally leave a semicolon missing at the end of line 2 before or a line 3 of the code for Fibonacci (you find out
in which of the three programs this is so). Furthermore, no variables would be properly defined. And Python-like indentation
will be used more often than adding well-balanced braces in statements!
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Algorithms and Algorithm Analysis
RAM model of computation

We analyze the computational performance of an algorithm by first introducing the computation model that will be used.
Our model is a generic uniprocessor machine called Random-Access Machine (RAM). In a RAM instructions are executed
one after the other in unit time. Each memory cell is wide enough to accommodate a word (e.g. for Fibonacci numbers, it can
store each one of the numbers however big it is in one word) and each word can be retrieved in unit time. Note that we use the
generic term word to refer to keys (for sorting problems), integers (short int, int, long int, etcs), floating point numbers (float,
double), or arbitrary precision numbers or other data types. The computation model is as simplistic/optimistic (in resource
usage) as possible. The intent is to show that if an algorithm uses A computation resources under the RAM it would also
require at least A under more realistic models.

Other Models of Computation: WORD and BIT models. We have already discussed briefly (or introduced) these
models. Later on when we discuss arithmetic problems we might want to differentiate between adding two integers and adding
two relatively long integers. We would then talk about the WORD model where addition of integer a and integer b takes
unit time i.e. one step, i.e. one operation (thus RAM is the Word model), and the BIT model where the addition of a and b
would take time proportional to the number of bits of a and the number of bits of b.

Other Models of Computation: Straight Line Program. When we discuss the WORD and BIT model, we are going
to define the Straight Line Program (SLP) model of computation with respect to the WORD model. In SLP we have no
conditionals (if statements), no iterative statements (eg for/while loops), no function invocation, no arrays nor table lookups
and no indirection (eg no pointers)!

For the integer addition problem, n is the number of bits for each one of the two input integers a and b. Input size is
an atrocious two integers (WORD model) for the poorly defined version, or 2n bits (BIT model) plus all other complications
mentioned earler. The fact that we utilize the name n in the expression 2n to express input size is enough to convince us that
the most important parameter of the problem is n, its problem size. For sorting things are easier. We have n input keys so
problem size is indeed n. As far as input size is concerned this consists of n keys i.e. it is n keys as well. Note that for input
size we need to say something about the unit of measurement.

Problem size is n but Input size is 2n bit for Problem 1 or 2n + [lg (n + 1)] bit, if you want to be more precise. Saying
Input size is 2n is incorrect. The unit is missing. For Sorting, problem size is n, but Input size is n keys. Saying Input size is
n without the unit of measurement would make it wrong.
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Algorithms and Algorithm Analysis
Resources

Computational resources expended during the execution of an algorithm are in the form of cpu-cycles used (or wasted)
and amount of memory utilized (or expended). Performance measures established to describe the performance of an algorithm
can associate with them directly. In other words TIME and SPACE are of paramount importance. In more complex
problems other performance measures such as throughput, latency, communication bandwidth, logic gates, efficiency or speedup
might also be defined and used. With TIME we mean how long an algorithm runs to completion with SPACE how much
memory /space the algorithm uses.

We then find problem size and express those performance measures as a function of problem size. How do we measure space
and time? We do not measure space in bytes (or megabytes). Rather in words or in multiples of the size of the elementary data
type used (eg key, number). And for time forget nanoseconds or femtoseconds. In the best of cases it would be ”operations” in
general (mixing up additions, assignments, read/write operations) or if we can be more discriminating, we would identify the
most fundamental operation (eg comparison of keys or addition of numbers) and express time in terms of those fundamental
operations! This means what we measure as time and space for example is not a precise measure. If we count number of keys
instead of bytes, we need to know how many bytes we use to store a key to be precise. Likewise if the cost of an addition is
one operation, to get nanoseconds we need to know clock-cycles and other properties of a CPU on which execution is to take
place. This is impossible to do in a generic fashion. Thus for such an analysis we do not aim for precision. Just for good
enough accuracy!

Thus multiplicative constants and low-order terms becomes less important. And when we compare algorithms make sure
that operations that are compared are the same. For example if an algorithm uses 3n — 2 multiplications and another one uses
4n additions, which of the two is faster?

Sorting is the computational problem. There are multiple algorithms that solve this Problem. NaiveSort (or ExhaustiveSort
that describes more faithfully its behavior) is a non efficient proposal for a sorting algorithm. MergeSort and HeapSort are more
efficient time-wise but the former is not efficient time-wise (for the implementation that we will propose). Other approaches
include Odd-Even Transposition sort, BubbleSort, InsertionSort, SelectionSort, QuickSort. All such algorithm perform key
comparisons and swaps (exchanges). There are some other sorting algorithms that do not compare key values but inspect
key values. They are referred to as distribution-based sorting algorithms and they include CountSort, RadixSort. The term
BucketSort refers to a solution similar to CountSort: BucketSort used LinkedLists but CountSort arrays. The term BucketSort
might be used differently in some textbooks though to define a separate and different sorting problem. The ’See before you
leap’ is applicable: read the problem definition not the name of the (sorting) algorithm.

When we measure the time and space requirements of an algorithm we describe them in terms of functions 7'(n) and S(n)
respectively, where n is problem size.
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Algorithms and Algorithm Analysis
Deriving T'(n) and S(n)

When we have an algorithm for a computational problem and before we start analyzing its performance we need to do
certain things. These include the following.

(
(

a) Determine the resource (e.g. time) whose usage will be studied (performance evaluation).

b

Isolate the operation that describes best the resource usage.

(
(d

)
)
¢) Determine th model of computation to use.
) Find problem size and parametrize it, if needed.
)

(e) Then determine the resource usage in the form of a function for the given algorithm (e.g. T'(n), S(n)).

Example 5 (Sorting). (a) For example for the case of a sorting algorithm we might decide to study the time it takes for a
sorting algorithm to complete its operation (sorting).

(b) We determine then and isolate as the most important operation the key comparisons performed.

(c) We then decide to use the Word Model of computation (one comparison would involve two keys and each key occupies
one word).

(d) We find problem size to be the number of keys n to be sorted.

(e) And finally we derive an expression for the running time in terms of function T'(n).

With functions T'(n) and S(n) details (low-order terms or multiplicative constants) are not important.

Some of those details are hidden in the units (eg keys vs bytes, operations vs nanoseconds). But how do we remember all
the constants if we need to write a S(n) = 2n + 3 or S(n) = 2n? The easiest thing to remember is to say that ”S(n) is linear
to n”. We would denote this as S(n) = ©(n). Or if S(n) < 3n to say that ”S(n) is upper bounded by a linear function to n”
we would denote it by writing S(n) = O(n). A S(n) > n to say that ”S(n) is lower bounded by a linear function to n” would
become S(n) = Q(n). The symbols are known as Theta, Big-Oh and Big-Omega respectively. A ©(1) means a constant!
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Introduction
Sorting Preliminaries

Definition 23. A sorted sequence is an increasing sequence or non-decreasing sequence or monotonically-increasing sequence
such as (1,2,3,3,4). A reverse-sorted sequence is a decreasing / non-increasing / monotonically-decreasing sequence such
as (4,3,3,2,1).

The elements of a sequence are ”comparable” that is, a "total oder” is defined on them. On them antissymetry is applicable
that is, a < b and b < a implies a = b, transitivity is also applicable i.e. a < b and b < ¢ implies a < ¢ and reflexivity a < a
and totality are also applicable i.e. a < b or b < a.

Problem 5 (Sorting).
Input. A sequence of n comparable keys

(ay,ag,...,a,).
Output. A reordering (a permutation) of the n keys (aj,,a;,,...,a;,) of the input sequence so that
Qjy SCLJ'Q S §ajn.

(The output is a sorted sequence.)

If the output is explicitly defined to be a;, > a;, , > ... > a;,, we call such an output a reverse-sorted sequence. Problem
size is clearly n the number of input keys. An algorithm is a sorting algorithm if and only if it sorts correctly all n! permutations
of n keys for all permissible (possible) values of n. A permissible value is determined by the available computational resources
(eg memory). Note that on n keys we have n! possible permutations if the n keys are distinct.
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Sorting Preliminaries
A naive approach

Example 6. For input (a; = 10, ay = 2, a3 = 1, ag4 = 5) an algorithm for sorting would generate an output such as (a3 =
1, ay =2, ay = 5, a; = 10). The input keys are (aq, as, az,as) = (10,2,1,5), and the output keys are (1,2,5,10). Sometimes
sorting is defined in term of indexes (subscripts). In that case the input is (1,2, 3,4) since (a1 = 10, as = 2, a3 =1, ag = 5)
and the output is (3,2,4, 1) since (a3 =1, as = 2, ay =5, a; = 10). We don’t use the latter.

Method 1 (A solution for sorting: NaiveSort). A first solution to the problem of sorting is NaiveSort.

Solution. NaiveSort(A,B,n) // ExhaustiveSort

1. for(i=1 ; i <= n! ; i++ ) {

2. B = < generate next permutation of the n input keys of A>
3. If B is a sorted sequence return(B);

4. }

Proposition 1. The time performance of NaiveSort, when the operation that best describes time is the number of permutations
generated, is T'(n) < nl.

Proof. We observe the following if we count the number of permutations generated by NaiveSort in a solution. In such
considerations we assume that all n keys are distinct.

Best Case. The answer is found after generating 1 permutation.

Worst Case. The answer is found after generating all n! permutations.

Average Case. The number of permutations generated on the average is (n! + 1)/2. Why 7 We might get the answer
after generating 1 permutation, or 2 permutations, or ...7 permutations, ... or n! permutations. The average over all these
possibilities is (The numerator is the arithmetic series A(n!).

I1+2+...+n! nln!+1)/2 nl4+1

n! n! 2
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Algorithms
More on Sorting and NaiveSort

Proposition 2. The time performance of NaiveSort when the operation that best describes time is the number of comparisons
performed is T'(n) < n!-(n—1).

Proof. Line number 3 if it is further explained, and this is probably a limitation of our pseudocode approach reveals that we
can verify that B is a sorted sequence by performing at most n — 1 comparisons: the i-th comparison is between Bl[i| and
Bli+1].
B[1] < B]2]| < B[3] <...< B[n—1] < Bln|

We can discard a B and move to the generation of the next permutation after performing as few as one comparison or as
many as n — 1 comparisons. (If B[1] > B[2] we know that B is not a sorted sequence.) Moreover let it be noted that we use
a Pascal indexing for arrays: it is convenient in this context.

Thus we have the following observations similarly to the one established earlier in the context of counting permutations
for the running time.
Best Case. One permutation generated and it is sorted; n — 1 comparisons performed to verify B is sorted.
Worst Case. All n! permutations generated. It is quite a leap of faith to say that in each permutation we need to perform
n — 1 comparisons to realize that it is not sorted. It might or might not be the case. Try it with 4 or 5 keys! But in the worst
scenario we have to deal with n! x (n — 1) comparisons.
Conclusion. The number of comparisons determines the running time 7'(n), with n the problem size. We might use C'(n)
for number of comparisons to write C'(n) < n! x (n —1). Yet later on we shall write

T(n) =0(n! xn)=0(n!-n)

The latter expression for 7'(n) is an asymptotic expression for the running time: —1 is thrown out of the upper bound for
C(n) that involves a n — 1. Whether we use n — 1 or n does not make a difference; both n and n — 1 are linear functions.
Low-order terms such as —1 do not change that nor a multiplicative constant if there was to be one such as 2n — 1.

Finally, a question. Is © < n of line 1 of the code a comparison?

The answer is NO. The term comparison as defined is a key comparison. Variables i and n are not keys but integers. In
reality a compiler will resolve ¢ < n with a subtraction. The accumulator of the CPU will hold the result t = ¢ — n and the
Processor Status Word (EFLAGS or RFLAGS for Intel CPUs) will flag the result ¢ as positive, negative or zero. [ |
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NajveSOI_‘t
Conclusion

Did you spot the missing semicolon from NaiveSort? The “code” of Page 15 for a solution to the Sorting problem has
a semicolon missing. It is not code, it is pseudocode.

What is the time to completion for NaiveSort? How do we measure time of pseudocode? Time analysis even of actual
code is tedious. We identify the most important operation and express time in terms of or in connection with it. For a sorting
problem such as NaiveSort the most important operation was identified earlier to be a (generated) permutation. However this
ignores the cost of execution of line 3. We can refine further and claim that the most important operation is comparison of
keys.
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Algorithms
One Problem, many algorithms

Sorting is the problem. There are multiple algorithms that solve this problem as highlighted earlier. Several of those
approaches satisfy different requirements and have different performance. Thus it makes sense to compare the performance
of two algorithms for the same computational problem. In fact we need to make sure that such comparison as an ’apples to
apples’ or 'oranges to oranges’ comparison and not an 'apples to oranges’ comparison.

Consider two algorithms one that requires n? operations and one that requires nlgn operations to sort n keys Consider
a machine that executes 10,000,000 such operations per second with a millisecond precision clock. The two algorithms solve
instances of various sizes n in the following time.

n = 2 1073 1076 1079
Alg A: n"2 = <0.001sec 0.1sec lday 300years
Alg B: n 1gn = <0.001sec 0.001sec 2sec lhour

By comparing n? and nlgn we draw the conclusion that for small values the performance of the two algorithms is in-
distinguishable. For large values it is not. In our example comparison was easy; there were no low-order terms nor mul-
tiplicative constannt involved. Consider for example the case where one algorithms requires n? operations and the other
20n1g n + 1000n + 10°. Things become more complicated calculator-wise. To establish asymptotic performance and compari-
son we only need to now what happens as n — oco. For this we just need to lim,, ., n?/nlgn. It is not difficult to find that
the limit is infinity and thus the n? algorithm is too costly operation-wise (slower) than the nlgn algorithm. And the same
applied to n? and 20n lgn + 1000n + 10°.

From now on when we compare the performance of two algorithms we would be comparing the asymptotic
performance. For problem size n this means a comparison for n — oco. What happens for n =2 or n = 10 or
n = 10000000 might be irrelevant.

(c) Copyright A. Gerbessiotis. CS610:  Fall 2025. All rights reserved. Not to be posted outside NJIT 34



Algorithms
Unsigned integer addition analyzed: BIT model

We reexamine Problem 2.

Low/Little Endian Big Endian
Input a=a[n] ... alll a=al1] ... al[n]
b=b[n] ... b[1] b=b[1] ... b[n]
Output ¢ = a+b where
c=c[n+1] c[n] ... c[1] or c=cl[1lc[2] ... c[n+1]

Definition 24 (Big Endian vs Little Endian). If we use an array a[l..n] to store the n-bit integer a (and likewise for b), the
question that arises is do we store in a[l] the leftmost bit (i.e. most significant bit) or the rightmost bit (i.e. least significant
bit). In the former case we use something akin to a Big Endian representation, in the latter a Little Endian representation.
The former is utilized by PowerPC (or ARM) architectures, the latter by Intel for a different purpose: to store for example
the bytes of a multi-byte integer in memory locations (low index becomes low address and stores the least significant byte in
LittleEndian). From a programming point of view using Low Endian the second bit from the right is a; or b; or ¢;. In Big
Endian it is a,, b, or ¢,.1. By the way a = a,,...a; and q; is stored in ali] in the pseudocode! Likewise for b.

Proposition 3 (Unsigned Integer addition). Integer addition of unsigned n-bit binary numbers requires T'(n) = O(n) and
S(n) =0O(n). ©(n) is a way to say “linear to n”. Thus T'(n) is linear to n and so is S(n).

The proof is on the following page. It is based on algorithm ADD.
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Algorithms
More on Addition in the BIT model

Proof.

Add (a,b,c,n) // Little Endian Elementary School solution

1. R=0; // carry bit

2. for (i=1 ; i <= n ; i++)

3. temp = al[i] + b[i] + R; // bit + is most IMPORTANT OPERATION
4. c[i] = temp % 2 ; // cli] = lsb(temp)

5. R = temp / 2 5 // clil = (temp > 1)7 1 : 0)

6. cl[n+1] =R;

We first identify the most important operation. It is in line 3. It is the bit addition. The mod and divide ops in line 4 and 5
are not division. It is there to simplify the code. If one checks the rightmost bit of temp one knows whether ¢; is 0 or 1. (See
comment in code.) Line 3 performs at most 2 bit additions. In the first iteration R is 0 and thus we only have 1 bit addition
not involving R. The number of iterations is n thus we have at most 2n — 1 bit additions.

The input size is 2n bit (forget about n itself) to account for a and 6. Output size is n+ 1 bit. R is 1 bit, and temp is 1 or
2 bit as it can be 0,1,2,3 in denary. Thus total space requirements are rought 3n + 4.

Both 2n — 1 (number of bit additions) and 3n+ 4 are linear functions. We use ©(n) to describe either and both of them. In
fact one interpretation of ©(n) is the set of linear functions.<Thus 2n — 1 € ©(n) and likewise 3n 4+ 4 € ©(n). Some textbooks
prefer to use Thus 2n — 1 = ©(n) and likewise 3n + 4 = O(n). Moreover it is convenient to use such an asymptotic notation
for one more reason: we ignored all other operations but we know that are proportional to the number of bit additions!

Running time 7'(n) for Add.

Space requirements S(n) for Add.
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Linear Search (CS505 or CS114 or CS116 material)

We provide the definition for linear search for completeness. Arrays now start from 0.

Problem 6 (Linear Search).
Input. Array/Sequence A[0..n-1] of n comparable keys; key k.
Output. Print index ¢, where 0 < i < n — 1 such that Afi] ==k for k € A, or print —1 to indicate that key k ¢ A.

Solution.
LinearSearch(A[O..n-1],n,k) // cmp(x,y) is x:y and returns
1. for(i=0 ; i < n ; i++) // if x<y return(-1) or negative
2 if cmp(Ali],k) == // if x==y return(0)
3. return(i); // if x>y return(+1) or positive
4. return(-1); // |

Proposition 4. Linear search on keys has T'(n) = O(n).

Proof. The most important operation is key comparison utilizing a fictitious function cmp. If k ¢ A we need to perform n comparisons
and we exit through line 4. If k € A in the best case we perform 1 comparison and in the worst case n comparisons and exit through line
3. The average number of comparisons when k € A, is ala NaiveSort. One case uses 1, another uses 2, etc another use n comparisons.
The average of those comparison counts is (n 4+ 1)/2 not the misquoted n /2.

I1+2+...4n n+1
n 2
Therefore, in linear search the number of comparisons is not always n a linear function as it was a linear function the number of bit
operations in Add. It can be n but it can also be 1 or 2 or something in between 1 and n. We can’t thus use O(n) that was an alias for

linear-function to n. We must use something that is equivalent to “up to or no more than linear function to n”. This is represented by
O(n) that reads “big-Oh of n”.

and likewise for the comparison count C(n).
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Linear Search (comparisons)

Answer. An i < n is NOT a key comparison because i and n are unsigned integers and not (comparable) keys.
A compile for a programming language would resolve the ¢ < n with arithmetic operations

Is 1< n?

1. temp = i-n;

2. return( ( sign(temp) - sign(-temp) ) / 2 ); //(temp>0)-(temp<0)
// sign is +1 , 0 , -1 for positive, zero or negative argument

// sign(temp)-sign(-temp) >> 1 or (temp<0)7?7-1:(temp>0))

In modern CPUs the value of temp is maintained by the accumulator; the accumulator’s positive, or negative or zero value is
reflected in the flag bit values of a register FLAGS (Intel 64-bit CPUs have a register RFLAGS). [ |
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Asymptotic comparison of functions (CS506 or C5241).

We will revisit this section next chapter and discuss it with more mathematical rigor. For now, we remind ourselves the
prior discussion related to the comparison of two functions.

In order to asymptotically compare f(n) and g(n) and establish a result that utilizes the commonly used symbols o, w, ©
we first find the limit lim,, . £ E”g and then determine which case is applicable. Object ¢ is a constant. An implicit assumption

is that all functions are positive or non-negative for large values of n a rigor that will be detailed in a following chapter.

f(n) 0 = f(n) = o(g(n))

1. f(n) = o(g(n)) implies f(n) = O(g(n)

2. f(n) = w(g(n)) implies f(n) = Q(g

3. f = O(g(n)) and f(n) = Q(g(n)).
S

(
(n) = ©(g(n)) is equivalent to f(n
ome books use instead f(n) € o(g(n)), f(n) € w(g(n)), and f(n) € O(g(n)) respectively.

Example 7. 5n = O(n) but also n = O(5n). Yet 5n # n (exclamation mark follows)!

Reading greek characters. The symbol o reads little-oh or littleoh. The symbol w reads little-omega or littleomega.
The symbol © reads just theta. It is by default a big-theta or bigtheta. The symbol O is big-oh or bigoh. And the 2 reads
big-omega or bigomega.
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Comparison vs Asymptotic comparison of functions

Duality: Comparison vs Asymptotic comparison. We observe the following parallels between the original comparison
symbols and the introducted asymptotic ones.

Comparison Symbol Asymptotic Comparison Symbol
f(n) 2g(n) () =2(g(n))

< 0o

> w

= )

< O

> Q
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Some examples

Example 8. Show that n'/'8" = ©(2).

Proof. © is applicable and by equivalence also O and €. Thus n'/18" = ©(2), n!/8" = O(2), n'/8" = Q(2). ]

Example 9. Show that 2n = ©(3n).

Proof. Easy. If it is © it is also O and (2. [ |

Example 10. Show that 2" = o(3").

Proof. Consider the limit of (2/3)™ given 2/3 < 1. If it is o it is also O. |

Example 11. Show that lg (n!) = ©(nlgn).

Proof. Use the discussion of Stirling’s approximation for the factorial. If it is © it is also O and (2. [ |

Example 12. Show that (n!) = w(nlgn).

Proof. More Stirling related. If it is w it is also 2. [ |
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Polynomial time algorithms
Definitions

Definition 25 (Polynomial time algorithms). An algorithm is a polynomial-time algorithm if its running time T'(n) is a
polynomial function of input size, that is T'(n) = O(n*), where n is problem size and k > 0 is a positive integer constant. (We
sometime refer to the algorithm as being poly-time in short.)

The key word in the definition is that n is not just problem size. It is input size! We have just proven that n-bit addition
requires T'(n) = ©(n) time (i.e. bit operations).

Corollary 1. Unsigned integer addition (Problem 2) accepts a polynomial time algorithm.

Proof. We have shown that algorithm ADD has running time 7°(n) = ©(n) where n is input size (number of bit of a or b). In
fact input size is n + n + bit(n) = O(n) but constants are irrelevant. The next step is to show that T'(n) = O(n'), but this
straightforward from © = O, ). [ |
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Polynomial time algorithms
Definitions

Corollary 2. Unsigned integer multiplication (Problem 4) accepts a polynomial time algorithm.

Proof. For multiplication, problem size is N, but input size was determined in terms of bit(a) = |a| as noted earlier.
Elementary school integer multiplication provides an algorithms for Problem 4 that in the bit model requires O(N * N)
bit operations. Given that N = bit(a) > bit(b) we have that N = O(lga). Thus

T(a) =0(lgaxlga) = T(N)=O(N % N)
|

Problem size is N and running time is poly-time since T'(N) = O(N?). Parameter a is not problem size. It is the value of
one of the two integers!

Example 13. Let a = 251 and b = 192. The two integers in binary (Ob is the binary notation prefix) are a = 0611111011 and
b = 0b11000000. bit(a) = bit(b) = 8 and thus N = 8. Note that N * N = 64 is proportional to the number of bit additions
and the number of bit multiplications to compute a * b. The product a x b = 061011110001000000 and has 2 x* N = 16 bit.
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Algorithms
Design Techniques for Algorithms

There are various approaches one can use to design algorithms for various computational problems. We call those ap-
proaches, methods or techniques. Less often we might refer to them as principles. They include the following techniques

|1. Exhaustive method. |
With this method we search all possible solutions that is we perform an exhaustive search of the solution space. Sorting
algorithm NaiveSort is such a case!

|2. Incremental method. |

The method is also known as the iterative or iteration method. Sometimes the output(s) of a problem can be computed
iteratively using an iteration approach — and this can be realized with the use of a for or a while loop — that generates the
output incrementally one-element at a time or by walking through the input and generating a solution one element of the
input at a time incrementally. This lends the name to this method. It is known as the incremental method but several times
it is referred to as the iteration or the iterative method. The iterative method name is more often used when the output is
generated by (or in) the last iteration.

The elementary school algorithm for addition of n-bit unsigned integers is an example of the incremental method. The bit
of ¢ are generated one at a time starting from the rightmost bit-and moving towards the leftmost bit of the result c.

‘3. Divide and Conquer method.‘

In Divide-and-Conquer, in order to solve a problem we first DIVIDE the problem into two or more sub-problems, conquer
(i.e. solve) those sub-problems, and then by combining the solutions of those subproblems we get the solution of the original
problem.

‘4. Dynamic Programming method.‘

The dynamic programming method is similar to but more complicated than Divide and Conquer but keeps track of the
solutions (and cost of the solutions) of the subproblems generated into an array (matrix) and uses these solutions to generate
the solution of the original (base) problem.

‘5. Greedy method.‘
What it look best is chosen. Different alternatives or solutions have assigned costs or benefits and smallest cost or largest
benefit solution or subsolution is chosen at any time.
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Algorithms
Fibonacci: Incremental Method

Problem 7 (Fibonacci).
Input. An integer n > 0.
Output. Integer F),, the n-th Fibonacci number defined as follows: F,, = F,,_1 + F,_5 if n > 1 where F; =0 and F} = 1.

Proposition 5 (Fibonacci incremental). If the incremental method is used for computing the n-th order Fibonacci number
then there exists a solution that requires T'(n) = ©(n). Moreover, that solution requires S(n) = O(n).

Proof. F (n) //Incremental #time run time it takesd Total
1. F[0]=0; F[1]=1; 1 ci cl

2. for(i=2;i<=n;i++) { n c2 c2%*n
3. F[il=F[i-1]+F[i-2] n-1 c3 c3(n-1)
4. } n-1 cl c4(n-1)
5. return(F[n]) 1 cb cb

The Fibonaci sequence definition lends itself to an incremental method solution. A simple for loop computes in iteration i the i-th
Fibonacci number for ¢ > 2. The 0-th and 1-st numbers are precomputed (line 1). This naive solution computes not just the n-th
Fibonacci number but also all previous Fibonacci numbers and stores them into array F'. It looks as if it is wasting resourses. Amount
of space used is n+ 1 elements for array F' (storing the 0-th, 1-st through n-th Fibonacci numbers) plus space for variables n and index
i. We can say n + 3 or linear to n or proportional to n but S(n) is described succinctly as S(n) = ©(n) using the prior page discussion!
Parameter n is problem size.

We utilize the WORD model (RAM). Finding the actual time of the code is next to impossible. Trying to determine is also difficulat.
Let for example Line i takes ¢; time for one execution for some constant ¢;. Lines 1 and 5 are executed once; line 3 n — 1 times and so
is the right brace of line 4. Line 2 is executed once more than line 3; for n — 1 times the condition ¢ < n evaluates to true and the last
time the n-th to false and the for loop terminates. Adding up all those contributions we get for 7'(n) the running time for finding the
n-th Fibonacci number but also all the previous ones.

Tn)=1-ci+n-ca+(n—1)-cs+(n—1)-ca+1-¢c5 = T(n)=0(n).
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Fibonacci
Incremental Method : more

The time bound is obviously ©(n). There is no best-case for computng F,,. The for loop is computed completely and never
stops ahead of the n-th iteration.

The most important operation in the calculation of F;, is the addition of line 3.

The most important task or tasks in analyzing the asymptotic performance of an algorithm are the following

e understand that we are to do an asymptotic performance analysis,

e pick wisely the computational model,

e determine problem size correctly, and

e perform a carefuly asymptotic analysis of a performance metric (space, time or otherwise).

Obviously the number of additions in line 3 determines the running time; all other operations are constant per addition
(eg assignment of F[i| or indexing ¢ — 1 or indexing i — 2 or incrementing 7 by one in 7 + +). Moreover the initialization in
Line 1 is constant ©(1) time and so is Line 5. Therefore.
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Fibonacci _
Divide and Conquer Method: overview

Next we show how to solve the same problem with Divide and Conquer. A natural way to describe a Divide and Conquer
method is through recursion.

Definition 26 (Recursive function). A recursive function is a function that invokes itself.

Definition 27 (Direct and Indirect recursion). In direct recursion a recursive function f invokes directly itself, whereas in
indirect recursion, function f invokes another function ¢ that subsequently invokes f.

Using Divide-and-Conquer, in order to computer F(n), the n-th Fibonacci number) we DIVIDE the problem of its com-
putation, into two sub-problems, those of computing the (n —1)-st and (n — 2)-nd Fibonacci numbers, CONQUER those
problems i.e. solve them recursively this computing F'(n — 1) and then F(n — 2) and at the end combine those two solutions
to get the solution for F'(n). Combining in this context means addition since F'(n) = F(n — 1)+ F(n —2). In 3 lines a Divide
and Conquer approach yields an algorithms for computing F,, through a call to F'(n).
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Fibonacci

Divide and Conquer Method

Proposition 6 (Fibonacci divide and conquer). If the divide and conque approach method is used for computing the n-th
order Fibonacci number then there exists a solution that requires T (n) = w(n). Moreover, that solution requires S(n) = w(n).

Proof. The overview of the divide and conque solution outlined earlier is shown next.

F(n) // Divide + Conquer
1. if (n==0) return (0); // F[0]
2. if (n==1) rerurn (1); // F[1]
3. return(F(n-1) + F(n-2) ); // Flnl

In general, the recursive divide-and-conquer solution is easier to design-and implement. It is, however, less efficient as recursive
calls are costly in terms of space and time utilization: each call requires space on the program’s stack. Furthermore its analysis
requires the solution of a recursive function also known as a recurrence or recurrence relation.

We keep things simple. In the WORD model, we identify the most important operation as the addition performed in
Line 3. Thus time becomes equivalent or proportional to the number of additions performed. Let T'(n) be the time, counting
additions only, to compute F'(n) and similarly 7'(n — 1) and T'(n — 2) the time to compute F'(n — 1) and F(n —2). Combining
all the information derived so far, line 3 of the code yields T'(n) =T(n — 1)+ T (n —2) + 1. T(n — 1) and T'(n — 2) accounts
for the two recursive calls of line 3 and the 1 for the addition of line 3. Note however that 7'(0) = 7'(1) = 0 since no addition
is required to find F'[0] and F[1] which are directly given as 0 and 1 respectively. These two are known as the boundary cases
or initial conditions. In induction-language we called them base case(s). So we need to solve the following recurrence.

Tn)=Tn—-1)+T(n—2)+1, where T(0) =T7(1) = 0.

Bear in mind that the n in the recurrence is n > 1. (A simple inductive argument can show 7'(n) = w(n). A more detailed
and tighter bound is derived next.) ]
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Algorithms
Fibonacci time derivation : CS5506/241 style

Lemma 7. The solution of T(n) =T(n—1)4+T(n—2)+1 with T(0) =T(1) =0 is T'(n) = F(n+2) — 1, forn > 1.

Proof. One could rewrite this recurrence T'(n) = T(n — 1) + T'(n — 2) + 1 by adding one to both sides and then using
G(n)=T(n)+ 1.
Tn) = T(n—1)+T(n—-2)+1 =
Tn)+1 = Tn—1)+1+T(n—-2)+1 =
Gn) = Gn—1)+G(n—2).
Let’s see what happens to G(0) and G(1). We have G(0) =T7(0) + 1 =1, and G(1) =T(1) + 1 = 1. Thus
Gn)=Gn—-1)+G(n—-2), where G0)=1, G(1)=1
The Fibonacci recurrence we used is
Fn)=Fn—-1)+F(n—2), where F(0)=0, F(l)=1 F((2)=1 F(@3)=2
or equivalently
Fn)=Fn—-1)+F(n-2), F(2)= F(3) =2, forn > 3.
F

L,
It is quite clear that G(n) is F(n) shifted by two i.e. G(n) = F(n + 1). Given that G(n) = T'(n) + 1 this implies that
T(n) = F(n+1)— 1.
T(n)=F(n+1)—1.

If you feel disoriented with the changes of variables, we we can use asymptotic notation that would lead to claim that
T(n) = O(F(n)) though a T'(n) = ©(F(n + 2)) would still be possible. |
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Algorithms
Fibonacci time derivation : CS435 style

Lemma 8. The solution of T(n) = T(n — 1)+ T(n —2) + 1 with T(0) = T(1) = 0 is T(n) = O(2") and T(n) = Q(2/?).

Proof. We can prove the upper bound by induction. This was done in Example 4. The upper bound establishes the following.
T(n)=0(2").

Likewise we prove a corresponding lower bound as follows. It uses the monotonicity of T'(n) i.e. T'(n) > T(n—1) > T(n—2) >
. beyond the first two fibonacci numbers.

T(n) Tn—1)4+Tn—-2)+1
Tn—2)+T(n—-2)+0
2-T(n—2)
22 T(n —242)

T(n—=2-3)

T =21

For n — 2i ~ 2 we have i = n/2 — 1 and thus T'(n) > 2"/2~ 1T(2) Since T'(2) = 1 (see bottom 1.17.3.2) we have T'(n) > 27/?~1
i.e. an exponential number of additions is needed. Therefore

T(n) = Q(2"?)

vV IV IV IV IV

This method of solving recurrences is known as the iteration method. And we used it to solve the recurrence of the running
time of an algorithm that was designed not with the algorithmic design technique known as the iteration method but known
as the divide and conquer method. One is a algorithm design method the other is a recurrence relation solution method! This
method of solving recurrences is known as the iteration method. And we used it to solve the recurrence of the running time
of an algorithm that was designed not with the algorithmic design technique known as the iteration method but known as the
divide and conquer method. One is a algorithm design method the other is a recurrence relation solution method!

Go to the next page for a pictorial view of this method: the corresponding solution is still known as the iteration method
or recursion tree method. [ |
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Fibonacci time derivation: Recursion tree style

Lemma 9. The solution of T(n) =T(n—1)+T(n—2)+ 1 with T(0) =T(1) =0 is

2ln/2l _1 < T(n) <2"! —1.

Proof. We visualize the computations involved in the recursive structure of code F'(n) in the form of a binary tree. The label
at a node is the value n in the call to F'(.). Thus the root node is labeled n since the top level call is for F'(n). Inside the code
of F(n) we have two recursive calls to F'(n — 1) and F(n — 2). The left and right children of the node labeled n are labeled
n — 1 and n — 2 respectively. At the conclusion of the recursive call an addition of F(n — 1) and F(n — 2) will be performed.
This is charged as one addition to the node labeled n. The number of internal nodes of the recursion tree with root n is the
number of additions 7'(n) to compute f, the n-th Fibonacci number using call F'(n). The lop-sided Fibonacci recursion tree
is upper bounded by a complete binary tree whose height is n — 1 (the length of the leftmost branch of the recursion tree),
and lower bounded by a complete binary tree of height [n/2]. The number of internal nodes for the two boundary complete
binary trees is 2"~' — 1 and 2/"/? — 1 respectively. Thus

o2l _ 1 < T(n) <2 — 1.

|
- n -
| / \ | Leftmost Branch :
| n-1 n-2 | n-1 long: n->n-1->n-2-> ... 2->1
| / \ / \ |
| n-2 n-3 n-3 n-4 | Rightmost Branch :
| / N/ N/ \N/N\ n/2 n/2 long: n->n-2->n-4-> ... 2->0
n-3 n-6 |
n-1 / |
| n-4 | Every internal node maps to 1 addition
| / \ | F(n) := F(n-1) + F(n-2)
| n-5 T 2 | / \
| / Fibonacci / \ | F(n-1) F(n-2)
| . Recursion 1 0 v
| ... Tree
| ... for F(n)
..
I 2
(VAR
vi1io
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Algorithms
Fibonacci time derivation: Recursion tree style

/N 7 /\ /\ -
/N / \ / \ | Number of internal nodes
/ \ n/2 / \ / \ | is equal to number

/ \| <= / 2 <= / \ n-1 additions

———————— v / /\ / \ |

/ T 10 / \ I

/ / \ |

2 / \ |

/N mmmmmmm———— v

1 0 <<<< no additioms F[0]= , F[1] =1

#internal nodes
2xx(n/2)-1 <= T(n) <= 2xx(n-1) -1

If one thing is obvious about the recursive divide and conquer approach is the waste of computational resources. The
running time of the divide and conquer method is exponential to n whereas the running time of the incremental method is

linear!

Function n is much smaller than 2*/2 — 1. Compute both functions for n = 10,100, 1000,... or if just take the limit
lim,, 0o 7/(2%/% — 1) = 0. The latter is what we called before an asymptotic comparison of two functions that shows that n

is asymptotically smaller (i.e. running time is better) than 2"/2 — 1 as well.
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Algorithms
Fibonacci: Dynamic programming method

Recursion is a duplicating process. The number of times the recursive function is invoked with F(1) or F'(2) is a Fibonacci
number depending on n (check whether it is F'(n —1) or F(n—2) or ...). We can eliminate duplication if we keep track of the
Fibonacci numbers whose values have already been computed thus computing each value ONCE and only ONCE. Subsequently
we do not recompute but retrieve a previously computed value or skip the computation altogether to avoid overhead costs.
For this we need to store previously computed values in a storage area (array in memory). The term memoization refers to
the additional storage required to making it work! Thus we get this other algorithmic design technique known as dynamic
programming. Think dynamic programming as divide and conquer without duplication of work.

Proposition 10 (Fibonacci memoization). If the dynamic programming method is used for computing the n-th order Fibonacci
number then there exists a solution that requires T'(n) = O(n). Moreover, that solution requires S(n) = ©(n). The method is
also known as (or utilizes) memoization.

Proof. The fundamental difference compared to divide and conquer is that we only recur say of F(n — 1) if the result related
to F(n — 1) is NOT already available in table entry T'[n — 1] i.e. the latter is UNDEFINED. Thus the computation call to
F(n — 1) is done only once. Moreover, if you trace the calls to the recursive invocations, these involve only the nodes of the
leftmost path of the recursion tree. Everything but this left-most path is pruned out and ignored in this computation.

F(n) // Memoization

table int T[0..n];

T[0]=0; T[1]=1; T[ 2<=i <=n] = UNDEFINED;
return(TableRecursive_Fn(n,T));

W N = O

int TableRecursive_Fn(n,T);
if (n==0) return (0);//F[0]
if (n==1) rerurn (1);//F[1]
if T[n-1] !'= UNDEFINED left= T[n-1];

else left= T[n-1]= TableRecursive_Fn(n-1,T);
if T[n-2] !'= UNDEFINED right= T[n-2];

else right=T[n-2]= TableRecursive_Fn(n-2,T);
return(left + right);

N O WN e O
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Algorithms
Divide and Conquer: Binary Search

Problem 8 (Binary search).
Input. Sorted sequence A[0..n-1] of n comparable keys; key k.
Output. Print ¢, where 0 <i < n — 1, such that A[i]| == k for k € A, or print —1 to indicate that key k & A.

Solution. The difference with LinearSearch is that the input sequence (array) A is sorted. With one comparison we can
eliminate for further consideration not just one element but half of the remaining elements of the array. Thus comparing & to
A[m)] either we have found the key at index m and it is k == A[m] or half of the array A[l...r] is eliminated and we recur to
the half that is not eliminated.

BinarySearch(A[0..n-1],n,k) BiS(A,k,1,r) // A[ll..r]
1. BiS(A,k,0,n-1) // A[0..n-1] 1. if (>r) return(-1);
2. else{
3 m= 1+ (r-1)/2; //m=(1l+r)/2
4. c= cmp(k,A[m]);
| | A[m] | | A 5. if (¢c==0) return(m);
6
7
8
9

elseif (c<0)
BiS(A,k,1,m-1);

else

. BiS(A,k,m+1,r);

Line-7 Line-4 Line-9 }

|

Let C(n) be the number of comparisons in BinarySearch for a sorted array A of n keys. This is also equal to the number of comparisons performed by BiS in line 1 and
the only line of BinarySearch. In this call of Bis the bounds ! and r are l = 0 and » = n — 1. Entering BiS with [ = 0 and »r = n — 1 we have an m = n/2. We perform first 1
comparison (Line 4) and then either recur on the left (line 7) or the right half (line 9) of Al..r] requiring recursively C'(n/2) comparisons since for [ = 0 and r = n — 1 the
left half and the right half contain approximately n/2 keys. Thus C(n) =1+ C(n/2). Assuming n is a power of two and thus n, n/2, n/4 are all integer

C(n) =1+C(n/2) =1+ (1+C(n/4)) =141+ (1+C(n/8) =3C(n/2%)) =i-C(n/2").
This is C(n) = lgn - C(1). An array of size 1 requires one comparison and the recursive call following it exists through line 1 of BiS. Thus C(1) = 1. If C(n) =~ lgn then

n) = gn). We use big-oh because Binary search might end after one comparison in the best case through line 5 of BiS. is analysis so far is a bit sloppy. We perform
T O(1 We big-oh b Bi h migh d aff i in the b h h line 5 of BiS. Thi lysi far i bit sl W fi

a worst-case analysis next and for that analysis we choose a worst-case input size (length). This is for n = 2! — 1 and the worst case.
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Algorithms
Binary Search: Time and Comparisons

Proposition 11. For a sorted array of length n = 2t — 1 the worst case number of comparisons performed by BinarySearch is
t=1g(n+1).

Proof. In the worst case the recursion stops at the bottom of the recursion tree. Let n = 2! — 1 for some integer . Then n + 1 = 2!
ie. t =1lg(n+1). We revise the recursion for binary search from C(n) = 1+ C(n/2) into C(n) = 1+ C((n — 1)/2). Equivalently
C(2t —1) =1+ C(27! — 1) with C(1) = 1 as before. We substitute ¢, t — 1, t — 2, etc for ¢ above.

ceR-1) = c@"'-1)+1

cRTt -1 = o1 +1
C(2? —1) ; '6;&21 ~1)+1
cel-1) =1

If we add up_all the equations all hut the first left hand side and all ritgﬁlt h(aj side C' terms cancel out. The number of equations is ¢
and thus the leftover number of 1s is ¢ as well. Thus we obtain noting that ?1 = 1 the following.

c2'-1) = (1+1+..+H)=0C2"-1)=t= C(n)=lg(n+1)
If n is not as specified (i.e. if n + 1 is not a power of two), then a ceiling will be needed.
C(n) = [lg(n+1)]

Note that C(n) is the worst-case number of comparisons. If we do not have a worst-case the number of comparisons is smaller and as
small as one. Thus, the number of comparisons in BinarySearch C(n) is

C(n) < lg(n+1)]
We then derive a running time bound 7'(n)
T(n) = 0O(C(n)) = O(lgn)

The running time includes not only comparisons (i.e. line 7 of BiS) but everything else contributing to the running times (line 1-3
and line 5-9 as needed). Writing T'(n) < O(lgn) is nonsense. We can only have T'(n) = or T'(n) € as already discussed. Moreover in
asymptotic notation we eliminate lower order term and multiplicative constants. |
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Binary Search
Examples

Example 14. Party A guesses an integer x such that 0 <z < M and M a power of two (or not if we are careful with floors)).
Party B knows M but does not know .
Party B is only allowed to ask Party A questions of the type
Can Party B find x in [lg M| + 1 questions? Let for this example M = 128. Can Party B ﬁnd x in 7 questions?

x: Is a 7-bit integer (values 0..127) since x< M=128
x: x[6] x[5] x[4] x[3] x[2] x[1] x[0]
Findme (M)
temp =
b= 1g(M); // for M=128=> b=7
b--;
Question: Is x < 2%xb + temp 7
if answer == YES then x[b]=0;
if answer == NO then x[b]=1; temp+=2**b;
if b != goto step 3;
else  output(x);

W ~NO O WN -

An extension / generalization is the following example/problem.

Example 15. Party A guesses an integer x such that 0 < z. Party B must find x with the same type of a supported question
in twice the number of questions used before.
Is this possible?

Proof. Yes. The first |lg M| + 1 questions establish the value of M. These are : Is # < 2°7 Is x < 2!7 Is 2 < 22 7 etc going
on asking questions if the answer is a NO until eventually the answer is a YES for the question Is # < 2" ? This would
mean that we have found our unknown M. The remaining questions, having established M, are as abovel! [ |
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Properties of Sorting algorithms
In-place sorting

For completion we restate the problem of sorting. Implied is that the data structure used is an array that hosts the sequence
of n keys.

Problem 9 (Key Sorting).
Input. A sequence of n comparable keys stored in array A = (ay,as, ..., a,).
Output. A reordering, a permutation of the n keys (aj,,aj,, ..., a;,) of the input sequence so that a; <aj;, <...<a;,.

Definition 28 (Property: sorting in-place algorithm). A sorting algorithm sorts in place, if the same space is used for input
and output and the extra memory used by the algorithm is constant.

This definition becomes problematic when one needs to assess a recursive sorting algorithm: its non-recursive version is
being used to determine its in-place status.
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Properties of Sorting algorithms
Stable sorting

Definition 29 (Property: stable sorting algorithm). A sorting algorithm is stable if the relative order of same valued keys
remains the same in the input and output sequences.

If the input keys are all distinct, stability is NOT an issue as there are no same valued keys.

Example 16 (Stability). Consider the problem of sorting student records, each record consisting of a college-year field
(1:Freshman, 2:Sophomore, etc) and a name field. Somehow the input records are sorted by name, and we’ll sort them by
college-year.

Input: (sorted by name left to right)

<<2,Pat>,<2,Tim>,<2,Tom>,<1,Vic>> <<2,Pat>,<2,Tim>,<2,Tom>,<1,Vic>>
Stable Algorithm gives Non-stable algorithm may give
<<1,Vic>,<2,Pat>,<2,Tim>,<2,Tom>> <<1,Vic>,<2,Tom>,<2,Pat>,<2,Tim>>

Both output sequences are sorted by college-year. The former however retains the original sorted order for same valued keys
(i.e. all sophomore students are sorted by name).
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Properties of Sorting algorithms
Stable sorting more

Example 17 (Multi round sorting). Consider the problem of Google’s sorting of triplets of the form
(DocID, wordID, Offset)

where DocID is the document id of a document (i.e. a URL turned into a number), wordID is the word id of a given word
(i.e. a word turned into a number) and offset is the starting position of an instance of the word in the document identified
by wordID. When the Google indexer parses a single document it generates for that document triplets with the same DoclID
values. Because a document is parsed beginning to end, the triplets are sorted by offset for a given DocID. All such triplets of
all documents are collected (and thus are sorted based on DocID as well). However the Google indexer wants to sort things
based on wordID but at the same time does not want to destroy the existing orderings based on docID and also offset.

Google parser: processes one document at a time:
triplets sorted by Doc-ID and index.
<0,"algorithm",10><0,"data",20><0,"algorithm",30><1,"data" ;4> <2,"data",20><2,"data",40>

Stable sorting: Sort by word-ID (sorting by index is for free) ordering by index/doc-ID
<0,"algorithm",10><0,"algorithm",30><0,"data",20><1,"data",4><2,"data",20><2,"data" ,40>

Not stable sorting: Sort by word-ID but previous orderings might get lost
<0,"algorithm",30><0,"algorithm",10><2,"data",40><1,"data",4><0, "data",20><2,"data", 20>

(c) Copyright A. Gerbessiotis. CS610:  Fall 2025. All rights reserved. Not to be posted outside NJIT 59



Properties of Sorting algorithms
Performance

Definition 30. In the remainder we shall use the following definitions as they relate to a sorting algorithm L.
e C(n) is the number of comparisons performed by L, on an input of length n (keys),
e T(n) is the running time of L,

e S(n) is space requirements beyond the space used by the keys in the input array.

Note that S(n) is defined differently than before. In fact the space requirements for sorting are n + S(n) or ©(n) + S(n),
where the linear additive (first) term accounts for the input array.
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Elementary Sorting
NaiveSort

Proposition 12 (NaiveSort). Sorting algorithm NaiveSort has performance that can be summarized as follows. C(n) < n!-n
and T(n) = O(n!-n). (Assuming we generate permutations efficiently, we will have S(n) = O(n) as well.)
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Elementary Sorting
Odd-Even transposition sort

Odd-even transposition sort is an unoptimized version of bubble sort. It is stable and sorts in-place. The algorithm is oblivious
in the sense that it performs the same actions (comparisons) again and again independent of the data considered.

The description and the example that follows assume a Pascal indexing. The pseudocode we provide includes a 'Pascal
indexing’ version and a 'C/C++/Java’ version.

Method 2 (Odd-even transposition sort). Odd-even transposition sort consists of n iterations, the even ones 2,4,6,... and
the odd ones, 1,3,5,.... In an odd iteration we compare keys A[1] : A[2], A[3] : A[4], etc and in an even iteration A[2] : A[3],
A[4] : Al5], etc.

Example 18. An example of how odd-even transposition sort works is shown next.

1 2 3 4 5 6 ODD-EVEN TRANSPOSITION SORT
Input 50 20 40 60 30 10 (PASCAL INDEXING)
Step 1. 50:20 40:60 30:10
Step 2. 20 50:40 60:10 30 SWAP if left key > right key.
Step 3. 20:40 50:10 60:30  (left key is relative to comparator :)
Step 4. 20 40:10 50:30 60
Step 5. 20:10 40:30 50:60
Step 6 10 20:30 40:50 60
Output 10 20 30 40 50 60
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Odd-Even transposition sort
continued

Proposition 13 (OddEvenSort). Odd-even transposition sort (OddEvenSort) is a sorting algorithm whose performance can
be summarized as follows. The number of comparisons C(n) performed on an input of length n is C(n) ~ n?/2 and therefore
T(n) = ©(n?), Space (additional to input) is S(n) = O(1). It is a stable algorithm that sorts in-place.

]DTOQﬁ 0OddEvenSort(A[1..n],n) // ’Pascal’ 0ddEvenSort (A[0..n-1],n)//’C’

1. for(i=1 ; i<=n ; i++) 1. for(i=0; i<n ; i++)

2. for(j=odd(i); j< mn; j+=2) 2. for(j=odd(i); j< n-1 ; j+=2)

3. if A[j]1 > A[j+1] swap(A[j1,A[5+11); 3. if A[j]1 > A[j+1] swap(A[j1,A[j+11);
//odd(i):1 if i odd; 2 otherwise // odd(i):1 if i is; O otherwise!

0OddEvenSort(A[1..n])

1. for (i=1;i<=n;i++) {

2. if (ODD(i)) // 0DD(i) ?

3. for (j=1;j<=n-1;j+=2)

4. if A[j] > A[j+1] swap(A[j],A[j+11);

5. else // for even(i)

6. for (j=2;j<=n-1;j+=2)

7. if A[j1 > A[j+1]1 swap(A[jl,A[j+11);

8. }

Running Time and Properties. The number of iterations is ¢ = 1,...,n. In each iteration we iterate over the keys for

J = odd(i),odd(i)+2, ... and compare A[j] : A[j+1] and swap if A[j] > A[j+1]. The running time and number of comparisons
is #i - #7 ~ n?/2, where #i,#j is the number of time variable i and variable j are set in the for loop. The algorithm sorts
in-place as it uses variables 7, j, and temp for the swap that is ©(1) additional space to array A. Stability is due to the swap
that takes place for A[j] > A[j + 1]. Thus a 10 : 10 will not cause a swap! [ |
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Elementary Sorting
Selection Sort

Method 3 (Selection sort). Selection sort is an incremental sorting algorithm. At iteration (step) i we find the minimum
of the keys currently stored in A[i..n] and swap that minimum with A[i], if needed. The last iteration can be skipped thus
algorithm runs for only n — 1 iterations.

The MIN of n keys requires n — 1 comparisons to be found as shown. In the example below we use Pascal type indexing.

Example 19. An example of how selection sort works is shown next.

1 2 3 4 5 6

Example

: SELECTION SORT

Input |50 20 40 60 30 10 Bar separates output(left) | input(right)
Step 1 -— Min is A[6]=10 and swapped with A[1]
10120 40 60 30 50
Step 2 -- Min is A[2]=20 and swapped? with A[2]
10 20/40 60 30 50
Step 3 - Min is A[5]=30 and swapped with A[3]
10 20 30|60 40 50
Step 4 - Min is A[5]=40 and swapped with A[4]
10 20 30 40(60 50
Step 5 -- Min is A[6]=50 and swapped with A[5]
10 20 30 40 50160
Step 6 SKIP NO swap with A[6]
Output : 10 20 30 40 50 60|
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Selection Sort
continued

Proposition 14 (SelectionSort). SelectionSort is an incremental sorting algorithm whose performance can be summarized as
follows. The number of comparisons C(n) performed on an input of length n is C(n) = n(n—1)/2 and therefore T(n) = ©(n?).
Space (additional to input) is S(n) = O(1). It is stable in the form of StableSelectionSort and sorts in-place. ( All references
to SelectionSort would refer to StableSelectionSort after this section.)

Proof.
PSelectionSort(A[1l..n],n) /* Pascal Indexing */ PMIN(A[1..n],n)
1. for(i=1 ; i < n ; i++) 1. t=A[1];
2. swap A[i] with PMIN(CA[i..n],n-i+1); 2. for(j=2 ; j<=n ; j++)
3. if A[j] <t t=A[j];
4. return(t)
SelectionSort(A[0..n-1],n) /* C indexing */ MINCA[O..n-1],n)
1. for(i=0 ; i < n-1 ; i++) 1. t=A[0];
2. swap A[i] with MIN(CA[i..n-1],n-1i); 2. for(j=1-+ 3< n ; j++)
3. if A[j] <t t=A[j];
4. return(t)
Running Time and Properties. The number of steps (iterations) is i = 0,...,n—2. In each iteration we find the minimum

of Ali.n — 1] in n — ¢ — 1 comparisons (see table below).
Iteration 0 n — 1 comps to find MIN of ALL n keys
Iteration 1 n — 2 comps to find MIN of remaining n — 1 keys
[teration 2 n — 3 comps to find MIN of remaining n — 2 keys

Iteration n — 2 1 comps to find MIN of remaining 2 keys

Adding all comparisons for i = 0,...,n—2 gives C(n) = (n—1)+ (n—2)+...+2+1=n(n—1)/2. Thus T'(n) = O(n?)
as comparisons determine the running time. Moreover by inspection S(n) = ©(1). This is because in addition to A we need
space for ¢ and j, and variable ¢ for minimimum finding. Moreover the swap operation requires an implied variable temp. W
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Selection sort

Stability part 1

Proof. No it is not. Proof by counterexample.

1 2 3
Input [20 20 10
\ |-
Y
\
I\
Iter-1 10/20 20 The first 20 moves third and stays there!

I
Iter-2 10 20120
OQutput 10 20 20
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Selection sort

Stability part 1

Proof. Yes there is one. Even if the previous version is not stable, It can become stable if instead of swapping the MIN with
A[i] we shift the keys between index position 7 and the index of the MIN right one index position and then concluding by
moving the MIN into A[i]. The properties for C'(n),T'(n) and S(n) as described in the previous proposition are asymptotically
still the same.

StableSelectionSort (A[0..n-1],n) MINCA[O..n-1],n)

1. for(i=1 ; i < n ; i++) 1. t=A[0];index=1;

2. index = MIN(A[i..n-1],n-1i); 2. for(j=1 ; j< n ; j++)

3. HalfSwap(A,index,i,n); 3. if A[j] < t t=A[j],index=j;

4. return(index)

HalfSwap(A,index,i,n) Input: [20 20 10%

1. temp=A[index]; Iter-1: 20 200 --  temp=10

ShiftRightbyOne(A,1i,index) \ \

2. ShiftRightbyOne(A[i]...A[index-1]) 20 20

3 for(j=index-1; j>=i; j--) 10| 20% 20

4. A[j+11=A[3]; Iter-2: 10 20| 20

5 Ali]l=temp; Output: 10 20 20
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Elementary Sorting
Insertion Sort

Method 4 (Insertion Sort). Insertion sort is an incremental sorting algorithm. At iteration i, key = A[i] is inserted into the
sorted sequence formed after the sorting of the first ¢ — 1 keys. Thus at iteration i the keys A[l..i — 1] have already been
sorted, and we are currently considering inserting A[i] into the appropriate position into A[l...i — 1] so that the keys A[l..i]
get sorted; in the process of doing so, we temporarily store A[i] in variable key. The keys A[i + 1..n] are still part of the input
and under future consideration.

Example 20. An example of how insertion sort works is shown next. The bar separates the output already formed A[l..i — 1]
from the remaining input A[i + 1..n]. The keys under consideration is key = A[i] and marked with a % on its right. The
diagonal marks indicate the half-swaps that are performed (movement of a key one position right of its current position).

The pseudocode utilizes Pascal indexing.

InsertionSort (A[1..n],n)
1.for (i=2;i<=n;i++)
2. key= A[i];
3. j=i-1;// Insert A[i] in the sorted sequence A[1..i-1]
4. while (j>0) and (A[j] > key) {

// Note “"% : Stability dependence
5. A[j+11= A[j1;
6. Jj=j-1;

}

7. A[j+1]=key;

Note that step 1 of InsertionSort can be omitted: inserting key = A[l] into an initially empty output is trivial ignored.
The for loop starts with ¢ = 2 not ¢ = 1.
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Insertion Sort
Example

Example 21. An example of Insertion Sort for 6 keys is given below. The | indicates the boundary between left and right.
Left are the keys of the input already sorted: right are the keys of the input not already sorted. At the start left side is empty;
at the end right side is empty and left side contain all the n input keys sorted.

1 2 3 4 5 6

Input |50 20 40 60 30 10
Step 1.  |50% 20 40 60 30 10
Step 2. 50 |20% 40 60 30 10
\
Step 3. 20 50 |40% 60 30 10
\
Step 4. 20 40 50 |60% 30 10
Step 5. 20 40 50 60 |30% 10
AU WA
Step 6. 20 30 40 50 60 |10%
AN U N WA
Output 10 20 30 40 50 60|

Step 1 can be omitted.

(c) Copyright A. Gerbessiotis.

CS610:

Fall 2025. All rights reserved. Not to be posted outside NJIT

69



Insertion Sort
Worst, Best, Average case examples

Example 22. An example that describes the worst case, the best case and the average case is shown next.

Input: Sorted Reverse-Sorted Random
<12345> <64321> <25143>
<112 3 4 5 > <514 321> <2|51 4 3 >
<1 21345 > <4 5|13 21 > <2 5|1 4 3 >
<1 2 3|4 5> <34 5|21> <1 2 5|4 3>
<1 2 3 4|5 > <2 34 5|1 > <124 5|3 >
<1 2345]|> <1 2345]|> <1 2345|>

4 comparisons 10 comparisons 9 comparisons ?

Fact 1. With reference to InsertionSort. The best case number of comparisons is n — 1; proof in Question 7. The worst case
number of comparisons is n(n — 1)/2; proof in Question 8. The average case number of comparisons is ~ n(n — 1)/4; Proof in
Question 9.
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Insertion Sort
Worst, Best, Average performance

Answer. The number is n — 1; in iteration ¢, for all i = 2,... n, we perform for j =7 — 1, one A[j] > key comparison. [ |

Answer. The answer is n(n — 1)/2; in iteration i, for all ¢ = 2,...,n, we perform i — 1 comparisons. [ |

Answer. The answer is n(n — 1)/4 on the average; for an arbitrary (random) sequence in iteration i we perform (i — 1)/2

comparisons on the average, for all i = 2,...,n. We expect half of the keys to be greater than key = A[i] and half smaller.
(A proper argument counts the average number of inversions in an input. An inversion (p,q) is one such that p < ¢ but
Alp] > Alq].) u
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Insertion Sort
Overall performance

Answer. Arbitrary does not mean random! At most the worst case number i.e. < n(n —1)/2. [ |

Answer. Of the type A[j] > key involving keys, i.e. key comparisons. A j > 0 is NOT a comparison since neither j nor 0 is a
key! [ |

Answer. Based on the previous question, the number C(n) is bounded above by n(n — 1)/2 and below by n — 1, therefore
n—1<C(n) <n(n—1)/2. Thus C(n) = O(n?) but also C(n) = Q(n). |
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Insertion Sort
Properties

Proposition 15 (InsertionSort). InsertionSort is an incremental sorting algorithm whose performance can be summarized as
follows. The number of comparisons C(n) for an input of length n is such that n —1 < C(n) < n(n — 1)/2 and therefore
T(n) = O(n?). Space (additional to input) is S(n) = O(1). InsertionSort is stable and sorts in-place.

Proof. We have already given the answer for C'(n) through the questions answered earlier. We instead analyze the running
time of InsertionSort by analyzing the contribution of EVERY operation rather than just that of a key comparison. We present
below a C/C++ version of the code and swap ¢ and j in it. The remaining discussion refers to this version.

InsertionSort (A[O..n-1],n) Cost TimesExecuted
1. for (j=1;j<mn;j++) { cl n
2. key= A[jl; c2 n-1
3. 1i=j-1;// Insert A[j] in the sorted sequence A[0..j-1] c3 n-1
4. while (i>= 0) and (A[i] > key) { cd  tl+t2+...+tn-1
// Note "°7 : Stability dependence
5 Ali+1]= A[i]; c5 (t1-1)+..+(tn-1-1)
6 i=i-1; c6 (t1-1)+..+(tn-1-1)
}
7. Al[i+1]=key; c?7 n-1
8. }
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Insertion Sort _
Running time analysis

Answer. The number is n, and not n — 1. [ ]

Answer. The number of times is n — 1. Once per key other than the first one. [ |

Answer. It depends on the input sequence that is the input. For key A[j] let ¢; (¢j) be that number! It is 1 < ¢; < j+ 1.
Note that the number of comparisons in Line 4 is one less ¢; — 1. [ |

Answer. The running time of an algorithm depends on the input (input instance) and problem size and thus it is expressed
as a function of n. The rest addresses this question in conjunction with the answers of the previous three questions. [ |
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Insertion Sort
continued

Detailed analysis continues. Line k has cost some constant ¢,. The running time 7'(n) of InsertionSort for an input of size n
is thus given by the following expression.

n—1 n—1 n—1
Tn)=cn+c(n—1)+eczs(n—1)4+cz(n —1) + ¢4 th + 5 Z(tj —1)+cs Z(tj —1)
j=1 j=1 j=1

Best case. For the best-case, it is t; = 1 for all j. Therefore, a best-case is a case where the input is already sorted. The
best-case running time is then.
Tn)=(c1+cat+cg+cs+er)n—(ca+c3+cr+cy)

Running time is linear in n, or ©(n), since all ¢; are constant. The running time of InsertionSort on n sorted keys is
T(n) = O(n).

Worst case For the worst-case, it is ¢; = j 4+ 1 and therefore, a worst-case is a case where the input is reverse-sorted. The
worst-case running time is then.

T(n) = (cs+c5 +c6)n2/2 +(c1+catcg+cea/2=c5/2—c/24 cr)n— (ca+ ¢35+ ¢7 + ¢4q)

Running time is quadratic in n, or ©(n?). In this case, we used the fact that The running time of InsertionSort on n
reverse-sorted keys is T'(n) = O(n?).
Average case. On the average, key key = A[j] is smaller (or bigger) than half of the j keys (A[0..7 — 1]) already considered,
i.e. t; = j/2+ 1 (the plus one is for the first condition of the while that is always executed). Running time is "half” of that
of the worst case, or asymptotically speaking ©(n?) as well.

The running time of InsertionSort is bounded by the worst-possible running time on an input instance. Thus

This is because the running time is bounded above by the worst-case’s running time. (It is also bounded below by the best-
case’s running time.) On an arbitrary input instance the running time is between the lower bound and the upper bound. The
maximum (the upper bound) determines the running time of an algorithm. [ |
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Elementary Sorting
Merge sort

A divide-and-conquer method involves three phases (steps).

1. Divide the problem into a number of independent subproblems.

2. Conquer the independent subproblems by solving them recursively. The recursion terminates when subproblem size is
so small that it can be solved directly (the n = 0 and n = 1 for Fibonacci).

3. Combine the subproblem solutions to get the solution of the original problem.

We describe a sorting algorithm based on divide and conquer that is known as merge sort. For the divide phase to work
nicely we may (theoretically assume) that n is divided by two. A simple theoretical assumption is that n is an integer power
of two. Thus the half of the half of the half etc of n is still an integer!

Method 5 (Merge sort). Merge sort is a sorting algorithm that utilizes divide and conquer. Even if divide and conquer
naturally provides a recursive solution, one can eliminate recursion by providing an iterative solution for merge sort. The
divide, conquer and combine phase of merge sort are highlighted below.

e Divide phase: divide n keys into two sequences of n/2 keys each.
e Conquer phase: Likewise (recursively) sort the two sequences generated.

e Combine phase: Merge the two sorted sequences of length n/2 to produce the sorted result. (The Merging problem
is defined separately next.)

Merge sort is stable but the implementation provided does not sort in-place.
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Elementary Sorting
Merging is not Merge sort

Problem 10 (Merging (of two sorted sequences)).
Input. Two sorted sequences X|[1..k] and Y'[1..]]
Output. Merge X and Y into a sorted sequence Z[1..k + [] keys, using at most k + [ — 1 comparisons.

Solution.
The proof is by example. The number of comparisons is at most k 4+ [ — 1. Merging is stable because X[i| < Y'[j] moves a key
from X to the output (e.g. X[i] =Yj]).

Example 23 (Merging).

MERGING : Pick next X[i] and next Y[j]:
If X[i]<= Y[j] move X[i] to output

else move Y[j] to output

X:<113 14 >Y:< 2 5 6 27> ==>7Z< 1 >
* *

X:<113 14 >Y:<2 5 6 27> ==>7Z<12 >
* % *k

X:< 113 14 >Y:< 2 5 6 27> ==>7Z<125 >
* Kok Kk ok

X:< 113 14 >Y:< 2 5 6 27> ==>72<1256 >
*kokok Kk kK

X:<113 14 >Y:< 2 5 6 27> ==>7Z<1256 13 >
*kokokok *k Kk k%

X:<113 14 > Y:< 2 5 6 27> ==>7Z<1256 13 14 >
KRk K Kk kK Rk

X:<113 14 >Y:< 2 5 6 27> ==>7Z<1256 13 14 27 >
*kkkk K Kk Kk Kk

In the example above a star under key indicates a comparison in which the key participated. The total number of stars on X
keys is equal to the total number of start on Y keys. Moreover the number of stars is k + [ — 1. All but the maximum entered
Z following a less than or equal result of a comparison performed. The maximum (27) entered Z by default: there is no key
larger than 27 in the input.

A Python-like pseudocode would look like as follows. [ |
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Merging
is faster than sorting

Solution continued.
Example 24 (Merging).

def Merging(X,Y):
z =1
i, 3=0,0

k=len(X); 1=len(Y); m=k+1;
for t in range(m):
if i > k-1:
Z.append(Y[j1)
j+=1
elif j > 1-1:
Z.append(X[i])
i+=1
else:
if  X[i] <= Y[j1:
Z.append (X[i])
i+=1
else:
Z.append(Y[j1)
j+=1
return Z
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Elementary Sorting
Merge sort

Example 25. An example of how merge sort works is shown next. The example shows also the number of comparisons

performed (upper bound).

Input: <30, 80, 60, 20, 70, 40, 50, 10>

/ \
v v
<30, 80, 60, 20> <70, 40, 50, 10>
/ \ / \
v v A% v

<30, 80> <60, 20> <70, 40> <50, 10>
/ \ / 0\ / N\ / 0\

v v v v v v v v
<30> <80> <B60> <20> <70><40> <50> <10>
\ / \ / N/ \ /
2-1: 2-1: 2-1: 2-1:
<30, 80> <20,60> <40,70> <10,50>

\ / \ /
4-1: 4-1:
<20, 30, 60, 80> <10, 40, 50, 70>

\ /
8-1:
30 40

<10 20 50 60 70 80>

To merge <30> of length k=1 with

<80 of length 1=1 we need
<= k+l1-1 = 1+1-1 comparison
This is indicated as 2-1:
COMPARISON COUNT TREE
2-1: 2-1: 2-1: 2-1:

\ / \ /
4-1: 4-1:
\ /
8-1:
TOTAL
2-1 + 2-1 + 2-1 +2-1 +
4-1 + 4-1 +
8-1 =

(2+2+2+2) -4+ (4+4) -2+(8) -1=
8+8+8- (1+2+4)=8x3-(8-1)
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Elementary Sorting
Merge sort

The example figure below is the same as the one on the previous page. It indicates the recursion tree of MergeSort on the
way down (divide stage) and also on the way up (conquer stage). The input sequences in black color indicate the input during
the divide stage (steps). The input sequences in blue indicate the (partial) outputs during the conquer stage (steps). In those
steps already sorted subsequences are getting merged into a (sorted) subsequence of double the length of its inputs. At the
bottom subsequences are of length one and thus sorted by default. In red we indicate the (upper bound on the) number of
comparisons performed to generate the corresponding output (sequence in blue two lines after). The sum of the red values of
all the nodes of the recursion tree is the upper bound on the number of comparisons for this instance of merge sort.

#cmp <= 8-1
Input: <30, 80, 60, 20, 70, 40, 50, 10>
Output: <10, 20, 30, 40, 50, 60, 70, 80>
X X
X X
#cmp <= 4-1 #cmp <= 4-1

<30, 80, 60, 20>
<20, 30, 60, 80>

<70, 40, 50, 10>
<10, 40, 50, 70>

X X X X
X X X X
#cmp <= 2-1 #cmp <= 2-1 #cmp <=2-1 #cmp <= 2-1
<30, 80> <60, 20> <70, 40> <50, 10>
<30, 80> <20, 60> <40, 70> <10, 50>
X X X X X X X X
X X X X X X X X
<30>  <80> <60>  <20> <70>  <40> <50> <10>
<30>  <80> <60>  <20> <70>  <40> <50> <10>

Proposition 16 (MergeSort). MergeSort is a divide and conquer sorting algorithm whose performance can be summarized as
follows. The number of comparisons C(n) for an input of length n that is a power of two is such that C(n) < nlgn — (n—1)
and therefore T'(n) = O(nlgn). Space (additional to input) is S(n) = O(n). MergeSort is stable but does not sort in-place.
(The running time bound can be further tightened.)
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Merge sort

more
Proof.

MergeSort (A[0..n-1],n) T(n) C(n)
1. MS(A,0,n-1); T(n) C(n)

MS(A,1,r) // A[1 .. r] 1=1, r=n

1. if (1 <r ) { Theta(1) 0
2 mn= 1+ (r-1)/2; // m=(1+r)/2 Theta(1) 0
3. MS(A, 1, m); T(n/2) C(n/2)
4. MS(A, m+l, 1); T(n/2) Cc(n/2)
5. MERGING(A[1l..m],A[m+1..x],A[1l..r],m-1+1,r-m); Theta(n) <= n-1
6. }

Running Time and Comparisons plus Properties. If the running time of MergeSort is 7'(n) then so is the running time
of MS on n keys. MS on n keys has { =0 and r = n — 1. Lines 1 and 2 of MS are ©(1). MERGING of line 5 is ©(n) and line
3 and line 4 involves roughly n/2 keys in each call, each contributing 7'(n/2) to the running time respectively. Thus T'(n) is
given by

T(n) =2T(n/2) + O(n)
For a comparison count, if C(n) is the count for MergeSort and MS on n keys, line 3 and line 4 contribute C'(n/2) and C(n/2)
respectively. Line 5 contributes at most n — 1. Thus C'(n) is given by

C(n) <2C(n/2)+ (n—1)

MergeSort does not sort in-place as described; this is because of MERGING (uses Z a separate array for output, or as
intermediate space before the output gets copied back to X and Y'). MergeSort is stable by way of the stability of MERGING.
We can solve the recurrence relations above to derive a time or comparison count for MergeSort. For the latter see the recursion
tree of the next page that shows the number of comparisons for an input with n = 8 and also for n an arbitrary power of two.
It is straightforward to derive that C'(n) < nlgn — (n — 1), for n a power of two. (The recursion tree is shown on the next
page.) Moreover the implication is that the running time is

T(n) =0O(nlgn).
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Merge sort
more

Recursion tree. Recursion level 0 through lgn maps to the Divide part where we split the original (unsorted) input into smaller inputs
of half the previous level length until we get input sequences of length one at level lgn. A sequence of length one is sorted by default.
Thus the merging of line 5 would start merging smaller (sorted) subsequences to double the length (sorted) subsequences when recursion
pops up from level Ign back to level 0. On the way up (but also on the way down) at recursion level i there are 2! nodes in the recursion
tree. Each one of them maps to a subsequence of length n/2%; on the way up the subsequence becomes sorted when level i has popped
up (completed). Two such sorted subsequences are then merged at the next level i — 1 into one of size double of the length of the two
i.e. of length n/2""1. The number of comparisons performed during that merging would be at most n/2:"! — 1. For the popped up
level we show on the right the number of comparisons involved at a node of some level, and the total number of comparisons involved
on ALL the nodes of that level. The number of comparisons of MergeSort is then equal to the sum of the number of comparisons of all
levels i.e. the sum of the values of the last column indicated. It is similar to Example 25

Level #comps #node #comps
0 n per node per level
/ \
1 n/2 n/2
/ \ / N\
2 n/4 n/4 n/4 n/4
/ N\ /7 \ /N /N
lgn-1 2 2 2 2 ... 2 2 2 2
/N /N /N /N /N /NN /N
lgn 1 11 11 1 11 11111 111
N/ N/ N/ N/ N/ N/ N/ N
lgn-1 2 2 2 2 ... 2 2 2 2 2-1 n/2, n - n/2%x1
A AN N/ A4
lgn-2 4 4 4 4 4-1 n/4, n - n/2%x2
2 n/4 n/4 n/4 n/4 n/4-1  2x*2, n - n/2*x(lgn-2)
N/ A
1 n/2 n/2 n/2-1  2*%x1, n - n/2%*x(lgn-1)
\ /
0 n n-1 2%%0, n - n/2%*lgn
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Merge sort
End of analysis

Continued.

i=lgn—1

Cn) < Y (n-2)<n-lgn—(2+2"+ ... +2%"") <n-lgn—(2%" - 1)

=0
< n-lgn—(n—1).

Example 26 (MergeSort (Python)).

def MergeSort(A):
return(MS(A))

def MS(A):
if len(A) < 2:
return A[:]
else:
m (len(A)-1)//2
L = MS(A[:m+1])
R = MS(A[m+1:])
return Merging(L,R)
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Selection problems
Maximum and Minimum

Problem 11 (Maximum).
Input. A sequence A[l..n] of n comparable keys.
Output. The maximum of A i.e. the key r such that » > Afsj] for alli =1,...,n.

Problem 12 (Minimum).
Input. A sequence A[l..n] of n comparable keys.
Output. The minimum of A i.e. the key r such that r < Afi] for alli =1,... n.

Solution. We are interested in finding an efficient solution to this Maximum (and its symmetric Minimum) problem. We
provide solutions for both (Pascal indexing) and do it counterway (for loops in opposite directions).

MAXIMUM( A[1..n], n) MINIMUM( A[1..n], n)
1. r = Alnl; 1. r = A[1];
2. for(i=n-1 ; i >=1 ; i--) { 2. for(i=2; i <= n; i++) {
3. if Ali]l > r 3. if Alil < r
4. r = A[i]; 4, r = A[i];
5. ) 5.}
6. return(r) 6. return(r)
|
If we have found the maximum of the last n — i elements that are stored in positions Afi + 1], ..., A[n| and this maximum

is maintained in variable r we then go to the next element (downwards) of the sequence which is A[i]. We do not need to

compare this element with all previous n — i elements, we just need to compare A[i] with the maximum of the last n — i

elements already stored in r. Thus line 3 determines whether A[i] is the new maximum of A[i], A[i 4+ 1]... A[n]. If this is the

case r gets updated in line 4 if a value greater than the current maximum has been encountered, otherwise line 4 is ignored.
The code for MINIMUM works similarly.
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Maxi_mum and Minimum
continued

Lemma 17. The number of comparison performed (by MAXIMUM or MINIMUM) is n — 1.

Proof. Running time of MAXIMUM. Line 3 of the for loop is executed n — 1 times; Line 4 is executed at most n — 1 times
but as few as 0, if A[n] is apparently the maximum. In other words T'(n) is a linear function to n and thus 7'(n) = ©(n).

Number of comparisons of MAXIMUM. This is easier to compute. Line 3 is executed n — 1 times exactly. Thus to find
the maximum of n keys we need to perform n — 1 key comparisons (such as those between A[i] and r). |

Answer. We can write the code for MAXIMUM one way or the other way and so can we the code for MINIMUM. However
if the function is to be used by a sorting algorithm to be called StableSelectionSort, for StableSelectionSort to be stable, if all
keys are equal, the minimum must be the first (of equal) keys and the maximum the last (rightmost). |
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Maxi_mum and Minimum
continued

Question. NO. n — 1 is the best we can do. Every key that is not the maximum must be disqualified form being MAXIMUM.
In every comparison we have one diqualification. We need to have n — 1 disqualifications for the n — 1 keys that will not
be the MAXIMUM, thus we need at least n — 1 comparisons. Think it also the following way. If there is an algorithm
that ’finds’ the MAXIMUM in n — 2 comparisons it means that at most n — 2 keys got disqualified, one was decided to be
the MAXIMUM and (at least) one key never got disqualified. Change the value of that key to something larger than the
MAXIMUM value and repeat the comparisons of the 'n-2” algorithm. All remaining keys have the same values as before so
all previous steps/comparisons would be repeated. The only problem is that the wrong MAXIMUM would be reported now!
(The previous MAXIMUM is not the MAXIMUM any more as a keys has a value greater than that.) [ |

Question. We just proved that MAXIMUM is comparison efficient. Thus it is also time efficient. In the worst-case we can do
no better than ©(n)! |

Question. We are frugal in space allocation for MAXIMUM; other than A that holds the keys/elements, we only used i and
result i.e. a constant number of variables (i.e. ©(1) variables). So it is space efficient (asymptotically). No matter what you
do you need one variable to hold the answer, and the difference between one and two is not asymptotically important! [ |

Question. Yes because it is space and time efficient! [ |
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Sorting
Stable sorting and more

Every sorting algorithm can be turned into a stable sorting algorithm, if it is not. To achieve this, we modify the input.
If the i-th input key is k;, we “augment the key” into (k;, ), where i is either the index or memory location storing k; in the
input. A comparison always resolves into < and > and never to =. For (k;,7) # (k;,j) a k; : k; resolves to < or > or we further
compare i : j to resolve to < or >. Sorting the sequence (k1, ko, . ..), is equivalent to sorting the sequence ((k1, 1), (ko,2),...);
in the latter sequence however, no two keys are equal (i.e. they are all distinct) so stabibity problems are not possible.
Comparison-based and Distribution-based sorting
Comparison-based

In-place NotInPlace Stable Not-stable
InsertionSort NaiveSort InsertionSort HeapSort
SelectionSort MergeSort  SelectionSort QuickSort
Odd-Even Tr. Sort QuickSort Odd-Even Tr. Sort
HeapSort MergeSort
Distribution-based

In-place NotInPlace Stable Not-stable

BucketSort  BucketSort

CountSort  CountSort

RadixSort RadixSort

(As we already mentioned, SelectionSort refers to the stable version also known as StableSelectionSort.)

All of the sorting algorithms we have examined so far are comparison-based. A function compare compares two keys and a
negative, 0, or positive value (eg-1,0,+1) is then output. There exist some sorting algorithms that do not use key comparisons.
Instead they inspect the key values because they have prior knowledge of those key values. Such algorithms are known with
the names of CountSort, BucketSort and RadixSort.
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Algorithms
Analysis recapture

Let A be an algorithm, and / an input instance of n keys.

1. Running time of a single input instance: T4(n, ). It is the running time of algorithm A on an input instance I of
n keys, i.e. of problem size n.

2. Worst-case running time: Wy(n).
W4(n) = max {Ta(n,I)}.

L|I|=n
3. Best-case running time: By(n).
Ban) = min {Ta(n. D)}

4. Running Time T4(n) or just T'(n).

=
G
I

T(n) = O(Wa(n)).
If Wa(n) = ©(Ba(n)), then we can also write,

Ta(n) = T(n) = O(W4(n)).

Examples. The best-case running time of InsertionSort is attained by a sorted sequence: Thus Tissort (1, Sorted) = O(n).
Its worst-case running time is attained by a reverse sorted sequence: Tinssor (12, ReverseSorted) = O(n?).

The running time bound of InsertionSort is O(max; Tinssort (7, I)) = O(n?). This is because max; Tinssort (1, [) = O(n?) as
the maximum is the running time of a reverse sorted sequence. When we say that the running time of InsertionSort is O(n?)
we mean that its running time can be ©(n?) for some inputs, or anything in between for some of the other inputs, including
©(n) for some other inputs. More on asymptotic notation in Subject 2.
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Static and Dynamic Sets
Introduction to operations on Sets

Sets as well as operations on sets are of paramount importance in computer science. Although in a mathematical context
a set is a static concept, in computer science a set becomes a dynamic entity whose size can change during the course of the
execution of a program/algorithm. Such sets are called dynamic to distinguish them from static ones. In the remainder at
some point we shall drop the static or dynamic: the type is to be derived from the relevant context.
For a dynamic set we need to introduce the operations that operate on that set and describe algorithms that implement these
operations. Such operations can be modifying operations or probing operations.

Modifying operations. Data structures get modified through “modifying operations” that add to or delete elements from
them. Thus such operations are valid or make sense for dynamic sets only. Modifying are operations such as Insert(k),
Delete(z), ExtractMax() or DeleteMax(), ExtractMin() or DeleteMin(), that modify a set. Here k is a key value, and z is
a pointer or reference to the element that is going to be deleted (the element is an object that includes a key value as its
members.) Moreover for Delete we do not need to Search for the element z or its key value. A modifying operation on a set
must leave the set in the same state prior to the operation: thus if a set satisfies a property prior to an operation, the same
property must still be satisified after the operation. With modifying operations the size of the set usually changes: it either
increases or decreases. One needs to have safeguards for underflow and overflow. Underflow is an attempt to delete an element
from an empty set, and overflow to insert an element into a full set-(and fullness might have to do with the lack of available
physical (RAM) memory. An operation ExtractMax could also be a modifying operation: it deletes the Maximum element.

Probing operations. Static data structures support “probing operations” that do not modify the data structure i.e. neither
increase nor decrease the number of its elements nor change its structure. Probing operations are operations such as Search(k),
Min (i.e. Minimum) or FindMin, Max (i.e. Maximum) or FindMax, Predecessor(x) and Successor(x) that do not modify the
set but just probe it. Here k is a key value, and x is a pointer or reference to the element whose successor or predecessor will
be determined (and z as an object contains a key value as its member data). The size of the set remains the same during and
after the operation.
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Dynamic Sets
Operations

Efficiency of representation of a set: choice of data structure. Issues related to the efficiency of these operations need
to be dealt with as well. Foremost and related to such issues is the problem of the representation and storage of a set in the
memory of a computer.

In the following discussion U is a universe of elements, S C U denotes a set and x € U is an element of U. Each x has
associated with it a field key with value k. Other information may also be associated with x. Without loss of generality we
shall ignore this additional information as for the operations that we shall describe for a set S, this additional information
does not affect the description of the operations.

Search(S,k) Given a set S and a key value k, decide whether there exists an element x of S whose key is k. If
there exists such an x return a pointer to x, otherwise return NULL.
Insert(S,x) or Insert(S.k). Given a set S, x is inserted into S; an alternative is to insert just a key value k. (z
usually contains & plus additional information.)
Delete(S,z) Given a set S, and a pointer to an element z of S, element z is deleted.
Min(S) Given a set S find the element of z with the minimum key value and return the value (or the
element with the min value). ExtractMin or DeleteMin also deletes element.
Max(S) Given a set S find the element of x with the maximum key value and return the value (or the
element with the max value). ExtractMax or DeleteMax also deletes element.
Successor(S,x) Given z and S the element of S is returned with value the next larger to the value k of x or NULL.
Predecessor(S,x) Given z and S the element of S is returned with value the next smaller to the value k of  or NULL.
| 580 |--=>] 20 |-->| 10]--> |30 [--> | 40 |
R T i e R L

Predecessor and Successor. The Predecessor(x) of x is the largest element < z. Thus the predecessor of 50 is 40. The
Sucessor(x) of = is the smallest element > x. Thus the sucessor of 20 is 30. None of those operations has anything to do with
pointers or references (next, previous or otherwise).
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Sets
Dictionary

A dictionary abstract data type consists of words (data model) and operations such as Insertion of a word, Search for a
word, and possibly Deletion of a word from the dictionary.

For a given dictionary An Insert is an operation that inserts a word into the dictionary thus increasing its size by one.

A Search is an operation that searches for a word in an already formed dictionary.

A Delete is an operation that deletes a specified word from the dictionary thus reducing its size by one.

Static Dictionary. For such a dictionary the number of its elements (words) remains the same. A static dictionary is one that
does not support operations Insert and Delete. Only a Search or similar operations are allowed. (Think of a book dictionary
that allows for look-ups only.)

Dynamic Dictionary. A “full-dictionary” is a dynamic data structure that supports operations Insert and Delete in addition
to Search. Its size can thus change either on the upside or the downside.

A data-structure for the Dictionary ADT

There are many ways one can implement a dictionary. One could use an array, a sorted array, a linked-list or a sorted
linked-list, or a binary-search tree to implement a dictionary ADT. (A linked-list can be singly-linked or doubly-linked.) If
an array is used, Search would be a slow operation if realized through LinearSearch; a sorted array can take advantage of
a more efficient search operation known as BinarySearch. Thus the data-structure chosen affects the performance of the
operations and also dictates the possible algorithms that can be used to realize them.
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Linked Lists _
Singly or Doubly linked

Array vs Linked List structures. For an array A to find the i-th element takes ©(1) constant time as in Afi — 1] (C/C++
indexing). An array is a random access data structure. We can access the i-th element of the array in unit time. Whether
we acess the 1st, i-th or last element, the time is the same. Random Access means the same as the term Random Access
Memory (RAM). For a linked list L take O(i) time as we need to traverse all prior i — 1 elements.

Singly vs Doubly Linked List. For the former Delete(z) is a (i) operation if element is the i-the element from the start
of the list (head pointer available only). For the latter Delete(z) is a constant ©(1) time operation. Always use in practice a
doubly linked list.

Singly and Doubly Linked List. Several times both a head pointer (points to first element) and a tail pointer (points to
last element) are available.

In a circular list next of last element (tail) is the first (head).

What is a Sentinel? We may avoid the use of null pointers by making such elements (pointing to null) to point to a sentinel
element (a default-non-valid-list-element) that points to the head of the list.

Overflow is the exception of trying to Insert into a Full structure (queue, stack, etc).

Underflow is the exception of trying to Delete from an Empty structure (queue, stack, etc).
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Stacks and Queues
Quick overview

Stacks and queues are dynamic sets where the element that is being deleted by a DELETE operation is prespecified. In a
stack this element is the most recently inserted into the stack. In a queue it is the element least recently inserted. For this
reason the two structures are also known as LIFO (last-in first-out) and FIFO.

For a stack, the Insert and Delete operations are more often called Push and Pop.

An implementation of a stack in terms of an array is immediate. The leftmost end of the array is the bottom of the stack,
the stack grow to the right and the top of the stack is pointed by a pointer top. A stack with no elements is an empty stack.
If an operation tries to reach an element past the left end an underflow has occurred. If it tries to reach an element past the
right end an overflow is flagged.

For a queue, the Insert and Delete operations are more often called Enqueue and Dequeue.

A queue has a head and a tail. A dequeue operation removes the element of the head, and an enqueue operation adds an
element at the tail of the queue.

An implementation of a queue in terms of an array is easy if we use a floating pointer to denote the head and the tail of
the queue. Initially head and tail point to the beginning of the queue. If head=tail+1, the queue is full. When they are equal
the queue is empty. Head points to the first element and tail next to the last element (i.e. the first available position). When
tail or head reaches n (size of array) the value is rolled over to 1, that is, we visualize the array as a circular one.

EmptyStack(S) PUSH(S, x) POP(8)

1. if top(S)==0 top(S)=top(S)+1; if EmptyStack(S)

2. return(TRUE); S[top(S)] = x; return (UNDERFLOW) ;
3. else else

4. return(FALSE); top(S)=top(S)-1;
5. return(S(top(S)+1));
1. Enqueue(Q,x) Dequeue(Q)

2. Q[tail(@)]1=x; x=Q[head(Q)];

3. if (tail(Q) == length(Q) if head(Q)==length(Q)

4.  tail(Q)=1; head(Q)=1;

5. else else

6. tail(Q)++; head (Q)++;
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Implementing a doubly linked list
Overview

If we have say a doubly-linked list with two pointers next, prev, and key, we can represent such a list by three arrays one
for each of next,prev, and key. A pointer value then becomes an index value of the array.

Sometimes it makes sense to represent a list in a single array. Then, an element of the list will occupy space m which is
large enough to store prev, next, and key (for the first two an array index is stored for each prev,next). A pointer points to
the first position of size m allocated to the pointed linked-list element.

As a linked-list is a dynamic data structure in both representations elements are added to and deleted from the list. If the
arrays/array are/is of size n a naive approach of implementing linked-list operations on these structures may cause problems
after the first n operations.

We need to some how record the freed positions (after a delete operation) and reallocate these positions whenever an Insert
is issued. The garbage-collector is responsible for such allocation/deallocation operations.

To allow this we keep in the free list all available memory (ie it is a linked list). Initially the whole memory belongs to
the free list. Whenever a portion of the array is deleted it is added to the top of the free list and whenever an element needs
to be allocated it is allocated from the top (ie it is a stack). Every element is either in the list L or in the free store.

This is one reason why it is advised that a malloc(A), malloe(B) in the C programming language be followed by a free(B)
and free(A). Why is it so?

The methods we used to represent lists extend to representing any homogeneous data structure including trees. We can
represent a binary tree by using three fields, left and right to point to the children of the node/element of the tree and p to
point to its parent. An element with both left and right NULL is a leaf. An element with p NULL is the root pointed to by
root(T).

Suppose that a tree node has unlimited degree (number of children). Then left(x) points to the left child y; of x and right
(y1) points to its sibling y» (second child of x) and so one until the last one y; points to nil (no more siblings).
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Implementing a doubly linked list
Example

< tail
head----> | Tom |--->| Jerry |--> NULL
| | | | NUL not NULL delimited string
NULL <--| |<=—=1 | NUL is a ’character’ whose
all bit 0 i.e. 8 bit O in ASCII

10 11 12 13 14 15 16 20 21 22 23 24 25 26 27 28 29
[13]24]-1]1-1120]10]| T om O J e r y O
ey y————

Jerry Tom a : previous pointer (to first of
—————————— 3 addresses)
la Ib lc | b : pointer to Name
—————————— Cc : next prointer (to first of

3 addresses)
-1 : NULL
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Binary Trees

Tree Traversals (C5114/116/505 or CS 241/506)

Formal definitions of binary trees are in Subject 3. In the mean time we describe some binary tree traversals. A tree
traversal is a process of visiting each of the vertices of a rooted tree exactly once. For rooted trees preorder and postorder
tree traversals are defined. For the specific case of a binary tree three such traversals are quite known: inorder, postorder,
preorder. In preorder, parents are visited before their children; in postorder after their children; for binary trees, left children
are visited before right children. Inorder traversal has a meaning only for binary trees: left subtree of a parent is visited before
the parent followed by right subtree. As a rooted tree may or may not be ordered, inorder is not well-defined /meaningful.

pre-visit(u) :: {prelul=pre++; print(<u,prelul>);} ;
in-visit(w) :: {in[ul=in++; print(<u,inful>);} ;
post-visit(u) :: {postl[ul=post++; print(<u,postl[ul>);} ;
BT-Inorder (u) BT-Preorder (u) BT-Postorder (u)
1. if u != NULL { if u != NULL { if u!= NULL {
2. BT-Inorder (left(u)); pre-visit(u); BT-Postorder (left(u));
3. in-visit(u) ; BT-Preorder(left(u)); BT-Postorder (right (u));
4, BT-Inorder (right(u)); BT-Preorder (right(u)); post=visit(u);
} } }
10 Pre: 10 20 30 40
/ \
20 30 In: 20 10 40 30
/
40 Post: 20 40 30 10
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Tree traversals

BFO and DFO

BFO (Bread-first Order) traversal. Another useful traversal is the breadth-first order (BFO) traversal obtained as
follows.

RT-BFO(root(RT)) // RT is a rooted (not necessarily binary) tree
1. visit(root(RT)); // visit[root(RT)]=i++; print(visit[root(RT)]);
2. repeat until all vertices are visited
3. visit an unvisited child of the LEAST RECENTLY VISITED

vertex with an unvisited child
END_BFO

If LEAST RECENTLY is replaced by MOST RECENTLY, a depth-first order (DFO) traversal is obtained.

We can extend these two traversals from rooted trees to graphs. If G is a graph and s is an arbitrary starting vertex, we use
this vertex as the “root” of the traversal by visiting s first and then repeating the following step until there is no unexamined
edge (u,v) such that vertex u has been visited.

Search Step. Select an unexamined edge (u,v) such that u has been visited and examine this edge, visiting vertex v if v
has not been visited yet.

DFO (Depth-First Order) traversal. If u is the MOST RECENTLY VISITED vertex we get a DEPTH-FIRST order. In
BREADTH-FIRST ORDER traversal v is the least recently visited vertex.

10 DFO: 10, 20, 40, 50, 60, 30
/ \
20 30 BFO: 10, 20 30, 40, 60, 50
/ \
40 60 DFO stack BFO queue
/ |30 | e
50 |60 | 10 20 30 40 60 50
|50 | mmmmmmmee e
40 |
[20 | Tie Breaker : Smallest lable wins
[10 |
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Notice _ _
Problem Set with Solutions

These Problem Sets are not for credit. They are provided as are for your practice. Several problems are provided with
solutions. These can be discussed with the instructor after a student has studied the relevant material. Some other problems
are provided with either no solutions at all or a hint of a solution. They are there for your reference and will not be discussed
further. For some solutions provided you might have to fill in details related to calculations or intermediate steps.

Before you try these problems: (a) Study the designated textbook, (b) use the Subject notes (typewritten notes available
through the course web-page from the password-protected section C) to review your study of the designated textbook material,
(c) resolve the examples done in class, (d) then practice with some of these problemsPS (Problem Set), and then if you have
time, (e) solve some of the problems of the designated textbook, and (f) solve m@?:% problems from the PS especially the ones
with minimal solution information. \p Qng

Several PS problems appeared in past exams or homeworks. >
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Problem Set
Problem 1.

(a) How many bit do we need to minimally represent A = 2™~'? How many for B = 2™ — 1?7 Minimally means without
leading zeroes. How many bit do we need to represent all unsigned integers between 2™~ ! and 2™ — 1?7 Express the answer as
a function of m.

(b) Use the result from (a) to show that every positive integer L can be represented using [lg (L 4 1)] bit.

Proof. (a) A=2""1is an 1 followed by m — 1 zeroes. B = 2™ — 1 is a sequence of s,
So both integers need m bit to be represented. If the extremes A = 2™~ ! and %Q}“ 2™ — 1 need m bit so do all integers L
between A and B such that A < L < B. <9
SRS
& %QO
(b) Every positive integer L can be sandwitched between an A, and a B ﬂ@ﬁpar@(a) for some integer value m. Thus
o
&\ SZ}
2l < L < z@» \{\0
2l 41 < i)@& @m
m—1 \'& m
2"t < DgXe

g2 %L+ <lg (2™)
m %?f %ng (L+1) <

\,

O\

%@ >

The term lg (L + 1) is strictly greater thank é@and at most m. Its ceiling [lg (L + 1)], which is an integer, can not thus
be m — 1, because the smaller 1g (L + 1335 gg@\ter than m — 1, and therefore [lg (L + 1)| must be the next greater integer,
ie. m. Therefore m = [lg(L+1)]. On cgh use the same method symmetrically on the right inequality, to also show that

m = |lg L| + 1. Therefore m = U@D{f =g (L +1)]. m

%O
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Problem Set
Problem 2.

You are given the following function definition in pseudo C++/C. How much is f(91)7 How much is f(92) 7 How much is
£(99)? How much is f(100)? Explain.

int f(int x) // x is integer
return( (x>100) ? (x-10) : f(f(x+11)) );

Proof. We start establishing f(91) by using the two conditions A:

f(91) —ConditionB

/‘\

—10) if z > 100§nd B: f(z) = f(f(z + 11)) otherwise.

(%)
91 +11)) &

f(

f( <
—ConditionA f(102 — l@f’ /,Q(l“

f(

We have just proved that f(91) = f(92). We next find f(92). >'QA ' bczf\

f(92 C’ondztzonBQ7 fKQ + 11
= Cf“ £87(103))
T n@\f (103 — 10
We have just proved that f(91) = f(92) = f(93 Q@e L@Xt find that f(91) = f(92) = f(93) = f(94), and proceeding similarly
that f(91) = f(92) = ... = f(100). We thus ﬁé’no@ £(100).

Q @ l@& —ConditionB f(f(lOO + 11))
\x\ S f(F(111))
QQQ\ K&QQ =Conditiona f(111 —10)
<9 - a0

—ConditionA 101 — 10
= 91

Therefore f(91) = f(92) = ... = f(99) = f(100) = 91. |
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Problem Set
Problem 3.

Give a closed-form solution for the sum (i.e. compute the sum).

n

> (@ +4),

i=0
Proof. The sum
- >
2 +4°), &
;( ) S

can be rewritten as . ,i*+ > ;4. The second sum is given by Documen%@\zgg%i:” = n?(n + 1)?/4. For the first sum, we
use the technique outlined in Document 2. Let the first sum be denoted b}’g\%ﬁg.wﬁ

One can appreciate asymptotic analysis of the performance of an algori‘lghr\n otfasymptotic notation if he or she tries to solve
the following question or problem. What is the smallest value of %wch a@ﬁt an algorithm whose running time is 128nlgn
runs faster than a algorithm whose running time is n?. What is th&;&ns ? Faster means smaller running time! For n = 1024
the former algorithm is slower than the latter. For n = 2048, 1}¢ x}ﬁer is faster. If we spend a little bit more time trying
values between 1024 and 2048, using binary search in the inﬁé@al\\' 524, 2048], we conclude that n = 1329 is the cutoff point!

N
%_?*S%g; > i
Y &=
From Document 2 i.e. obtain that Sy = . , z@@’rz(ge}\ 1)/2. Similarly to Document 2 we use the identity
q/

Q
O (1) = P43 43I+ 1.
S
We substitute 1,2,3,...,n for ¢ in the\:x' nt&t?and we get a set of n equations
N 0
QPQYJ@ (14+1)7° = 1343-1243-1+1
S 241)° = 2P+3.22+3.241
B+1)7° = 3¥+3-3+3-3+1

(n+1?° = n*+3-n*+3-n+1
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Problem Set
continued

By summing up these n equalities we obtain the following.
(Note that the left hand side of the i-th equality cancels out in the grand sum with the first term of the right hand side of
the (i + 1)-st equality, i.e. (24 1)? of the second equality cancels out in the sum with 3% of third equality).

(n+1)7°* = 13+3(n @'2)+3(n i) +n

(n+1)3

Il
AU
}i@
M

(n+1)7°* = 13+3§z}@r§,§ﬂ2+n
(n+1)P°—-13-n—-35 = 352?" 4@
(n+1P—m+1)—-3nn+1)/2 = §§2\b®
(n+1)n*+2n+1—1-3n/2) \Q%;o 35\9

(n+1)n(2n +1) @Z \&\ 5
& 0\
> S
Therefore, D :
QQC){ \
S%%:Z‘Q@ n(n+1)(2n + 1)/6.
P &0
Then by adding up the expressions for S é\%} %%ve get that
\’\ T
n QO @
PGESHE S@@QSE;@ N+ 1)(2n +1)/6 + n2(n + 1)2/4 = n(n + 1)(3n% + Tn + 2)/12.
1=0 %Q
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Problem Set
Problem 4.

Use mathematical induction to show that when n is an exact power of two, the solution of the recurrence

T(n) = 8 ifn=2
T 2T(n/2) +n ifn=2% for k> 1

is T'(n) =nlgn+ 3n.

Proof. We show the claim by induction. We first form proposition P(n) that is to b@%roved

Proposition P(n) : T'(n) = 3n + nlgn. %Q\’

Since we only need to show P(n) not for all n but only for n being a power of two, we can transform P(n) into a Q(k) such
that Q(k) = P(2%) using n = 2% and k > 1. Q(k) is thus given by the follow@ﬁg ex\;a?@ssmn

\\ K\
Q)+ TEY =324k 2= (kﬁﬁ 3) - 2F.
(Z)\/ k
The recurrence T'(n) = 27(n/2) + n can also be written in terms Q@ sm@e n=2"as
T(2%) =2
(Z;Q@%\Q
We show @Q(k) by induction on k. Q\

Base case (Q(1)). For k = 1 and subsituting for k = ‘l’*ln @fk) we get that T'(2') = (1 4 3)2! = 8. This is true by the way
of the base case T'(2) = 8 that is glven 5‘/ \Q

Inductive step Q(k —1) = Q(k). Q(k—1) i é&fuw@ent to T(281) ie. T(2871) = (k +2)2%"1. We expect to establish the
implication involving Q(k) i.e. T(2%) = ( 3&%’“ from Q(k — 1).

We use the recurrence T'(2%) = 27°(2F1) —I—i\Z‘\ aanEn it we substitute for the T(2871) as obtained from Q(k — 1).

T@ @*?2’“ = 2.T(2" Y 42k
CPQJ@O YEV 2 (k) 2t 2t
<O = k-2F42.2F 4ok

= k-2"43.2"=(k+3)-2F
We have thus proved that T'(2F) = (k + 3) - 2F i.e. Q(k) is true. This completes the induction and shows also P(n).
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Problem Set
Problem 5.

How much is the sum > (i — 1)z’, 0 < x < 1?7 Explain.

Proof. We use the derivation shown in class, and also available in the appendix of Subject 5, or in Document 2.

, (1 —x)?
1=0 RS
O
or @Q
o &
Siae o &
ixt = S o
LT

From > % i 2! = a II)Q, we take the first derivative once more of bo%‘b, &dg@ We get

i (i —1) Z—Q;@&v b@
i(i — x s
i=0 {Q@ \&1 — )
& i
We then multiply both sides with z%. We get \é‘r' QQQ\“
LS
P 2
VIR s P —
S (1—x)?
SF
D
All of the steps are ok since 0 < z < 1. Re@t @en.
> \®\ "
\\\%
K)
%O
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Problem Set
Problem 6.

One can appreciate asymptotic analysis of the performance of an algorithm or asymptotic notation if he or she tries to solve
the following question or problem. What is the smallest value of n such that an algorithm whose running time is 128nlgn
runs faster than a algorithm whose running time is n?2. What is the answer?

Proof. Faster means smaller running time! For n = 1024 the former algorithm is slower than the latter. For n = 2048, the
former is faster. If we spend a little bit more time trying values between 1024 and 2048, using binary search in the interval
(1024, 2048], we conclude that n = 1329 is the cutoff point! 4@6 [ |
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Problem Set
Problem 7.

1. int FIND (int n)
2. int 1,j,sum;
3. sum=0;
4. for (i=1;i<= n;i = i*2) { // processing loop
5. for (j=1;j<= n;j++) {
6. sum = sum + 1; {éb
'{\
7. Q
} &
8. } S
X )
9. return(sum); .§> Q>
&0 (N

(a) What is the value of sum at the completion of the algorithm? Why@xgr@‘ss your answer as a function of n.
(b) What is the worst-case running time of X7 What is the best- C&S@’Tug@mg time of X7 Explain. Use asymptotic notation
to express your answers. V;o\

& \&\
Proof. The outer loop is incremented for values of ¢ such th@ﬁxo—@g 2,4,...,n,ie. lgn+ 1 times and so many times is the
loop of lines 5-6 executed. The test ¢ < n succeeds lgn + LtlmeQ\for 1= 1 ,n and fails for i = 2n.
(a) For every such successful i the inner loop is executedgé IS& number of n times. Therefore at the completion of the loop
the value of sum is given by ></ Q

1@9+ 1{@# =n-(lgn+1).

Q>
The value of sum is therefore nlgn + n. Q,Q QJ@
(b) The loops of lines 4-6 are fixed. Thel@bre\@est case and worst-case running time are the same. The running time is
O(nlgn) as line 6 is executed (exactly)n lg\lz»\t’lmes for any n, and all other contributions are ©(1). Therefore best and
worst-case running time are O(nlgn kg \\ KB

C)O xO |
%O
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Problem Set
Problem 8.

What does the following code do? Explain. A, B are bit arrays.

Who(A,B,C,n)

1 integer c;
2 c=0;
3. for i=1 to n do
4. C[il = C( A[i] + B[il ) + c; &

// majority(a,b,c) =1 if at least two of a,b,c are 1; O otherwcgée
5. = majority (A[i] , B[i] , c); %x o
6. endfor 6\&& 0
7. Cln+1] = c; \00&?/

w»o
Proof. Self-explanatory. W Qf;o‘j
Sum(A,B,C,n) }QQTJ &\Q

1. integer c; /* the carry of the addition */ @Q} "QQ”\OQ
2. c¢c=0; e M
3. for i=1 to n do @QJ é&)@\
4 C[i] = ( A[i] + B[i] ) + c; q}/ 2

// majority(a,b,c) =1 if at least xﬂ) of\\@,b,c are 1; O otherwise
5. ¢ = majority (A[i] , B[i] , <); &V BO
6. endfor \% <

L0
7. Cln+1] = é\> \x%\
7L
QQQ\ &On u
%O
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Problem Set
Problem 9.

(a) What is the number of key comparisons of Insertion-Sort on the n-key sequence (10,10, ..., 10, 10,9), which are all 10 but
the last one which is a 97 Justify your answer.

(b) What is the running time (and also number of comparisons in the worst case) for an already sorted input when MergeSort
is being used? First use an asymptotic bound (and then a tighter/exact bound).

Proof. (a) The n—1 keys with value 10 require n — 2 comparisons to get 'sorted-out’ in the first n-2 iterations of InsertionSort
(the first iteration is skipped!)! The last key with value 9 requires by itself n — 1 ex&@ comparisons. The total is 2n — 3.
/'x

(b) Hint: Show it is not a ... linear bound! <
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Problem Set
Problem 10.

Give a TRUE or FALSE for each one of the statements below. Any answer other than a full TRUE or FALSE will be

considered wrong. All algorithms

(1) InsertionSort is stable.

(2) InsertionSort is not stable.

are the book/notes implementations.

(3) InsertionSort sorts in-place. ” 4@5
>
Proof. TRUE,FALSE, TRUE, %@% .
Sy u
\:(/\‘0 K\Q
&
) Q
& YQQ\
&
{ "S\\\
S
s
NS
P&
S
S
\Q\ \/Q)M
S
KNS
Xy
%O
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Problem Set
Problem 11.

Give a TRUE or FALSE for each one of the statements below. Any answer other than a full TRUE or FALSE will be
considered wrong. All algorithms are the book/notes implementations.

(1) On the decreasing input sequence (n,n — 1, ..

., 1), InsertionSort has running time that is ©(n?).

(2) On the input sequence (1,2,...,n), MergeSort has running time that is Q(n).

(3) On the input sequence (1,2,...,n), InsertionSort is asymptotically faster tha&@Selection—sort.
;"x

O
Proof. TRUE, TRUE, TRUE. &
&9
\6? Q‘@QO
VY [ ]
>
& O
F O
¥
CHFS"
{ "S\\\
S
TS
NS
P&
& S
S
\Q\ ﬂ\/fbu
SN
X
%0
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Problem Set
Problem 12.

Write pseudocde for merging two sorted sequence A, B of n keys each.
Proof. Do it! Or fill in the details!

Merge(A,B,C)
1. integer indA,indB,indC;

/* indA, indB, indC run through A,B,C */ Q@

2. indA=indB=indC=0; ke
3. while (indA <= n) and (indB <=n) &

o
4. tempA= ; ' %}@ Q(@QO
5. 1.:empB= ; \\0 4§/
6. if X~ o7®
7. C[indCl=tempA; indA++; Q“\M &zfx‘
8. else M@\ \QQ\
9. C[indCl=tempB; indB++; ¥ &

. S .48
10. indC++; € «\QQO
11.endwhile & KN
12.  if (indA < n) x?* S
. . Y% AQ
13. if (indB < n) Q,Q% “%b
’ S
Question: Say the architecture does not supp&@&a %@})eration but only supports >. What can you do? [ |
QO &
NI
A\O Q
SN
RS
&
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Problem Set
Problem 13.

You are give a sequence A of n keys. Determine whether there exist duplicate keys in the sequence by an algorithm
whose worst case running time is o(n?). (o is a little oh). Your algorithm should answer a YES or NO depending on whether
duplicate keys exist or not. Example. Sequence A = (3,5,6,8,0) has no duplicate keys but A = (Tony, Jim, Adam, Jim),
has duplicate keys (e.g. Jim appears twice).

Proof. Sort the keys; then compare adjacent keys in the sorted sequence. If two of them are equal say YES, else if the end is

reached, say NO 4@5
&>
DUP(A,n) // A[0..n-1] &
1. MergeSort(A,n); 6\&@ ng
2. for(i=0; i < n-1 ; i++) &0 (N
QS
3. if A[i] == A[i+1] ™ oﬁ
4 return(YES) Q)QV* BQ;\‘
) ,: N
5 return(NO); S O
& O
S
& &0 u
‘- D
&S
Xv’ &
RS
P &
Q
B D>
\Q ﬂ\/fbu
KON
RS
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Problem Set
Problem 14.

Let A[l..n] be an array of n distinct numbers. If i < j and A[i] > A[j], then the pair (4, j) is called an inversion of A.

(a) List the inversions of array (5,7,2,1,4).

(b) What array with elements from the set {1,2,...,n} has the most inversions? How many does it have? Express the answer
as a function of n.

(c) What is the relationship between the running time of insertion sort and the number of inversions in the input array?
Justify your answer. S

L
Proof. (a) We have seven inversions (1,3), (1,4), (1,5), (2,3), (2,4), (2@&}, (3,4). Do (b) and (c) yourselves. H
&
o
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Problem Set
Problem 15.

The insertion sort procedure outlined in class uses a linear search to scan (backward) through the sorted subarray A[l...j—1].

a) Let us assume that C'(n) gives the number of comparisons required to sort n keys. Can we use a binary search
procedure instead of a linear search to improve the overall worst-case performance of insertion sort so that C'(n) = O(nlgn)?
Justify your answer.

b) Let us call the algorithm of part (a) that uses binary search BIN_INSERTION_SORT. Let the running time 7'(n) of
BIN_INSERTION_SORT includes both comparison and assignment operations. Let the cost of a comparison operation be A and
the cost of an assignment operation be B. Express the worst-case time performanc\ insertion sort in terms of n, A and B.
Use asymptotic notation to express your answer. (Note that A and B may not b@%%\onstant).

Q
Proof. Binary search on an array of size n takes O(lgn) steps i.e. time i.e. c@bﬁﬂpa{‘éﬁé’ns. Therefore, binary search on an array
of size j take O(lgj) steps. Q- s
a) We can use binary search to insert key into the array A[l...7 — 1]. rﬁl& guld require O(lg j) comparisons. Therefore the

total number of comparisons C'(n) required in the worst case for allo*k\gy \é@
N

& Q
1 & ys&\
C(n):ZOng Zlg] 1g1—|—lg2+@e+]g§§):O(lg(l-Q-...-n)):O(lgn!):O(nlgn),
g=1 \6‘7' CJQQ\"

where in the last equality we used Stirling’s approxw}atl%fgrmula for the factorial.
b) Even if the number of comparisons is decreas fm@ @( 2) to O(nlgn), the number of assignments remains the same
as by say inserting key x into position [ all O\pylng positions A[l...j — 1] must still be shifted one position to the
right. Therefore the worst-case time will co a a@%? term to include the number of assignment operations performed. By
multiplying each comparison by A and ea@}as&@nment by B, the worst-case running time is given by ©(Anlgn + Bn?). (In
practical cases the cost of a COIIlpaI"ISOIl\ ca&}tbe quite high if it involves a function call compared to the cost of an assignment
B which can be considered very s%adg\ a Sb}stant) if it involves memory transfers only (no function calls).

%O
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Problem Set
Problem 16.

What is the worst possible number of comparisons for merging two sorted sequences of n keys? Argue about the number and
show two such sequences.
What if we have two sorted sequences of 1 and n keys?

Proof. Let the two sequences to be merged be A = (ay,...,a,) and B = (b,...,b,). The worst possible case is when
a; < by < ay <by <...<a, <b, The position of b; can only be determined after comparing b; to a;_; and a;, except of
course for b, (we compare it only to a,). Total number of comparisons performed i Rt least 2n — 1. If b; is NOT compared
to a;_1 is not performed a;_; b; is possible as an outcome and so is b; a;_1, as thergfhas been no comparison that excludes the
latter arrangement. Of course the latter arrangement is impossible (ie it resu;)t‘seinélon—sorted output). Similar conclusions
are derived if the second comparison of b; is not performed. X @0 [ |
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Problem Set
Problem 17.

Checking Legal Parenthesizations.. You are given a string of n > 0 left and right parentheses. Give an algorithm (eg.
pseudocode) that checks in O(n) worst case running time whether the parenthesization implied by the string is a legal one.
Justify your answer. For example (())) is NOT a legal parenthesization as we have more right than left parentheses. ))(( is
not legal either as it does not make sense. (()), ((())()()), ()()(), are legal ones. (6 points)

Proof. Parenthesis checking is a Stack problem. Every left parenthesis causes a push stack operation. Every right parenthesis
causes a pop operation provided the stack is not empty. If the stack is empty it meags we have encountered fewer left than
right parentheses, a problem. A non-empty stack at the end, is also a flag to an eg@qf. The running time of the algorithm is

O(n), as the input is scanned once for every left or right parenthesis. P
int IsLegal (A,n) { //A contains n "(" and ")" parentheses. Kﬁ\, R
stack S; \6? Q‘@QO
flag status=0K; <>§/ N
i=1; RS
RO
O A
while ((status == 0K) and (i<=n)) { @%’%7\ \QO\
if (A[i] == "(" //push a left paren & N
push(S,"("); < \\.000
else \g%' CSQ'
if (A[i] == ")") { // Attempt to pop a left%areé»
if (IsEmpty(S) == TRUE){ //I can’t poggg#oftﬁéft < # of right paren.
status=PROBLEM; v \{@x
return(status) ; QQ/ 60
} V&
O &
else X SN

] <

pop(8); // Successfully Eé%pe%@&’left paren.
} N0

. . Cﬁﬁg xO

i++; // Get next input. &
} 0
if (IsEmpty(S)==FALSE) status=PROBLEM;//If stack nonempty, something’s wrong
return(status) ;

}
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Problem Set
Problem 18.

Show how to implement a queue using two stacks.

implement a stack using two queues. Analyze the running time of the stack operations.

Enqueue (x)

{
push(A,x);
}

Push(x)
{

Enqueue (A,x);
}

Pop() q@}’. &@Z’

Dequeue ()

item Xx;

if isempty(A) and isempty(B)
return ("UNDERFLOW: :queue is empty")

while (isempty(A)==FALSE) { %Q\
push(B,pop(A)); %\' .

¥ 6\&\ 0

x=pop(B) ; \\x Q’

while (isempty(B)==FALSE) ¥ //1\% B has a key
push(A,pop(B)); Q»Q“ B@\

X é$> N

Q0

return(x) ;

item xf;,% t\
if @sEmgf?y(A) =TRUE)

@f&etL@%’\C"Underf low: Empty(A)");
K)

oS whitle (IsEmpty(A)==FALSE) {
< x=Dequeue (A) ;

if (IsEmpty(A)==FALSE)
enqueue (B,x) ;

Analyze the running time of the queue operations.

Show how to
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Problem Set
Continued

Proof. We are going to use two stacks, A and B to implement the queue operations. A key x is always inserted by pushing it
into stack A. The least recently inserted item, i.e. the next to be dequeued is always in variable x popped off the top of stack
B. Therefore Enqueue pushes an element on top of stack A. For a DeQueue operation A is emptied into B, the top of B is
popped off and emptied into z, and then B is sent back to A. The running time of an enqueue is O(1) and of a dequeue O(n).
A push is implemented by an Enqueue operation. For a pop, we empty all of elements of A (using Dequeue operations) into
B except for the last inserted element at the tail of the A queue that is stored in x t@not in B. We achieve this by checking
every time we Dequeue an element from A into z whether the remaining A is ergg)\ty or not. If it is not, THEN and ONLY
THEN do we enqueue x into B. If the remaining A is empty, x was the last egjéf%e;% of A and we eventually return it, after
we copy back queue B into A. The running time of a push is O(1) and of %x@b %{3@)

S "
R
NN
O
A
& \Q\QO
& QD
W C
S
D AQ
NS
P &
N
B >
\Q\ \/Q)s )
SR
e
KON
X,
<
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Problem 19.

Which of the two is asympotically larger? 27/3 or 2("/2? Explain.

Proof. Tt can wait until the next Problem Set or not. It is the obvious one!

|
&

S

&

5 @

WS

\:(/\‘0 Q;Q
&
o 2%
S
&0
)
O
&S
%?" &
> e
P &
Q)
B >
O &
:\X\)&\ b\’%)\
SN
C)OQ K)O
X,
%O
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Problem 20.

You are given n keys each one of which has a key value A,B,C, or D (say A means freshperson, B sophomore and so on). The
keys are stored in array X. Sort the keys in worst-case linear time ©(n) so that in the output sequence the As are before (on
the left of) the Bs, which are before the Cs, which are before the Ds. Variation. Every key X[i] has a key value X|[i], key
and key info X[i].info. Do the same. You are not allowed to separate key values from key info. Is it in-place? This becomes
an interview question!

Proof. We count the As, Bs, Cs and Ds. We go through the keys once (O(n) time) @d count the 1’s etc in lines 2-7. Then
we print enough As etc in linear time O(n) (lines 8-16). The solution is very simp \Very inelegant but it works! More on this
problem called count-sort later in class. The version shown is not stable; thlnk\gﬂao&t generating a stable version of such an
algorithm. 6\” 0

Count1234 (X,n) \\\ K\
1. cl=c2=c3=c4=0; X~ \074*
2. for(i=1;i<=n;i++) { //Very naive but it works! »Q“‘ &
3. if (X[i] == A) cl++;// We don’t care here about syéghc correctness cf A vs A’
4. if (X[i] == B) c2++;// How can you optimize thes@rat&er sloppy lines 3-67
5. if (X[i] == C) c3++; & \&w
6. if (X[i] == D) cd++; &N
7.} S
8. c=1; // What can you @to Optimize lines 9-177
9

. for(i=1;i<=cl;i++) // print as many (.gg as\
10. X[c++] =A; QJ
11.for(i=1;i<=c2;i++) // print the @ \‘ZS
12, X[c++]=B; & W
13.for(i=1;i<=c3;i++) // and thQ CSQQ
14. X[c++]1=C; oy o8
15.for(i=1;i<=c4;i++) // and t@o Ds
16. X[c++] =D;

17. return(X)
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Problem 21.

Challenging Problem. Analyze the binary entropy function f(z) = —xlgz — (1 — z)lg(1 — z), with 0 < 2 < 1. Find
lim, o f(x),lim,,; f(z), f(1/2), and extrema.
Then find the extrema of F(x) =zlg(z)+ (n —x)lg(n —2), 0 <x <n. Is F(n/4) > nlgn —n? Is F(n/2) > nlgn —n?

Proof. This is primarily Calculus 1. This problem reviews topics related to finding the extrema (min or max) of functions.
One needs it to prove the best case running time of QuickSort. Consider.
f(x)=—zlgx— (1 —2)lg(l —2x) %Q\’
and g(x) = —f(z) ie. x ,@
g(z) =xlgr+ (1 —x)lg( 1—\7%)
If g(x) has a minimum or maximum then its negative i.e. f(x) will have?‘a pgjﬁunum or a minimum respectively.
STEP 1. (Symmetry over x = 1/2). The first observation 1@%&%@@@ (x) are symmetric around x = 1/2. Thus
S

f(0) = f(1) if they were defined and in general f(z) = f(1 — x).@uo \Q\
Step 2. (Behavior at x = 0. What is the limit lim,_,o g(x 2\)

ili%g( x) = hm (xlgr+ (1 —x)lg(1 %@)&:@x

Step 3. (Change variables y = 1/x.) At this g@%"t Vo\gg\qéhange variables y = 1/x or x = 1/y. For z — 0, or 1/y — 0, we
2 X

have y — oo. Therefore N &
q,Q & 1 - y
gy L’ Hospztal . —gy . —1/Y _
ilir(l)g( x) = hmxlgx = hér&}f/y)ﬂl%%(l/y hm L ylg(r}o ) = ylggo —= = 0

Thus the limit lim, o g(z) = 0 féﬁ)@@ th@\left side (from the negative) and we represent this by having a minus as a su-
perscript to the 0. It also sugg %ghat lim, ,; g(x) = 0 as well by STEP 1. Therefore for f(z) = —g(z) we have

limg_; f( ) = 0% = lim, 0 f
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Continued

STEP 4. (First Derivative of g) What is ¢'(x)?
Simple calculations reveal that

g(z)=lgr—lg(l -z
The first derivative is 0 for lgz = lg (1 — ) i.e. for x = 1/2. Therefore at = 1/2 we have a minimum or maximum (most
likely).
STEP 5. (Second Derivative of g) To determine the type of the extreme (mmlmu@ or maximum), we examine the second
derivative for z = 1/2 and then we obtain that %Q}

/

g () =1/x+1/(1 —x), and thusg" 18@5)" Q%b& 0.

Therefore g(z) has a minimum at x = 1/2 and symmetrically f(x) has %naxgﬁﬁlum It is easy to find that ¢g(1/2) = —1, and
thus f(1/2) = 1. >
STEP 6 (F(z)). Usey=a/nin F(z), 0 <z <n. Then, z = yn\%@fch Q»Q y < 1. Then

SN

X
F(z) = zlg(x)+(n—2)lg(n—2) L ég
F(yn) = ynlg(yn)+ (n —yn)lg(n —yn) % yn&@\9+ynlgn+n(1— gl —y)+n(l—y)lgn
= ynlgy+n(l—y)lg(1 - +mgné
H(y) = nylgy+ (1 —y)lg( 1—5@/“&%%—%9 y) +nlgn

Function H(y) has a constant term (not dep en@on y) nlgn plus ng(y). Therefore it retains a minimum at y = 1/2 i.e.
x=yn=n/2and g(1/2) = —1 by Step 5. \\ AR

STEP 7 (Conclusion). As far as F'(n/4pis c*@;x@erned given that ¢g(x) has a minimum for g(1/2) we have that g(1/4) > ¢g(1/2)
and thus for x = yn, i.e. y =1/4 we }:@R/e t@zat

% g(1/4)) + nlgn > ng(1/2) + nlgn > nlgn — n.
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Problem 22.

Before you solve this problem undertand carefully the semantics of the operations. In particular in Delete(S,z) z is a pointer to an
element NOT a KEY VALUE. Let n be the size of the data structure before the operation is performed.
(a) Insertion of a key x in a data structure S, i.e. operation Insert(S,x).
(b) Deletion of a record of S pointed by pointer z, i.e. operation Delete(S,z),
(c) Search of a key =z, i.e. operation Search(S,x),
(d) FindMin of S i.e. operation FindMin(S),
(
fi

e) ExtractMax of S i.e. operation ExtractMax(S), 4@5
or the following data structures S. %Q}
(1) Unordered array of n keys. <@ N
(2) Sorted array of n keys. ' 6\&@ 0
(3) Ordered singly linked list. \\@\0 Q?/Q

(4) Ordered doubly linked list. >R

(5) Ordered doubly linked list with tail pointer. ; ©

Note: All keys in S are distinct. If .S is sorted, it is sorted in 1ncreasm§)0rd@>b If a linked list (singly or doubly linked) is used, assume
the existence of a head pointer; the existence or not of a tail pomte@zde em\%s on the description of the data structure. Express the
running time in terms of the number of elements n in thes atg@@tructure just before the application of the operation.

P’l"OOf. DISCLAIMER: CHECK FOR CORRECTNESS i.e. PROR@?}IE&@&

For an unsorted singly linked list answers are O(n), O(1) (into the head of?e list)y O(n) (fix pointer of the previous list element), O(n), O(n), O(n), O(n). For a sorted
singly linked list answers are O(n), O(1) (into the head of the list), O @ X p@h%er of the previous list element), O(1), O(n), O(1), O(n) (if a pointer to the tail is available
O(1)). For an unsorted doubly linked list answers are O(n), O(1) ({Qto “the lf\éad of the list), O(1), O(n), O(n), O(n), O(n). For an sorted doubly linked list answers are O(n),
O(1) (into the head of the list), O(1), O(1), O(1), O(1), O(1). Q%e the@@nnmg time for each one of the following five operations. (1) Unordered arrays. Insert at the end of
array in O(1) time. Delete in O(n) total time; free entry mQ( af}d/b%hlft all records on the right of deleted key one position to the left in O(n) additional time for a total of
O(n). Search is O(n) worst case. FindMin and Extract X ar%’sﬁnlar to Search and Search followed by a Delete respectively, i.e. O(n) total each.

(2) Sorted array. Binary Insert O(n) (requires shlftkﬁght f%%ecords on the right of inserted key even though searching for inserted position requires only O(lgn)). Deletion
O(n) as in case 1. Search is O(lgn) by using 1{)@ s)egﬁ& FindMin O(1) (first record, sorted means keys are in increasing order). ExtractMax O(1) as deletion of last key
involves no shifts. O

(3) Ordered singly linked list. O(n) for Insert, Search, Delete. FindMin O(1) (first record). ExtractMax O(n) (no tail pointer).

(4) Ordered doubly linked list. O(n) for insert, search. O(1) for Delete, and FindMin, and O(n) for ExtractMax (deletion of maximum would take O(1) because it would be
pointed through z pointer, since no tail pointer is available however, we need to traverse the list).

(5) Same as in (4) for operations other than ExtractMax. For ExtractMax use tail pointer to report and delete in O(1) total time. |
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Problem 23.

How can you implement a stack or a queue if you only have access to a TimeFunction and a PriorityQueue. That is
implement Push(S,x) and Pop(S) for inserting x into a stack, and Enqueue(Q,x) and Dequeue(Q) for inserting x into a queue
by using a PriorityQueue P and operations Insert(P,x,pr(x)) and ExtractHigh(P,op) where the former inserts into P an element
x with priority pr(x) and the latter extracts from P the element with the highest priority: if op is min it is the lowest pr(x)
valued element, if op is max is the highest pr(x) valued element.

Proof. A FIFO (aka queue) means first-in first-out i.e. if you timestamp insertio Othe lowest time-stamped key is to be
extracted first. A LIFO (aka stack) means last-in first-out i.e. the highest time—gﬁfamped key is to be extracted first. That
Push(S,x) and Enqueue(Q,x) are implemented as Insert(S,x,TimeFunction) ag)lt%? Ingert(Q,x, TimeFunction) identically. The
only difference is extraction! Pop(S) and Dequeue(Q) are implemented;q%}\Ex tHigh(S,max) and ExtractHigh(Q,min)
respectively. So stacks and queues are instances of a priority queue OJ%GanQQ@@’ implemented as an extension of a priority
queue! "% [ |

(c) Copyright A. Gerbessiotis. CS610:  Fall 2025. All rights reserved. Not to be posted outside NJIT 124



Problem Set
Problem 24.

Can you sort 4 keys such as a,b, ¢, d with at most 5 comparisons in the worst case? If yes, show your algorithm. Assume all
keys are distinct, if it helps.

Proof. The problem is tricky. We can not use the running times of InsertionSort or MergeSort because they do not provide
exact running time bounds, only asymptotic. So O(42) or O(41g4) can be 5 or 6 or whatever other constant you like them
to be. Moreover the worst-case comparison bound of InsertionSort is n(n — 1)/2 which means 4(4 — 1)/2 = 6. The idea is to
do an InsertionSort for the first three keys and what is known as BinarySearch Inseg@@n for the fourth key. Roughly instead
of doing linear search from right to left, as we do in InsertionSort to find the finaliged position of the i-th input key, we do a
BinarySearch instead as all the first + — 1 keys are already sorted among themsﬁﬁ‘\/es@ Note that we save on comparisons but
not in running time. You still need to do the (right) swaps and thus create gpyﬁ%e é@% the i-th input key.

Let’s say our keys are a, b, ¢, d and are all distinct. We can remove this a u“r}l%t%oﬁ (distinctness) but let’s avoid headaches for
the time being. (The sorting of the first three keys can also be done by?ﬁayojo“F InsertionSort and this shown below.)
Comparison 1. We first compare a, b using our first comparison. @ﬁé %@?ﬁut (left-to-right smallest-to-largest) is either a, b
or b,a depending on this outcome. Let us call this output generi&é&ﬁy %Q\xg.

Comparisons 2,3. Now that we have settled a versus b, we de@p\xf_itﬂc&c. For ¢ we binary search/insert ¢ in the sorted sequence
of a,b denoted x1, . That is, we first compare ¢ to xs anldq/hen«ﬁg%ecessary ¢ to x1. This requires one or two comparisons,

1.€. TWO 1n € wWorst-case. ! C 1S greater an r ér he: € outpu iS T1,T9,C. erWise we nee O ae ermine
.. two in th £ Why? If c is greater th 2%1@“ ebne: the output Oth d to det
1

whether ¢ goes to left or right of z; by utilizing compg_r' ongé Let us again call the three sorted keys v, 2, y3, & permutation
of a, b7 C. QQ/ o\\b ‘
A
> P

Comparison 4,5. In the final step we biﬁ\%y rch/insert d into the sorted sequence yi,y9,y3. We can use again 2
comparisons, as many as previously, even ik$he ke¥s are three and not two. How? We first compare d to y, (comparison 4). If
d is greater than y,, we compare d to y; @%mpﬁ‘\ison 5) and thus d is inserted either on the left of y3 or on the right depending
on whether d is smaller or larger th %3.\11@however the result of comparison 4 says d is less than y,, then in comparison 5
we compare d to y; and decide W]ﬁeﬁlek’ﬁg insert on the left or right of y;.
In 5 comparisons we managed to so&%@ keys in the worst-case. This is the best we can. We will prove later in class that no
matter what we do and what algorithm we invent, sorting 4 keys in the worst-case requires at least 5 comparisons if the only
operation allowed is comparison /swapping of keys. How do 4 (number of keys) and 5 (number of comparisons) compare? Well
5 is the smallest integer greater than lg (4!).

|
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Problem

25.

Can you sort 5 keys with 7 comparisons in the worst case ? Explain. Is it optimal? Explain.

Proof. No comment! Think! We solved earlier the 4 key case. But then that trick over there cannot be used. If that trick was
to reinvent InsertionSort, here reinvent something else!
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Problem 26.

What's the order of growth of the sum > 2" for z > 1.

Proof. It x > 1sumis y ; (2" = (2"t = 1)/(z — 1) = O(a™).
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