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Abstract

The Internet’s content diversity is often overwhelming, because users are not aware of the full extent of information available on the Internet. With the ever increasing text information offered by social media-based health and medical discussion groups, it becomes more and more difficult to find the right place for seeking to fulfill a specific medical information need. Because information related to health care needs to be accurate and up-to-date, attempts are increasingly made not only to ensure the quality of information on health-related issues, but also to analyze the usefulness of sites discussing health issues. 
My project work will deal with content extraction, content organization and summarization of health discourse in social media websites, including blogs and health support discussion groups.  The content extraction component will utilize text extraction and text mining technology to extract the key health terms from the unstructured text found in various health care social media. The content organization will utilize a Discourse Knowledge Representation based on the concepts and relationships of the extracted terms.  In addition, the Knowledge Representation will include related medical information from medical ontologies to enrich the discourse. The discourse summary component will summarize the discourse content based on the Knowledge Representation.  This will enable users - (patients, doctors or any health care providers) to search for and view useful information in a summarized manner. This may include the symptoms specified by the patients, drugs and treatments specified by recognized doctors or health care organizations, effects of specific drugs or treatments discussed by patients and comments posted by either patients or authenticated doctors. All this information will be provided as output to an Internet user for a specified query and presented in a summarized manner.
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1. Introduction
Nowadays use of the Internet for health care purposes by healthcare professionals (clinicians) and also, more interestingly, by lay persons (patients) is ever increasing. A recent survey in seven European countries has shown that on average 69% of the Internet users occasionally use the Internet for health care purposes. They use the Internet for various purposes such as self-help activities, reading about health or illnesses, and querying about diagnose. Health care professionals or service providers deliver health-related information in the form of consumer-oriented Web resources, and lay people search and access it through the Internet to get some useful insights.
Use of Social Media for medical discussions:

1. http://www.patientslikeme.com/all/symptoms/show/575-headaches
This site specifies the symptoms of headaches faced by patients. It shows a pie-chart focusing on the severity of symptoms and also the number of patients taking a particular medicine for the treatment of headache.

Example 1:

Ibuprofen 129,  Acetaminophen 68,   Topiramate 66,   Excedrin Migraine 29,   Butalbital-acetaminophen-caffeine 26,   Chiropractic 24,   Midrin 15,   Amitriptyline 14,   Hydrocodone-Acetaminophen 14,   Naproxen Sodium OTC 14,   Propranolol 13,   Tramadol 13,   Aspirin 12.

This data will not help us to draw a proper conclusion such as which medicine is the best for treating headache, because it does not focus on who the medicine users are, which doctor asked them to take that medicine, what was the schedule for taking that medicine, etc.   

2. http://exchanges.webmd.com/breast-cancer-exchange
This is a WebMD breast cancer community. The questions asked here in the discussion board are answered by a doctor, Dr. Philomena McAndrew.

Here is an example from the discussion board on breast cancer:

Example 2:

Dcis

I am 6 months cancer free from DCIS. They want me to take Tamoxifen but I smoke. I am afraid to take it because of that. While I am trying to quit smoking, is taking this drug going to harm me even more because I smoke?

Dr. Philomena McAndrew.
Yesterday on "The View" they had a discussion on mammograms. Two of the ladies had their mammos done and invited the audience along. They showed some of the prep for it, and I noted one big difference from those I have had over the years: They each were given a shield for thier lower bodies. Seems a good idea that is late in coming. Is this now the practice in most image centers?
Oh, yes, one other thing: They had a doctor on who wasn't the best informed. When asked if there was any way to ease the discomfort during the mammogram, he seemed to offer no real suggestions (ie: time in your menstral cycle, avoiding caffeine for a week or so prior, asking for the new paddings available, etc.). Instead he stressed it was worth the little discomfort. I've no argument with his weighing the value of the test, but sure wish he had offered more concrete information!
Looking at the above discussion, it is difficult to grasp the meaningful information in this dialog.  The users need to read all the conversation turns and threads to gain some useful piece of information. They would be more than happy if the content of discourse (conversations) is presented in a summarized manner. As shown, useful information needs to be extracted from the health related social media and presented in a summarized manner. There are the following challenges:

1) Social media-based health information discourse is low in usefulness without content summarization.  Just looking at the second example above, the data is so sparse that a study on text extraction to organize the content is needed. 
2) The conversation threads involve several participants and often content builds on previous discussions by others. A user who wants to summarize all the information has to look at each thread and its responses. But if we develop a discourse representation with tracking who said what with which supporting arguments or examples, that would ease the use a lot.  

3)  The users have a hard time or spend a lot of time to get a concise summary of the available information. For this reason, a search, summary and recommendation support system is needed. 
1.1 Difficulties in collecting health-related information

Since the information for this project is written mostly by lay persons, there is no standard either in what the information is about or in the use of terminology or concepts. The information could be irrelevant with respect to the health/medical domain or invalid or mismatched with the standard medical terminologies. Nevertheless, we observe that many users (i.e. patients) believe that they can extract useful information from these web resources. As an example, a survey has suggested that blog users study cancer blogs, for seeking compiled cancer information, expanding their cancer knowledge, seeking information to help friends and family and even validating information received from their health care provider.

Clearly, unreliable or incomplete information could have serious consequences for its users – the effective usefulness of social media-based discussions and blogs is low due to the poor organization of contents.  The online conversations are often unstructured and the readers need to spend a lot of time reading the conversation threads to gather useful information.  The content is hard to follow without summarizing the discussions among participating patients and health professionals. There is as yet little insight into the extent to which sites offer their users information that is easily found, well understood and relevant to their needs. 
1.2 Knowledge Representation as a possible solution
Knowledge Representation (KR) formalisms are the basis for intelligent systems. They allow reasoning based on three components:

(1) The representation’s fundamental concepts and relationships,

(2) A set of axioms and assertions, and 

(3) Implemented inference and reasoning capabilities.
The goal of Knowledge Representation is intelligent reasoning. The initial conception of a representation is typically motivated by some insight indicating how people reason intelligently or by some belief about what it means to reason intelligently at all.

The theory of Knowledge Representation is fragmentary in two distinct senses: (1) the representation typically incorporates only part of the insights or belief that motivated it and (2) the insights in turn, constitute only a part of the complex and multifaceted phenomenon of intelligent reasoning.
In order to summarize and organize the discourse/discussion content, we will use a Discourse Knowledge Representation (e.g. episodic knowledge) as opposed to a semantic (or ontological) Knowledge Representation.  This discourse KR will be augmented with medical semantic knowledge, especially from medical vocabularies such as ICD-9 (disease classification) or SNOMED.  

1.3 Summary of the Proposal
In this study, we propose to 
1) Develop a system that analyzes medical discussions and health related blogs and health support group discussions/discourse;
2) Develop discourse content organization methods using discourse Knowledge Representation;
3) Summarize the discourse threads using the discourse Knowledge Representation;
4) Support keyword-based search and recommendations of contents and vocabularies. 

This proposal is organized as follows: 
In Chapter 2, the literature survey on text extraction studies and tools is presented. In Chapter 3, the background on Knowledge Representation is presented. Chapter 4 presents some sample discourse data from various patient support networks. Chapter 5 provides our approach to medical/health Discourse Knowledge Representation System with various components. Chapter 6 presents the deliverables and time plan to complete the deliverables and tasks. Chapter 7 concludes the proposal, followed by a list of references.
2. Literature Survey 

2.1 Approaches to Text Extraction
2.1.1 First Approach: Using KNN
Akbar, Slaughter and Nytro used K-Nearest Neighbor classification for collecting health related emails from a breast cancer mailing list. They experimented with different features and observed which features are preferable. The experiments revealed that UMLS terms extracted from emails could be a good feature. In contrast, health related UMLS semantic types as a feature did not show a good accuracy [3].
2.1.2 Second Approach: Using CaRE and GATE
Doctors providing care for their patients need to know what symptoms the patient has, allergies, drugs taken, tests run, etc. Researchers trying to find statistics on patients with X and Y diseases or symptoms need a more efficient way to find all these records. The problem is that this information is not readily available. If the information is digitized and formatted appropriately it can then easily be queried and prevent medical errors caused by miscommunication.

Many programs have been developed to help with this problem. Tawanda Sibanda developed the Category and Relationship Extractor (CaRE), which finds semantic categories and their relationships in medical discharge papers [6]. The tools developed by Sibanda can be integrated so that they work together seamlessly. These tools include preprocessing programs for Assertion Classification, De-identification, Concept Recognition, Relationship Extraction, along with Support Vector Machine (SVM) training and prediction programs. These tools were incorporated into the General Architecture for Text Engineering (GATE), a free software framework available online. However, the GATE application’s running time was poor for large files.
2.2 Industry Tools to Extract Data

Mozenda is a Software as a Service (SaaS) company that enables users to easily and affordably extract and manage Web data. With Mozenda, users can set up agents that routinely extract data, store data, and publish data to multiple destinations. Once information is in the Mozenda system, users can format, repurpose, and mashup the data to be used in other online/offline applications or as intelligence. All data in the Mozenda system is secure and is hosted in a class A data warehouses but can be accessed over the Web securely via the Mozenda Web Console. With the addition of a fully featured REST API, companies can now seamlessly integrate their data automation with the Mozenda application.

Extract Transform Load (ETL) is a common terminology used in data warehousing, which stands for extracting data from source systems, transforming the data according to the business rules of the organization and loading it into the target data warehouse. In the early days of data warehousing, this process was done by writing complex code, which was an inefficient way to process large volumes of complex data in a timely manner. This approach is good for structured data but not suitable for unstructured text data [7].  
3. Discourse Knowledge Representation
Ontology is an exact description of concepts and their relationships in a domain. As the study of artificial intelligence advances ontologies have been used more and more in the formalization of knowledge in terms of classes, properties, instances and their relationships. Thus ontology is about the exact description of the representation of the knowledge itself, as well as the relationships among different categories of knowledge. Moreover, for the Web, ontologies are about the exact description of Web information and relationships between Web information. 

The OWL Web Ontology Language is designed for use by applications that need to process the content of information instead of just presenting information to humans. Because it provides a defined vocabulary along with a formal semantics, OWL facilitates greater machine interpretability of Web content than XML.
One of the effective approaches to solve the data exchange problem among different computers via computer networks is using XML – eXtensible Markup Language. HTML is used to code how the data is presented to people. The documents written in XML can describe what data is and be shared and exchanged among different systems. XML provides a syntax for structured documents; however it imposes no semantic constraints on the meaning of the document. Following this, the W3 Consortium has introduced the RDF – the Resource Definition Framework. RDF is a data model for objects and relations between them, providing a simple semantics for this data model. RDF uses XML syntax to describe objects and relationships in the data model. 

Building on RDF was developed to describe properties and classes of RDF resources, with semantics for creating hierarchies of such objects and classes and thus providing the means for generalization. RDFS is considered to be an ontology language, containing classes and properties and incorporating range and domain, as well as having the ability to describe subclasses and super-classes. However, for implementing the Semantic Web, RDFS is not optimal, as it lacks the features necessary to describe resources in sufficient detail. As Santtu Toivonen concludes in his research, RDFS is suitable for providing the means for an ontology that characterizes some environment, no matter how abstract. RDFS alone, however, suffers from its dependence on domain-specific and case-specific details. RDFS also suffers from an expressive inadequacy and it lacks a number of important relationships between classes such as equivalence and disjointedness, as well as cardinality and characteristics of properties. 

To solve the RDFS problems, two languages were developed almost concurrently. OIL (Ontology Inference Layer) in Europe and DAML (DARPA Agent Markup Language) in the US. Both of them are implemented on top of RDFS. After submitting the combination of the two —DAML+OIL to the W3 Consortium for standardization, OWL – the Ontology Web Language was developed as a new W3C standard language. OWL is layered on top of RDFS, using its syntax for expressing ontological primitives such as Class, Relation, and Subclass, etc. In addition OWL adds a much richer set of its own primitives, such as transitivity, cardinality, disjunction, etc. Also, it adds characteristics of properties like symmetry, richer typing of properties (e.g. nonNegativeInteger), and enumerated classes. As a result, OWL has more facilities for expressing meaning and semantics than XML and RDFS. Thus, OWL goes beyond these languages in its ability to represent machine interpretable content on the Web.
The main purposes of OWL can be summarized as below: 

1- Formalize a domain by defining classes and properties of those classes;
2- Define individuals and assert properties about them. 

4. Proposed approach:  Developing Medical/health Discourse Knowledge Representation System
4.1 Medical Discussion data from Patient Support Network
In this section we present some of the social media based health discussions through several examples to illustrate the data characteristics.
4.1.1 Breast Cancer Data

I had Inflammatory Breast Cancer.  Even four years afterward part of me still doesn’t feel free of it.   I guess most of me has moved on, though.

One in eight women will get breast cancer.  That’s roughly 12.5 women out of every 100.  Only 5 percent of all those women with breast cancer will have IBC.  It’s an exclusive club you don’t want to belong to…  Yet I am becoming more and more aware of repeating patterns of Inflammatory Breast Cancer association.

When I was first worrying about all the changes happening in my breast and beginning the cluster of appointments that would lead to my diagnosis, my new boy friend told me that I had a Get out of Cancer Free card.  Her previous friend had died of breast cancer just a few years earlier and she believed “God wouldn’t do that to her twice.”  Heh.  Of course, I was diagnosed despite her assurances.  We spent many long phone conversations rehashing her friend’s symptoms, illness and death.  We came to believe that she had most likely also had IBC.

In August I met Kelly soliciting donations in front of Wal Mart for her Avon Walk for Breast Cancer.  She was walking Santa Barbara.  I gave her a small donation and she handed me a pamphlet on IBC.  I was more than a little surprised.  Not many know about Inflammatory Breast Cancer.  “Who had IBC?” I asked her.  Turns out her mother had died in only 18 months after her diagnosis.  When she found out I’d had IBC she seemed stunned.  Her voice quieted as she told me that she’d never met an Inflammatory Breast Cancer survivor before.

Wow.  It was a poignant moment for me.  I still remember quite clearly finding the Survivor Stories online.  They were so very encouraging… but also very old.  At the time I don’t think there was a post newer than 3 years old.  I couldn’t help but wonder if any of those women were still alive.  Kelly’s admission gave me a rush of emotions.  Pride – that I’d beaten the beast and could stand there to tell about it.  Sadness – that there are so few IBC survivors.  And happiness that I was able to raise a living, active voice above the silence of lost women.

Ironically, Kelly knew her mother had IBC because her bff’s mother had also had it.  Am I the only one that wonders at the mysteries and coincidences of the universe?

Fast forward to this week when Kelly & I helped our local morning news anchor with a story on IBC.  Here’s the video if you’re interested. Please listen to the symptoms.  Most of all, tell the other women in your life about them, too.  Kelly knew the symptoms from listening to her friend talk about her mother, though she’s not sure if she ever shared them with her own mother.  I knew something was wrong before diagnosis but delayed talking to anyone about it until it was almost too late.

I’m one of the lucky ones.
4.1.2 Breast Cancer Blog Data
 
I live in Upstate New York and was diagnosed with IBC on March 11, 2009, at age 42. I was still nursing my baby. In January I had a clean phyisical (with breast exam) and I first noticed something in my breast was different on Feb. 21. 

I was diagnosed in Syracuse, NY. Staging at my local hospital (CT and bone scan) didn't notice mets. Since my brother knew an oncologist at MD Anderson in Houston, I went there and had a PETscan which confirmed that I was Stage IV, with mets to my spine, hip/pelvis, and one to my liver. The "tumor" was ca. 7x9 cm in my right breast, about 2/3-3/4 of my breast was hard. ER+, PR-, HER2+.

I received 6 rounds of chemo, starting March 30 and ending July 13, 2009. My chemo was TCH (Taxotere, Carboplatin, Herceptin) and I also received Zometa. I went from breastfeeding to menopause in a very short time. 

By the end of my chemo, they could no longer detect any cancer on the scans (I went to MD Anderson's IBC clinic before, midway and at the end of my chemotherapy). While Dr. Cristofanilli recommended surgery followed by radiation at MD Anderson, I decided to go with another physician, Dr. Maria Theodoulou, at Memorial Sloan-Kettering in New York City, much closer to my home. She and surgeon Monica Morrow recommended waiting 6 months after my chemo ended, and if the cancer continued to stay in check, we would look at surgery (rad. mod. mastectomy) followed by radiation. 

I had a scan at the end of October, everything still looked good. Since my chemo ended, I continue to receive Herceptin every 3 weeks, and get a shot of Lupron (to keep me in menopause) and Zometa every 12 weeks. I also take Femara daily. 

It seems counter-intuitive to many to have surgery when they cannot see any cancer, but the physicians say it is just too small to see, not gone -- they cells are perhaps dormant, and waiting to make their comeback. They feel that surgery and radiation may help, though they cannot really prove this. I feel lucky, things have gone as well as they could have since my diagnosis. I am feeling well (true, I only felt unwell from the chemo, and it has taken a bit to rebound) and feel I have grown in many ways from what I've been through. 

I have scans coming up on Feb. 1st, and a decision about surgery/radiation/reconstruction Feb. 2nd. I am nervous about surgery and radiation, not exactly looking forward to it. One of the physicians I saw for a second opinion last June, Dr. Linda Vahdat at Cornell-Weill Medical Center in New York, said she wouldn't do surgery, she would just treat with drugs. Another physician, Dr. Beth Overmoyer at Dana-Farber in Boston, said she would basically do the same as MD Anderson (except she would also do an oopherectemy, while Dr. C at MD Anderson said "no one does those anymore"). Any and all thoughts and suggestions are welcomed! 
After reading these two examples, we can conclude that the textual information in medical blogs is very verbose and unstructured, and important information or points are fragmented in different parts of discourse.  It would be time consuming to read all the conversations in order to gather the needed information.
5 Medical/health Discourse Knowledge Representation System for Patient Support Network
To address the challenges mentioned in Chapters 1 and 4, we propose a system architecture shown in Figure 1.














Figure 1: System Architecture for Patient Support Network
Repository: This is the repository of the medical data. The repository sources may include PubMed, WebMD, various blogs related to cancers, diabetes, etc.

Data Collection: In this phase, useful data has to be collected from the repository; this collected data may include symptoms faced by patients, any drugs or treatment recommended by a doctor, their effects and side effects and any additional comments and discussions.
Text Extraction and Storage: Extracting useful text from the collected data is a very important issue as the data may be loosely written in blogs or discussion boards. We need to extract all the useful information from the collected data and summarize it to store it in a database. We will then develop a Knowledge Representation using this summarized useful data.
Discourse Summarization: The search query asked by a user is processed in such a manner that it will result in relevant summarized information as output. For this, we need to summarize the data from the Knowledge Representation. 
User Interface: Any user that wants to access the system has to login or be registered. Users may search for a particular drug or a particular disease and as a result will get all the available relevant information in a summarized manner. This information may contain the past experience of patients and effects of drugs/treatments observed by them.
After careful reading of both of the discussions in Section 4, we can conclude that there is some important information in both of them but also irrelevant information. Also, there is no proper solution or treatment to the problems specified in the discussions. Even if solutions are suggested, there is no proof that these remedies are from a doctor or health care organization. All health information is sensitive. A recommendation it may have adverse effects if the treatment goes wrong therefore it is necessary to develop a Medical/Health Discourse Knowledge Representation System, which produces a summary of the problems and symptoms faced by the patients and the possible solutions or treatments. Any user or patient or doctor or health care staff will be able to log into this system to acquire knowledge of symptoms and possible treatments in a summarized manner and with less effort and time.

I will develop a Knowledge Representation System that can be used to query for symptoms of diseases so that the system returns all the available information, i.e., general discussions, possible treatments and reactions of patients that used the specified treatment. All this information will be provided in a summarized manner. 
5.1 List of Deliverables

1.  Medical Discourse Text Extraction Tool

Input: Keyword/phrase

Output: Important information about the specified keyword or phrase.

Using JSON and Java Script, specifying few url’s of medical health care.

2.  Discourse Knowledge Representation
Input: Extracted text

Output: Formatted text stored in a database and hence, developing Knowledge Representation.
3.  Search and summarization module, using Discourse Knowledge Representation
Input: Search Query 
Output: Summarized output showing all the information about the specified query.
4.  Graphical/Visualization tool for the knowledge base
Input: Query
Output: Graphical Output i.e. output in the form of graphs or etc.
5.2 Weekly Plan

	Week
	My Work

	Week 1
	Getting started: installation and other basics

	Week 2
	Locating Health Repository data and Data Collection

	Week 3
	Designing Medical Discourse Text Extraction Tool

	Week 4
	Implementing Medical Discourse Text Extraction Tool using JSON, JS

	Week 5
	Testing of Medical Discourse Text Extraction Tool

	Week 6
	Designing Discourse Knowledge Representation

	Week 7
	Implementing Discourse Knowledge Representation by parsing the text.

	Week 8
	Testing Discourse Knowledge Representation

	Week 9
	Designing Discourse Summarization

	Week 10
	Implementing Discourse Summarization

	Week 11
	Testing Discourse Summarization

	Week 12
	Designing User Interface

	Week 13
	Implementing User Interface

	Week 14
	Testing User Interface

	Week 15
	Aggregation of all the modules and Testing of project as a whole


6.  Conclusion
In this project, we introduced the idea of providing a registered user all the useful medical information in a summarized manner. For this, we will develop a tool for extracting data from various health care information repositories, including blogs and discussion boards. We will extract and summarize the information and store it in a database, so that registered users can easily retrieve the summarized information.
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