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Abstract
This article presents PICADOR, a system for end-to-end encrypted PublishSubscribe information distribution with proxy re-encryption. PICADOR is
designed for topic-based Pub/Sub systems and provides end-to-end payload confidentiality. The main novelty of PICADOR is that it provides an information
distribution service with end-to-end encryption where publishers and subscribers
do not need to establish shared encryption and decryption keys. Multiple publishers post encrypted information to a Pub/Sub broker which uses Proxy ReEncryption (PRE) to convert this information into a representation that can
only be decrypted by approved subscribers. The broker is unable to decrypt
the information. To support PICADOR, we design and implement a novel PRE
scheme that leverages a general lattice encryption software library. We prototype our system using a scalable Java-based information substrate that supports
topic-based Pub/Sub operations. We experimentally evaluate performance and
scalability tradeoffs in the context of enterprise and mobile applications. We
discuss design tradeoffs and application-specific customizations.
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1. Introduction
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ducers (i.e., publishers) and information consumers (i.e., subscribers) [1]. This
distribution model is useful in environments where information needs to be
aggregated from possibly multiple sources and distributed to consumers that
have no direct connections with the information producers. Publishers and
subscribers do not need to interact with each other directly or share identity
information. There are two main types of Pub/Sub systems: topic-based and
content-based. This article focuses on topic-based Pub/Sub systems: publishers post information with metadata topic labels to a Pub/Sub broker, and this
broker distributes the published information to subscribers that are registered
for specific topics.
An example use case that benefits from Pub/Sub systems is in an enterprise medical domain where patients’ past medical records need to be shared
with emergency care providers. In this scenario an insurance provider can operate a Pub/Sub system to support the distribution of past medical records
[2, 3]. Another example, in a tactical/mobile military domain, is when multiple
military units passing through a geographic region generate imagery or other information. The units may be unable to interact directly [4, 5], but there would
be clear benefits from sharing information. In this military example, a local
Forward Operating Base or an Unmanned Aerial Vehicle flying overhead could
maintain a Pub/Sub broker to support information sharing between units.
A major challenge for Pub/Sub systems, illustrated by the application domains of these two examples, is confidentiality of information which is distributed by the Pub/Sub broker. Existing Pub/Sub systems protect information
payloads via encryption that requires either: 1) the publisher and subscriber
coordinate to establish the encryption and decryption keys or 2) the Pub/Sub
broker decrypts the information payloads from the publishers and then encrypts
this information payload again for re-transmission to the subscribers. The first
solution contradicts one of the goals of Pub/Sub systems, i.e., the decoupling of
publishers and subscribers. The second solution solves this issue, but gives the
broker access to the unprotected information. Thus, it makes the broker a ripe
target for adversaries to compromise and steal sensitive information [6].
These security limitations could be mitigated by running the Pub/Sub broker only in trusted computing environments, but these environments can be
expensive to set up and maintain because they require specialized management
and housing in dedicated facilities [7]. Further, restriction to deployment in
trusted environments limits the practical applicability of Pub/Sub systems.
This article presents PICADOR, a system for end-to-end encrypted PublishSubscribe information distribution with proxy re-encryption. PICADOR uses
Proxy Re-Encryption (PRE) [8, 9] to maintain end-to-end encryption of payload from publishers to subscribers in topic-based Pub/Sub systems. Our
system does not require publishers or subscribers to interact directly a priori. PICADOR’s PRE capability enables secure re-encryption of the publisherencrypted payload at the broker such that the payload can be decrypted by
authorized subscribers. PICADOR guarantees that the broker cannot decrypt
payload information. In this way, PICADOR ensures end-to-end confidentiality,
while improving the decoupling of publishers and subscribers.
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In addition to the PICADOR system architecture, the second major contribution of this article is a novel PRE scheme, based on a provably secure
lattice-based cryptosystem [10]. This PRE scheme is unidirectional. Our encryption design has also the benefit of being “post-quantum”, meaning that it
is resistant to quantum computing attacks [11, 12, 13]. The PRE techniques
in PICADOR could also be combined with subscription privacy techniques [14]
to protect the privacy of subscriptions (i.e., topic metadata, which is maintained unencrypted to enable brokering) in addition to the confidentiality of the
information payloads.
We prototype PICADOR using a scalable Java-based information substrate
that supports the Pub/Sub operations. Experimental results demonstrate that
PICADOR’s performance is practical in application domains such as healthcare
and military. PICADOR provides low latency for text-based applications, and
it works for multimedia applications that do not have stringent latency constraints. We experimentally observe that PICADOR operations are computebound, meaning that performance can be improved with relatively simple and
cost-effective multi-threading and multi-core enhancements rather than more
expensive and often infeasible increased bandwidth provisioning.
The rest of the article is organized as follows. Section 2 presents an overview
of PICADOR. Section 3 describes our novel PRE scheme and analyzes its security. Section 4 covers the architecture and implementation of PICADOR.
Section 5 evaluates our system and presents insights derived from our experimental results. Section 6 presents related work. Section 7 discusses conclusions
and future work.
2. PICADOR Overview
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PICADOR has two main contributions: (1) a novel system architecture for
providing payload confidentiality in topic-based Pub/Sub systems; and (2) a
new PRE scheme that enables our cryptographic protocols for secure publisher/subscriber interaction. The system architecture solves the challenge of
designing secure Pub/Sub interaction mechanisms that better decouple direct
publisher/subscriber interactions for key management while maintaining payload confidentiality. The new PRE scheme solves the practicality/performance
challenges encountered by public-key PRE approaches and increases the decoupling of publisher/subscriber interactions.
PICADOR’s system architecture uses Proxy Re-Encryption (PRE) capabilities to allow subscribers to receive and decrypt encrypted data that they are
intended to receive without ever directly coordinating their keys with the publisher of the data. PRE [15] enables secure re-encryption of ciphertexts from one
secret key to another without decryption. From a high level point of view, publishers tag their content with topical metadata and encrypt the content data.
The Pub/Sub broker receives data encrypted by the publisher and re-encrypts
it such that only the intended subscribers can decrypt it. Possession of the
re-encryption key does not provide the broker with access to the data. In this
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way, end-to-end confidentiality of the encrypted payload data is guaranteed between subscribers and publishers. Furthermore, the PRE-enabled broker allows
for flexible communication with topic-based brokering, as new publishers, subscribers and topics can be added at any time to the system. The broker can
re-encrypt data for these new topics and subscribers even though the publishers
or the broker were not aware of them a priori.
Our novel PRE scheme solves two main practical challenges regarding ciphertext expansion and operation latency. The challenge of ciphertext expansion is
that a ciphertext may be much larger than plaintext. The problem of latency
is that encryption, decryption, and re-encryption operations may take too long
for applications that require low latency. Our PRE scheme provides a low ciphertext expansion, meaning that PICADOR is space efficient, uses less disk
space to encrypt information, reduces bandwidth usage requirements, and overall leads to practical throughput. The scheme is also time efficient, resulting
in low-latency communication in PICADOR as compared to other PRE scheme
prototypes.
An admitted limitation of PICADOR is that it requires more computational and organizational overhead to register subscriptions, meaning that it may
not be suitable in situations where many publishers and subscribers are added
quickly after deployment. As mentioned Section 1, PICADOR also does not
protect the privacy of registered subscriptions, with topic matching occurring in
the clear, but this problem can be solved leveraging existing solutions [14]. The
current design of PICADOR is also centralized, with a single broker instance.
We discuss an approach to scale PICADOR with multiple brokers operating in
parallel.
2.1. Threat Model
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From the Confidentiality-Integrity-Assurance (CIA) security analysis perspective, PICADOR addresses confidentiality concerns of honest-but-curious
adversaries which fully compromise the Pub/Sub broker. We do not focus on
integrity and authentication issues as this is not directly addressed by our PREenabled contribution and focus on our confidentiality contributions. We can address availability (via replication) from a design perspective, but we primarily
leave this to future work. We provide a more detailed discussion of integrity,
authentication, and availability aspects in Section 7.
2.2. Basic Operation
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The basic usage of PICADOR is shown in Figure 1. Alice wants to publish
information to the PRE-enabled broker (i.e., Pub/Sub broker1 ), and Bob is
the subscriber who is interested in this information. The figure also shows
the clients that execute the publisher and the subscriber software. A Policy
1 We use the term “broker” to mean the Pub/Sub and PRE software that is hosted on a
“server”, and we use “server” to exclusively mean the computing device(s) that the Pub/Sub
and PRE “broker” is hosted on.
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Figure 1: High Level PICADOR Operation

Figure 2: PRE Key Management and Interaction Workflow
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Authority helps with key management and maintains control over who receives
which information from the broker. We assume that the Policy Authority is
trusted (e.g., it does not collude with a potentially honest-but-curios broker).
The Policy Authority (PA) is intended to set re-encryption policy and not be
involved in resource-intensive operations such as data encryption or proxy reencryption.
Figure 2 details the basic operations illustrated in Figure 1. In the following,
we explain this workflow:
1. The Policy Authority generates a pair of public/private keys for Alice,
pk A /sk A . It sends the public key pk A to Alice. This could be an offline
operation.
2. Bob generates a pair of public/private keys pk B /sk B . He sends his public
key pk B to the Policy Authority. The Policy Authority generates a reencryption key rk AB based on Alice’s private key sk A and Bob’s public
key pk B . It sends rk AB to the PRE-enabled broker. This could be an
offline operation.
3. Alice tags the message m with topic metadata, encrypts m with her public
key pk A and sends this ciphertext cA with metadata to the broker.
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4. Based on Bob’s approved topic subscriptions, the broker re-encrypts the
ciphertext cA with the re-encryption key rk AB such that Bob would be
able to decrypt cB and obtain the original information encrypted by Alice.
5. Bob retrieves the re-encrypted ciphertext cB from the broker and decrypts
it with his secret key sk B .
The pairs of public/private keys for publishers (generated by the Policy
Authority) and for subscribers (self-generated) are normally created before the
deployment. However, they could be created on-demand as well.
2.3. Design Considerations
In PICADOR, multiple subscribers may receive information from multiple
publishers, and a publisher’s information may flow to multiple subscribers, thus
supporting one-to-one, many-to-one, one-to-many and many-to-many information flows. The PRE-enabled broker routes content based on the content’s topic
and the authorized publisher/subscriber pairs. The publishers address messages
to a topic (instead of a specific subscriber), and subscribers register with the
broker to topics of interest. If authorized, the subscribers can decrypt messages
posted by publishers on their topics of interest.
The topic-based addressing information is encoded in metadata that is not
encrypted, such as geo-temporal coordinates, keywords, or other relevant information. The encoding is done using domain-specific policy languages [16, 17, 18].
The broker identifies the subscribers using their public keys, which are also
associated with their re-encryption keys. To do this, the broker maintains a map
from topics to subscribers, which is updated when new subscribers are added to
the system. The map is also updated when subscribers add or remove topics of
interest. The broker also maintains a map from approved publisher/subscriber
pairs to re-encryption keys. When a publisher publishes information on a specific
topic, the broker identifies potentially interested subscribers. Then, it looks up
the publisher/subscriber pairs to find their re-encryption keys. If entries in the
map exist, the broker uses the relevant re-encryption keys to perform the reencryption operations so that the information can be decrypted by the approved
subscribers. The map must also be updated as new re-encryption keys need to
be added for new publishers.
In PICADOR, the broker is required to have a unique re-encryption key for
each publisher/subscriber pair. This provides the Policy Authority affirmative
approval authority to enable communication from individual publishers to individual subscribers. However, this also implies that PICADOR will not scale to
the same degree as prior Pub/Sub designs which do not require external approval
and re-encryption key generation. It will subsequently take longer to register
subscriptions due to the required interaction with the Policy Authority. As such,
PICADOR is better suited for applications where subscriber churn is not too
high. For example, PICADOR is expected to work well for applications where
the broker is loaded with initial re-encryption keys offline before deployment,
with additional publishers, subscribers and re-encryption keys being added at a
relatively low frequency.
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An important design decision is to generate the re-encryption key at the
Policy Authority, not at the publisher. We do this in order to improve the
decoupling of publishers and subscribers. With this design, publishers and subscribers do not need to know information about each other, which improves the
scalability and security of the Pub/Sub system.
Our design pushes trust from the publisher to the Policy Authority, and
computational effort and bandwidth requirements from the publisher to the
broker. The Policy Authority determines who can share information based
on the generation of re-encryption keys. The broker uses information access
policies received from the Policy Authority, in combination with the generated
re-encryption keys, to determine what subset of information from a publisher
should be sent to a subscriber. The publishers and subscribers, who generally
have the lowest computational/networking capabilities (e.g., mobile devices),
require the lowest computational effort and only need to maintain single keys,
thus simplifying deployments.
The Policy Authority is not required to operate and support re-encryption
operation online. Furthermore, it may interact with the broker infrequently.
Therefore, it could operate over lower-bandwidth communication links, such as
satellite, while the communications between the publishers, broker, and subscribers would potentially need to be over higher bandwidth communication
links, such as terrestrial radio or wired Ethernet.
PICADOR can be augmented to support message integrity. Each publisher
can generate a traditional public/private key pair for digital signatures using
RSA or Elliptic Curve Digital Signature Algorithm which are currently included
in NSA Suite B [19] as accepted standard secure digital signing techniques.
Each message is signed with the publisher’s private key and verified by the
broker using the publisher’s public key. Finally, the PRE scheme guarantees
the integrity of the messages received by the subscribers.
3. PRE Cryptosystem
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This section presents PICADOR’s novel PRE cryptosystem. We start with
a discussion of the challenges faced by existing PRE schemes when they are considered in Pub/Sub systems. Next, we overview our solution and explain how
it addresses the known challenges of existing PRE schemes. Before covering the
theoretical aspects of our solution, we introduce a few concepts of lattice encryption used in the proposed PRE scheme. The section then continues with the
formal description of our solution and ends with a discussion of the parameter
selection for the proposed PRE scheme.
3.1. Challenges of Existing PRE Schemes
PRE schemes are generally grouped into bidirectional [15, 20, 21] and unidirectional [8, 9, 22, 23, 24]. In bidirectional schemes, a re-encryption key can
be used to translate encrypted data not only from the publisher encryption to
subscriber encryption but also in reverse, from the subscriber encryption to publisher encryption. Most bidirectional schemes require a pre-sharing of a secret
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key during re-encryption key generation. Unidirectional schemes guarantee that
re-encryption works only one way: it translates publisher ciphertexts (encrypted
using the publisher key) into subscriber ciphertexts (that can be decrypted using the private key of the subscriber). Unidirectional schemes usually do not
require pre-sharing.
PICADOR requires a unidirectional scheme that does not allow pre-sharing
during key generation (model of least trust). Our Pub/Sub system also requires
efficient encryption, re-encryption, and decryption operations. Although we focus on operations where information is re-encrypted once (also called one-hop
or single-hop re-encryption), our Pub/Sub model generalizes so that ciphertexts
can be re-encrypted multiple times (also called multi-hop re-encryption.) The
unidirectional schemes presented in [8] require pre-sharing. The scheme proposed in [9] is non-transferable (single-hop) and cannot theoretically support
additional hops. The PRE schemes developed in [22, 23, 24] have not been
implemented and are based on the Learning With Errors (LWE) constructions
that are known to have higher asymptotical complexity (and practical runtime) than lattice constructions based on ideal (cyclic) lattices, i.e., polynomial
rings. Therefore, none of the existing unidirectional schemes are suitable for our
Pub/Sub model.
3.2. Solution Overview
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We propose a novel unidirectional PRE scheme combining the provably secure Stehlé-Steinfeld NTRU scheme [10] and NTRU immunity constraint suggested by Albrecht et al. [25]. The Stehlé-Steinfeld encryption scheme and its
security analysis are presented in Appendix A.1 and Appendix A.2, respectively.
Our scheme is based on efficient and secure lattice primitives (ideal lattices).
As opposed to other known approaches to PRE, lattice encryption approaches,
such as ours, are generally considered post-quantum [11, 12], that is, potentially
secure against attacks even from adversaries with practical quantum computing
devices in addition to adversaries with classical computing devices [13]. Further, lattice encryption schemes are asymptotically faster than other public-key
encryption schemes such as Paillier encryption and RSA.
Another advantage of the proposed PRE scheme is that is based on a partially homomorphic encryption scheme that supports the following homomorphic operations: addition, indexing, and multiplication. Therefore, the Pub/Sub
model developed in this paper can be extended to support: (1) addition of encrypted data posted by different publishers, (2) querying specific ciphertext data
by indexing, and (3) multiplication of encrypted ciphertexts posted by multiple
publishers.
3.3. Lattice Encryption Concepts for Our PRE Scheme
Our approach is a lattice-based cryptographic scheme. A general survey
on the design of lattice-based schemes can be found in [26]. Mathematical
preliminaries for lattice-based cryptography can be found in [27], but we provide
a high-level overview here.
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Our lattice-based cryptosystem provides the core public key encryption primitives of Key Generation (KeyGen → (pk, sk)), Encryption (Enc(pk, µ) → c), and
Decryption (Dec(sk, c) → µ), where pk is a public key, sk is a secret key, µ is a
plaintext, and c is a ciphertext.
Concretely, we represent our plaintext and ciphertext as vectors of unsigned
integers. We use power-of-2 cyclotomics in our cryptosystem, meaning that
plaintext and ciphertext vectors represent the coefficients of polynomials mod
(xn + 1), where n is a power of 2 [27]. Almost all of the operations we need to
support on the plaintext and ciphertext are linear transforms and, by restricting ourselves to power-of-2 dimensions, we greatly reduce the implementation
complexity required in our cryptosystem. This translates directly into a more
efficient implementation. Current implementations designed for non-power-of-2
cyclotomics can support more general capabilities, but we intentionally choose
to focus on a simpler scheme for improved runtime for limited-depth applications.
From [27] and the general field of lattice-based encryption, for n a power
of 2, we define the ring R = Z[x]/ hxn + 1i (i.e., integer polynomials modulo
xn + 1). For any positive integer q, we define the ciphertext space Rq = R/qR
(i.e., integer polynomials modulo xn +1, with mod-q coefficients). The plaintext
space is Rp for some integer p ≥ 2, meaning that plaintext are length-n vectors
of integers modulo p.
The practical security of cryptosystems is generally discussed in terms of
“work factor”, which is the relative computational effort to recover usable information from encrypted data [26]. Work factors are often determined through
difficult experimental cryptanalysis of the underlying computational hardness
problems used in the proofs of security of cryptosystems. The security of cryptosystems are derived from reduction proofs from the hardness of known hard
computational problems for many lattice encryption schemes [26, 27].
Work factors are difficult to translate into meaningful concrete parameter
settings. Cryptographers often use a (sometimes artificial) scalar security parameter to encapsulate a representation of the hardness of these problems and
the security of the derived cryptosystems. In practice, cryptographers then
guarantee the security systems by providing assurances that these security parameters meet a certain minimal value that provides a base level of security.
Security in lattice-based cryptosystems is typically discussed in terms of
either the root Hermite factor δ or the bits of security representation [26, 27,
28, 29]. We focus on the root Hermite factor representation of security. Current
security estimates indicate that a root Hermite factor δ < 1.006 corresponds to
100 bits of security and an adequate work factor for practical security [28, 29, 30].
3.4. NTRU-RLWE PRE Scheme
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Our NTRU-RLWE PRE scheme is parameterized using the following quantities:
• security parameter (root Hermite factor) δ for the corresponding Shortest
Vector Problem [28],
9

• ciphertext modulus q,
325

• ring dimension n,
• plaintext modulus p,
• Bk -bounded discrete Gaussian (key generation) distribution χk over the
polynomial ring R = Z[n]/ hxn + 1i with standard deviation σk ,
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• Be -bounded discrete Gaussian (error) distribution χe over the polynomial
ring R with standard deviation σe ,
• relinearization window r to optimize the re-encryption runtime,
• empirically selected assurance measure α to minimize the bit length of q
(introduced in our scheme for better performance).
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Just like in the case of Stehlé-Steinfeld scheme, we support a plaintext space
n
of M = {0, 1, . . . , p − 1} , where p is the plaintext modulus. All operations
on ciphertexts are performed in the ring
 Rq ≡
 R/qR.
  Each coefficient in the
polynomials is represented in the range − 2q , ..., 2q .
The scheme includes the following operations:
• KeyGen: Sample polynomials f 0 , g ← χk and set f := pf 0 + 1 to satisfy
f ≡ 1 (modp). If f has no modular multiplicative inverse in Rq , then
re-sample f 0 . Set the public key pk and private key sk:
sk := f ∈ R,
pk := h = pg f −1 ∈ Rq .
• Enc (pk = h, m ∈ M ): Sample polynomials s, e ← χe . Compute the ciphertext:
c := hs + pe + m ∈ Rq .
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• Dec (sk = f, c): Compute the ciphertext error b := f · c ∈ Rq . Output
m0 := b (modp).
• ReKeyGen (pk = h∗ , sk = f ): For every i = 0, 1, .., blog (q) /rc, sample
polynomials si and ei and compute
i

γi = h∗ si + pei + f · (2r ) ∈ Rq ,
and set the re-encryption key

rk := γ = γ0 , γ1 , ..., γblog(q)/rc .
• ReEnc (rk = γ, c): Compute the ciphertext
blog(q)/rc
0

c =

X
i=0

10

(ci · γi ),

where
ci = {h · s + pe + m }i
and
blog(q)/rc

c=

X

i

ci · (2r ) .

i=0

The ReKeyGen and ReEnc operations are based on the relinearization procedure [31] and are defined the same way as in [32]. The scheme is correct as long
as there is no wrap-around modulo q until the final stage of decryption. Indeed,
for the case of decryption of re-encrypted data we have
X
f ∗ · c0 = f ∗ · (
ci · γi )
i

=

X

ci · (f ∗ · γi )

i

=p

X

=p

X

ci · Ei +

i

X

ci f ∗ f · (2r )

i

i

ci · Ei + f ∗ f c,

i

where
Ei = g ∗ si + f ∗ ei .
It can be seen that
f ∗ · c0 = f ∗ f c = m (modp) ,
i.e., the decryption is correct, if the ciphertext error f ∗ · c0 is not too large to
wrap around q.
Similarly to the derivations in [32], we can devise the correctness constraint
for the decryption of the re-encrypted ciphertext using the infinity norms, upper
bounds Bk and Be for the coefficients generated using discrete Gaussian distribution, and average-case analysis of polynomial multiplication based on the
Central Limit Theorem. The correctness constraint for single-hop re-encryption
requires that
X
f ∗ · c0 = p
ci · Ei + f ∗ f c < q/2.
(1)
i

In view of Bk , Be >> 1, the infinity norms can be expressed as
kci k∞ ≤ 2r − 1,

kf ck∞

√
√
kEi k∞ ≤ n (Bk Be + (pBk + 1) Be ) ≈ nBk Be (p + 1) ,
√
√
≤ n (pBk Be + p(pBk + 1)Be + (pBk + 1)(p − 1)) ≈ npBk Be (p + 1) ,
√
kf ∗ f ck∞ ≤ n (pBk + 1) kf ck∞ ≈ np2 Bk 2 Be (p + 1) .
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Substituting the expressions for infinity norms into inequality (1), applying
approximations based on Bk , Be >> 1, and multiplying the estimated norm
bound by a factor of 2 (to compensate for all approximations), we obtain
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q > 4np2 Bk Be {(2r − 1) (blog2 (q) /rc + 1) + pBk } .
(2)
√
√
The bounds Bk and Be are expressed as σk α and σe α, respectively,
where α is an empirical assurance measure introduced in [32]. It corresponds
to the probability of 2−α+1 that a coefficient of discrete Gaussian distribution
exceeds the bound Bi , where i ∈ {k, e}. With every polynomial multiplication,
the probability of exceeding the bound dramatically drops (single-hop proxy
re-encryption requires two polynomial multiplications).
Substituting the expressions for bounds into inequality (2) yields

√
(3)
q > 4np2 ασk σe (2r − 1) (blog2 (q) /rc + 1) + p ασk .
Indistinguishability under Chosen Plaintext Attack (IND-CPA) follows from
Theorem 4 in [10]. Note that our scheme uses the constructions from [10],
but with the improved NTRU immunity constraint from [25] which arguably
preserves the proof of IND-CPA in [10].
The security analysis of the proposed PRE scheme is presented in Appendix
A.3.
3.5. Parameter Selection
A general issue with lattice encryption schemes is that they are more complicated to parameterize than other families of encryption schemes. Parameter
selection is governed largely by a correctness condition (which is specific to the
scheme being analyzed) and security condition(s). The correctness constraint
in this case is given by expression (3), and the security conditions are inequalities (A.3) and (A.4) for NTRU and RLWE assumptions, respectively. All three
inequalities have to be satisfied by the parameters of the PRE cryptosystem.
Of high importance are the parameters n and q which have the largest direct
impact on the runtimes of the scheme. The value of n should be kept as small
as possible since runtime is at least linear in n for all operations. The value of
q determines the sizes of integers that need to be manipulated computationally,
and should generally be kept as small as possible. The inequality (A.4) implies
that the value of n grows linearly with the bit length of q.
We begin the process of parameter selection with the security parameter δ,
also known as the root Hermite factor. A heuristic argument presented in [28]
suggests that a root Hermite factor of δ = 1.006 could provide adequate security
(approximately 100-bit security level). Therefore, we select δ = 1.006.
√The bound for discrete Gaussian error distribution χe is expressed as Be =
σe α, where σe is the standard deviation of the error distribution and α determines the effective probability that a coefficient generated using discrete Gaussian distribution (or a product of discrete Gaussians) exceeds the bound Be
[32]. The value of σe is usually chosen in the range from 3 to 6, and we set

12

Table 1: Effect of plaintext modulus p and relinearization window r on ring dimension n,
ciphertext modulus q, and ciphertext expansion factor β

p
2
2
2
16
16
16
256
256
256

380

385

390

395

r
1
8
16
1
8
16
1
8
16

n
1024
1024
2048
2048
2048
2048
4096
4096
4096

log2 q
34
38
48
52
52
57
77
77
77

β
34
38
48
13
13
15
10
10
10

the value of σe to 4 as in [33]. We set α to 9, which for the case of an integer generated using discrete Gaussian distribution corresponds to the theoretic
probability of at most 2−8 of choosing a value that exceeds the upper bound
Be . The choice of this value of α was validated empirically for 35,000 iterations of encryptions/decryptions [32]. The same value of α was used for the key
generation distribution χk .
Subsequent to the selections of δ, σe , and α, we can choose n and q experimentally using expressions (A.3), (A.4), and (3) to minimize the runtime/maximize
the throughput for various values of the relinearization window r and plaintext
modulus p.
Table 1 lists the minimum values of ring dimension n, bit length of ciphertext
modulus q, and ciphertext expansion factor β as a function of plaintext modulus
p and relinearization window r. The values of p are increased to reduce β (and
thus increase the throughput) and the values of r are increased to reduce the
computational and space complexity of the re-encryption operation. It can
be seen that the ciphertext expansion factor is high for p = 2, which implies
it should not be used in scenarios where maximum throughput needs to be
attained, which is the case for PICADOR. The highest value of r (up to 16) is
usually optimal as long as no ring dimension increase or noticeable ciphertext
modulus bit length increase is required [32]. The analysis of Table 1 can be
summarized as follows:
• lowest encryption/decryption latency is expected for case p = 2, r = 1,

400

• lowest re-encryption latency is expected for case p = 2, r = 8,
• highest throughput is expected either for p = 16, r = 16 or p = 256, r =
16. An experimental evaluation of throughput for r = 16 is provided in
Section 5.
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4. Prototype Architecture and Implementation
405

410

We implemented a PICADOR prototype to explore design tradeoffs and to
experimentally evaluate our system’s performance. The Pub/Sub architecture
is implemented in Java, and the PRE encryption is implemented as a C++
lattice encryption library. We implemented all components of the architecture,
including the publishers, subscribers, PRE-enabled Pub/Sub broker, and the
Policy Authority in a Java-based framework with invokes the C++ encryption
library.
In the following, we first discuss the PRE implementation in Section 4.1.
Then, we present the Pub/Sub implementation in Section 4.2.
4.1. PRE Implementation

415

420
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Key generation, encryption, re-encryption, and decryption operations for
our PRE scheme are enabled by our PALISADE library for lattice encryption.2
We selected to build off the PALISADE C++ library because of its well-defined
cryptographic APIs and optimized implementation of lattice/arithmetic operations. For convenience, we refer to our implemented NTRU-RLWE PRE scheme
using PALISADE as PALISADE-PRE.
Public/private key pairs are generated using PALISADE-PRE’s KeyGen
API by the Policy Authority (i.e., for publishers) and subscribers. PALISADEPRE supports serialization and deserialization of the keys and ciphertext as
JavaScript Object Notation (JSON) files. PICADOR uses JSON serializations
of ciphertext and keys for communication among its components as well as
for storage. JSON was chosen because it is lightweight, programmatically accessible, and provides for rapid development and deployment by avoiding the
integration and resource requirements of third-party data management systems.
4.2. Pub/Sub Implementation
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PICADOR is implemented using Java Server Pages (JSPs), Java Servlets,
Java Message Service (JMS), Java Native Interface (JNI) APIs, Message Driven
Enterprise Java Beans (MDEJBs), and companion Java classes with all resources
running in the Wildfly 9 application server. PICADOR’s Java-based components interface with its C++ PALISADE-PRE library using the JNI framework. Java was selected to develop the prototype because of its cross-platform
support, reliable APIs for C++ integration via JNI, messaging via JMS, and
security support. The JMS-enabled messaging system of Wildfly 9 was chosen to implement PICADOR’s component communication because of its rapid
deployment, ease of extensibility, performance, and scalability.
Figure 3 presents the main components of our prototype and their communication. The prototype consists of a publisher, a PRE-enabled broker, and a
subscriber. Although only one instance of each is illustrated in the figure, there
2 The PALISADE library is released under a BSD open-source license and is available for
download at https://git.njit.edu/palisade/palisade-community-edition.
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Figure 3: PICADOR Components
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can be many instances of the publisher and many instances of the subscriber.
Each of these components resides in a Wildfly 9 container. The implementation
can be deployed as a single instance of Wildfly with all of the components active
and in use, or it can be implemented as multiple instances of Wildfly with each
running a subset of the three components. We note that as communication
between the components uses HTTP POST and GET, the components can be
separated and perhaps in some cases built with smaller implementations should
such deployments prove useful.
Although we design, instantiate, and experiment with PICADOR as a single
broker Pub/Sub system, it is also possible for our architecture to be generalized
to support multiple brokers for improved scalability and fault tolerance. By
using distributed systems techniques such as consistent hashing and replication,
the topics can be partitioned across multiple brokers while maintaining a given
replication factor for per-topic data structures. These data structures are the
map between the subscribers and their public keys as well as the map between
the publisher/subscriber pairs and the re-encryption keys. Since none of them
is updated frequently, the cost of replication and consistency are expected to
be low. Since the content is read-only, its replication is straightforward. As
demonstrated in [34], messages could be routed in O(1) at the cost of sligthly
higher overhead for network topology maintenance. Therefore, the latency is
expected to be similar to the one of our current prototype. In this paper, we do
not focus on multiple broker designs and we primarily leave this to future work.
The components access the features of the PALISADE-PRE library through
the library’s JNI wrapper. Each component performs a separate step in the
encryption/re-encryption/decryption cycle. Their interaction is through a cen-
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tral content repository and through the shared use of a publisher queue.
The publisher publishes a file by sending encrypted content that is designated
for a particular queue to the broker. The queue is specific to the topic of
the content. Queues can be added on the fly. The PRE broker stores the
published content in the repository, updates the appropriate queue, and notifies
any subscribers of updates to the queue. When notified that content has been
added to its queue, the subscriber requests a download of the published content.
The PRE broker performs re-encryption and sends the re-encrypted content to
the subscriber. The subscriber performs decryption, re-assembles the content,
and saves the published content file.
4.3. Publisher Workflow
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The publisher is accessed through the publisherIndex JSP. The user identifies
herself as the publisher, selects (or creates) the queue to which the content is to
be published (i.e., the topic), selects the content to be published, and uploads
the content to the PublisherFileServlet.
The PublisherFileServlet processes the content by partitioning in into chunks
of plaintext. Each of these chunks can be processed separately, allowing the
implementation to parallelize the encryption and publication in multiple independent threads. The size of the chunk and the degree of parallelization can be
selected by the publisher according to the publisher’s available processing capacity; however, as noted, the most efficient chunk size in terms of minimizing
the ciphertext expansion factor is a function of n, the PRE ring dimension.
Each thread in the PublisherFileServlet encrypts chunks of plaintext, converts them to a JSON data structure for the ciphertext, and adds a tag for
the JSON data structure indicating the sequence of the chunk’s position in the
overall content. Each thread assembles these tagged JSON structures into an
HTTP POST.
The HTTP POST contains a flag informing the broker which topic-based
JMS queue is relevant to the published content. The body of the post consists
of a sequence of encrypted ciphertext chunks, containing: 1) a portion of the
JSON data structure for the ciphertext, and 2) a flag indicating the index of
the chunk’s JSON portion in the ciphertext’s entire JSON data structure. The
broker uses those items to store each chunk. In order to make efficient use of
network bandwidth, the JSON data structure is compressed before it is sent to
the broker using the ZIP compression class in the Java JDK.
When all of the chunks have been processed by the publisher and all of the
POST threads have completed, the publisher POSTs a small message indicating
that the publication has completed. When the broker receives this “publication
complete” POST, it sends a single “publication notice” to the JMS queues it
manages for the published content. This notice consists of a content identifier
and a flag for the content’s JMS queue topic. The notification is implemented using an MDEJB deployed on each subscriber client that is configured to monitor
specific queues for notices and stores each notice to the subscriber’s publication
notice repository (PNR).
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4.4. Subscriber Workflow
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The subscriber implementation can use the arrival of the publication notice
message to launch the process of pulling content that it has subscribed to.
However it should be noted that the subscriber may also view the contents of
its queue and, at any time, launch the process of pulling content.
The broker maintains a PRE key map that associates each PRE re-encryption
key with a specific JMS queue and the subscriber’s public key. In this way, the
appropriate subscribers can retrieve the content upon receiving the publication
notice. Specifically, the subscriber client’s JSP interface lists publication notices
stored in its PNR that have been received from the JMS queues managed by
the broker for the subscriber’s subscriptions.
The subscriber client requests content corresponding to a specific notice by
sending an HTTP POST to the SubscriberClientServlet. This request contains
1) the subscriber’s ID, 2) the topic of the content, and 3) a flag for the relevant
JMS queue.
The SubscriberClientServlet submits a request for published content to the
PRE Broker. After receiving the subscriber’s request, the broker checks to
be sure that the subscriber is permitted to receive this information. If the
subscriber is authorized, then the broker replies to the request for content by
retrieving the content’s ciphertext chunks, re-encrypting each chunk, and then
sending these PRE ciphertext chunks to the subscriber. Each ciphertext chunk
returned contains 1) a PRE ciphertext JSON data structure, and 2) a flag
reflecting the index of the chunk in the original ciphertext’s entire JSON data
structure.
The broker de-compresses the compressed JSON data structure before reencryption, and then compresses it before sending it to the broker. The subscriber must also de-compress the compressed JSON data structure before decrypting it.
The subscriber decrypts each received PRE ciphertext chunk using its private
key to recover a portion of the published content and uses each chunk’s index
value to reconstruct and store the published content.
The SubscriberClientServlet has the option of parallelizing the fetch of subscribed content from the PRE Broker. This decision can be made independent
of the crypto parameters or publication details and is based solely on subscriber
resources. This is accomplished by the simple expedient of distributing chunks
across threads in a round-robin fashion.
5. Experiments
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We experimentally evaluate PICADOR to explore its configuration-performance
tradeoffs and scalability, and identify the types of applications it may support.
The primary practical challenge of implementing and using lattice-based cryptosystems is one of performance. Typical implementations require tuning of
settings such as multi-threading, plaintext encoding, and related parameters,
all of which we examine experimentally.
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While varying configuration parameters to find optimal settings, we fix the
security parameter during experimentation to provide a base level of security
which conforms to current best practices and provides a high level of security.
We select a security parameter δ = 1.006, which provides a high degree of security based on current understandings [28, 29]. Lowering the security parameter
significantly would make the cryptosystem arguably insecure, and increasing the
security setting over an acceptable threshold would potentially over-engineer the
security of the cryptosystem while negatively impacting runtime performance.
5.1. Methodology
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We evaluate performance with respect to the following metrics, which are
similar to those used in related PRE work [9, 20]:
1. Throughput: How many plaintext bits can be published or brokered for
various settings.
2. Payload Expansion: How many (amortized) bits are required to represent
every bit of plaintext (payload).
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We use the throughput to assess how much plaintext data can be processed
by the implementation per unit of time. Throughput measures the processing time of the specific pub-PRE-sub operations amortized for the number of
plaintext bits encrypted in each ciphertext.
Throughput is related to the payload expansion factor. This factor is an
artifact of both the ciphertext expansion of the underlying encryption scheme
and encoding/decoding performed by the communication infrastructure when
transmitting data.
We ran multiple experiments to evaluate the impact on performance of: (i)
Plaintext modulus; (ii) Chunk size; (iii) Payload size; (iv) Parallelization in
single-host setup; (v) Parallelization in multi-host setup; and (vi) Number of
subscribers. All experiments except for the ones dealing with the parallelization
in multi-host setup and the effect of the number of subcribers were run on a
single host.
The serialized ciphertext data is compressed using GZip before being transmitted to the PRE-enabled broker to reduce bandwidth usage. Once received,
the broker decompresses the ciphertext file, performs re-encryption, and then
compresses the ciphertext file for the subscriber. We experimentally observed
a mean compression ratio in the ciphertext files of under 1.6, meaning that less
bandwidth is used during Pub/Sub operations. We observed, however, that the
compression and de-compression operations at the broker increases the latency
by a mean of 15%. Thus, for settings where the bandwidth is a non-issue and
low latency is a high priority, compression may be disabled.
5.2. Testbed
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To experimentally evaluate performance, we deployed the PICADOR Pub/Sub
broker on a Supermicro 1U rackmount server with an Intel(R) Xeon(R) CPU
E5-2660 with 8x2.20 Ghz cores (2 logical processors per each) with 32GB of
18

Table 2: Effect of Varying Plaintext Modulus on Publisher and Subscriber Throughput
Plaintext
Publisher
Subscriber
Modulus p
Throughput, KB/s Throughput, KB/s
2
6.4
1.6
16
21.4
4.9
256
33.8
6.4
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RAM. The server ran VmWare ESXi 6.0. Virtual machines (VMs) with up
to 8 cores and 16 GB of RAM were used to emulate the PRE-enabled broker
functionality. The VMs were configured with Windows 7 64-bit.
We used commodity Dell Latitude laptops to emulate publishers and subscribers in multi-host experiments. The laptops had Intel(R) Core(TM) i73520M CPU with 2x2.90GHz cores (2 logical processors per core) and 8GB of
RAM. The laptops were configured with Windows 7 64-bit.
The Pub/Sub clients connected to the server via a wired Ethernet switch
with 100Mbps ports. We use the term “Publisher Throughput” to denote the
rate at which plaintext data is encrypted and published to the Pub/Sub broker,
and the term “Subscriber Throughput” to denote the rate at which this plaintext
data is received at a subscriber, inclusive of it being re-encrypted, sent to the
subscriber and then decrypted by the subscriber.
5.3. Plaintext Modulus
Plaintext could hypothetically impact performance because larger plaintext
moduli are likely to enable more efficient packing of data into ciphertexts that
need to be transmitted. We experimentally evaluated this hypothesis over multiple plaintext selections: p ∈ {2, 16, 256}. The results of the impact on publisher
and subscriber throughput can be seen in Table 2.
We observe that the throughput generally increases with larger plaintext
moduli. This supports our hypothesis that larger moduli could lead to more
effective data packing. However, there is a limit to how large of a plaintext
modulus we would wish to use. As the plaintext moduli increase, the ciphertext
moduli have to correspondingly increase to guarantee correct decryption. When
ciphertext moduli increase, the ring dimension also increases as a result of the
RLWE security constraint. Eventually a point is reached where further plaintext
modulus increase starts causing performance decline.
The prototype plaintext encoding implementation supports the plaintext
modulus of up to p = 256 for byte encoding of plaintext. Further analysis
suggests that increasing p to higher values may provide additional performance
improvement, but the net effect would also depend on the value of relinearization
window. This type of multi-parameteric optimization based on plaintext modulus and relinearization window is beyond the scope of this study and should
be carried out when specific application requirements are known.
5.4. Effect of Chunk Size on Performance
We experimentally evaluated the impact of chunk size on performance. We
ran experiments with chunk sizes varied from 4KB up to 1024KB and all other
19

Figure 4: Effect of Chunk Size on Throughput
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variables held constant. The experimental results are shown in Figure 4.
The obtained throughput is usable for applications handling text or small
size data where low latency is needed. The values suggest that photos or other
types of larger data can also be supported by PICADOR, but within applications
that do not have stringent latency constraints. Furthermore, Section 5.6 shows
that throughput can be increased significantly through parallelization. Therefore, we conclude that many useful applications in domains such as healthcare
and military can guarantee end-to-end payload confidentiality with PICADOR,
while achieving good performance.
We observe that publisher and subscriber throughput reaches a plateau for
chunk sizes higher than 32KB. Lower throughputs for chunk size less than 32KB
are likely caused by internal pre-processing steps needed by the C++ wrapper
for crypto operations. The wrapper implementation can be optimized to reduce
this effect, but subscriber operations are much slower than the publishing step
for the single-threaded setup. This is due to the fact that re-encryption, which is
the limiting latency factor, is part of the subscriber operations. Our conclusion,
based on these experimental observations, is that the chunk size should be large
enough to adequately amortize the start-up costs, but not larger than that.
Larger chunk sizes are likely to cause latency issues, which may be problematic
in safety-critical or mobile applications.
5.5. Effect of Payload Size on Performance
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We made experimental observations for payloads varying from 100 KB to 50
MB, with all the other parameters held constant.
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Figure 5: Effect of Payload Size on Throughput
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The results from this experiment can be seen in Figure 5, and they confirm
that PICADOR scales well with the payload size. The figure shows that both
publisher and subscriber throughputs are generally independent of payload size
except for very small payload sizes, where the start-up cost is not amortized.
This lack of dependence is likely due to the stream-oriented processing of data
(as chunks), which allows for good scalability in PICADOR.
5.6. Effect of Parallelization on Performance in Single-Host Setup
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These experiments evaluate the impact of multi-threading on the throughput. As we described in Section 4, publishers and subscribers use multiple
threads for parallel uploads and downloads to/from the broker. With our baseline parameter set and a payload size fixed at 10MB, we varied the number
threads available to the PRE-enabled broker from 1 to 16.
The results, shown in Figure 6, demonstrate significant increase in the
throughput as the number of threads increases. The publish throughput increases by 5.9 times, while the subscribe throughput increases by 5.8 times.
However, the throughput levels off when we increase the number of threads beyond 8 because our server has 8 cores. Although not shown in the graph, the
encryption time for 8 threads is reduced by a factor of 6.3.
5.7. Effect of Parallelization on Performance in Multi-Host Setup
We assessed the impact of multi-core operations on throughput performance
when commodity laptops are used to emulate the Pub/Sub clients, and the
server virtual machine is operated as a PRE broker. Although PICADOR
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Figure 6: Effect of Number of Running Threads on Throughput

Table 3: Effect of Multi-Core Execution on Throughput
Number of Threads
Number of
Publisher
Subscriber
per Client
Server Cores
Throughput (KB/s) Throughput (KB/s)
4
1
94.9
3.5
4
2
95.7
6.6
4
4
95.4
16.0
4
8
95.1
23.7
2
8
72.8
16.4
1
8
41.5
9.4
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is designed for interleaved publish/subscribe operations, we performed noninterleaved publish and subscribe operations to directly measure the effect of
each operation separately. Two laptop clients were either concurrently publishing content or downloading the content through subscription to a single PRE
broker.
The number of threads was varied to examine both the effects of parallelization and scalability. The actual number of cores on the PRE-enabled broker
was changed using the settings of the virtual machine to examine scalability.
The experimental results can be seen in Table 3.
We observe that publisher throughput depends only on the performance of
publisher clients and not the broker. This is justified because the computational
bottleneck is on the publisher client due to encryption operations. When the
number of publisher client threads on the 4-core host laptop is increased from
1 to 4, the throughput increases by a factor of 2.3.
Conversely, the subscriber throughput depends both on the computing power
of the broker and the subscriber clients. It can be seen that subscriber through22

Figure 7: Effect of Number of Subscribers on Throughput
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put increases by a factor of 6.8 when the number of server cores is increased
from 1 to 8. There is a clear effect of thread synchronization between client and
broker. When the number of client threads is one and PRE server cores is 8,
only two cores (one for each client) are used by the broker.
5.8. Effect of Number of Subscribers on Performance in Multi-Host Setup
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We conclude the experiments by examining the scalability of the PRE server
as a function of the number of subscribers. As a base configuration for the
PRE server, we used an 8-core virtual machine. All Pub/Sub operations were
run in the single-threaded mode. We interleaved the publish and subscribe
operations to examine the scalability limits. The subscriber workflows were
launched simultaneously to examine the effect of concurrent subscriber sessions.
We used the chunk size and payload size of 128 KB and 10 MB, respectively.
Figure 7 shows that the PRE server scales relatively well up to 8 subscribers,
which is the same as the number of cores in the PRE server, with unit subscriber
throughput reduced only by 13% when the number of concurrent subscribers
increases from 1 to 8. When the number of subscribers rises to 16, the throughput degrades by more than 38% as compared to the case of 8 subscribers. This
suggests that the number of cores in the PRE server is the main scalability bottleneck in our experimental setup. One can also observe that the effect of high
PRE server CPU utilization (due to a large number of subscribers) on the publisher throughput is relatively small as all computationally expensive steps are
performed by the publisher. For instance, the publisher throughput decreases

23

720

725

only by 12% when the number of subscribers, which corresponds to the number
of running threads on the PRE server, is increased from 1 to 16.
We validated the above conclusions by performing additional experiments
where the number of cores in the PRE server or the number of publishers was
varied.
5.9. Analysis and Tradeoff Recommendations
Based on our experimental results, we have identified the following potential
performance bottlenecks that should be considered when applying PICADOR
or designing a similar system:
• Payload expansion: one needs to set parameters, including plaintext modulus, ciphertext modulus, and chunk size to minimize payload expansion.
This greatly reduces bandwidth usage and reduces computational overhead associated with encryption operations.
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• Brokering latency: related to payload expansion, brokering latency is
driven by both payload expansion and computational resources at the
broker. In practice, this can be addressed by multi-threading on multicore servers because our PRE scheme supports re-encrypting data chunks
in parallel.
• Scalability: Our current architecture is centralized and it has scalability
limits. However, as discussed in Section 4, a scalable multi-broker version of PICADOR could be designed using standard distributed systems
techniques such as consistent hashing and replication. This version is
expected to scale because the overhead associated with maintaining consistency should be low (i.e., new subscribers or new topics are not added
very frequently).
• Subscription churn: PICADOR was not designed for highly volatile environment with high subscription churn. To support such a scenario in
a scalable way, a part of PICADOR’s architecture, including the Policy
Authority, would need to be re-designed.
Based on our experimental analysis and identification of bottlenecks, we
make the following recommendations regarding the configuration of the PICADOR prototype:
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• Use as large a plaintext modulus as possible as long as the ciphertext
modulus bitwidth is less than the bitwidth of all processors on the clients
or the broker.
• Make no adjustments for varied payload size.
• Use a large enough chunk size to amortize for crypto operation start-up
costs, if any.
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• Use as much multi-threading as possible, with the limiting factor being
the number of cores on the machines.
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6. Related Work
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Although Pub/Sub information distribution has been actively researched
and used [1], there has been limited investigation into the security of Pub/Sub
operations. General security challenges in such systems have been identified
in [6, 35], particularly confidentiality and key management which are the focus
of our contributions in this article. Prior overviews of the challenges faced by
cryptographic solutions for Pub/Sub operations are presented in [36, 37]. The
system discussed in [38] presents an approach to update publisher encryption
keys in content-based Pub/Sub systems for encrypted subscriptions. PICADOR
does not address this prior more general capability. PICADOR focuses on topicbased Pub/Sub systems where subscription information is not encrypted, and
on key exchange rather than on key updates as in [38].
Confidentiality and other security concerns in topic-based Pub/Sub systems
such as PICADOR have potentially different security concerns and trade-offs as
compared to content-based Pub/Sub systems. There has been extensive prior
work on confidentiality in content-based Pub/Sub frameworks where the broker
needs some degree of visbility into content to support brokering [39, 40, 41].
A solution based on symmetric key encryption, shown in [39], requires either
decryption at the Pub/Sub broker or establishing a priori shared symmetric
keys between publishers and subscribers. A general approach to confidential
Pub/Sub systems with a highly scalable key-management solution, presented in
[40], can be overlaid on general content-based Pub/Sub information substrates.
PICADOR focuses on preserving the privacy of the published content; it
does not address the privacy of topic metadata. However, solutions presented
in [14, 41] provide insight into an approach which protects the confidentiality
of subscriptions, potentially by encrypting subscription information. The PRE
techniques in PICADOR could be combined with techniques in [14] to protect
the privacy of subscriptions in addition to the confidentiality of the information
payloads.
A prior secure topic-based Pub/Sub design [6] relies on symmetric encryption to enforce end-to-end content confidentiality and focuses on identity management to ensure that only approved subscribers recieve information. Also,
[42] provides a related topic-based publish-subscribe framework that focuses on
identity management with end-to-end encryption. These works are highly complimentary to PICADOR in that they addresses identity management issues
that are not our focus.
There is a growing relevant body of work which applies Attribute-Based
Encryption (ABE) [43] to support relevant ABE-based Access Control [44] and
ABE-based Pub/Sub [45, 46]. ABE-based approaches are appealing because the
encryption of data depends on attributes of intended data recipients, inclusive
of which topics the recipients are interested in, without being tied to specific
recipients. This line of research shows potential promise to provide additional
confidentiality of topics, although it might not yet be completely general and
practical. A general challenge with ABE-based approaches is the complexity
of their encryption operations which may be difficult to support efficiently on
25
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limited publisher hardware such as the one encountered on mobile devices. The
ABE performance limitations are addressed in [45, 46], but the ABE approaches
generally require substantially more computational effort and publisher bandwidth than our PRE-based approach. In addition, ABE does not provide the
general access delegation capabilities we exploit with PRE, which features encrypted access delegation.
There has been limited application of Proxy Re-Encryption (PRE) in the
domain of Publish-Subscribe systems. Most relevant is [47] which was not implemented and uses a Paillier-based PRE scheme [48] rather than a lattice-based
approach employed in our work. An important feature of our lattice-based PRE
is that it is unidirectional and provides tighter control on which ciphertexts can
be re-encrypted and to whom. Furthermore, our lattice-based scheme is postquantum and admits more general homomorphic encryption properties.
The work related to PRE is discussed in detail at the beginning of Section 3.
7. Conclusions and Future Work
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We presented PICADOR, a secure topic-based Pub/Sub information architecture with end-to-end encryption that delegates information access with a
lattice-based variant of Proxy Re-Encryption (PRE). PICADOR enables flexible Pub/Sub asynchronous communication because it prevents the need for
information producers and consumers to a priori share information. Furthermore, it ensures the Pub/Sub broker does not have access to the unprotected
information. Experimental results demonstrate that PICADOR is practically
viable. It provides adequate performance for many applications that do not
have stringent real-time requirements, while transferring large amounts of data.
An important benefit of PICADOR’s end-to-end lattice-based encryption
scheme is that it enables users to securely use low-cost cloud computing environments to share data while also significantly reducing vulnerability to insider
attacks. For example, our architecture limits data access only to the system
administrators who have decryption keys even when encrypted computing is
hosted on proprietary servers. Additionally, our architecture prevents access
to decrypted data until it reaches its intended recipient. The benefits of our
architecture will thus reduce the operational costs of highly regulated industries
such as healthcare and military where regulatory compliance has previously restricted the ability to outsource data security computations to low-cost cloud
computing environments.
Although we focused on privacy and confidentiality concerns, our architecture can be augmented to provide integrity and availability protections thereby
satisfying the CIA triad. For example, standard digital signature methods, such
as RSA signing or Elliptic Curve Digital Signature Algorithm, could satisfy
the integrity requirement. Service replication, for example, implemented using Active/Active Clustering, could satisfy the availability requirement against
hardware issues and denial-of-service attacks. The prototype’s Policy Authoritycentric key distribution scheme can also be augmented to allow the authentication of transmitted public and PRE keys.
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The PICADOR implementation is based on the NTRU-RLWE PRE scheme
that supports up to two hops of re-encryption (two encrypted-data delegations
or two brokers connected in series). If a larger number of re-encryptions is
required, other lattice encryption schemes, such as BGV [30] and FV [49], can
be used. These schemes can be implemented using the PALISADE C++ library
employed for the PICADOR prototype.
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Appendix A.1. Stehlé-Steinfeld Encryption Scheme
Our PRE scheme is based on the Stehlé-Steinfeld encryption scheme [10],
which is summarized below. The Stehlé-Steinfeld scheme is parameterized using
the following quantities:
• security parameter (root Hermite factor) δ for the corresponding Shortest
Vector Problem [28],
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• ciphertext modulus q,
• ring dimension n,
• plaintext modulus p,
• Bk -bounded discrete Gaussian (key generation) distribution χk over the
polynomial ring R = Z[n]/ hxn + 1i with standard deviation σk ,

1070

• Be -bounded discrete Gaussian (error) distribution χe over the polynomial
ring R with standard deviation σe .
n

1075

The scheme supports a plaintext space of M = {0, 1, . . . , p − 1} , where p
is the plaintext modulus. All operations on ciphertexts are performed in the
ring
q ≡ R/qR.
  Each coefficient in the polynomials is represented in the range
 R
− 2q , ..., 2q .
The scheme includes the following operations:
• KeyGen: Sample polynomials f 0 , g ← χk and set f := pf 0 + 1 to satisfy
f ≡ 1 (modp). If f has no modular multiplicative inverse in Rq , then
re-sample f 0 . Set the public key pk and private key sk:
sk := f ∈ R,
pk := h = pg f −1 ∈ Rq .
32

• Enc (pk = h, m ∈ M ): Sample polynomials s, e ← χe . Compute the ciphertext:
c := hs + pe + m ∈ Rq .
• Dec (sk = f, c): Compute the ciphertext error b := f · c ∈ Rq . Output
m0 := b (modp).
The scheme is correct as long as there is no wrap-around modulo q. Indeed,
b = f · c = f (h s + pe + m) = pgs + pf e + f m
and if the value of b does not wrap around modulo q, then
b = pgs + pf e + f m (modp) = f m (modp) = m (modp).
Similarly to the derivations in [32, 31], one can devise the correctness constraint for the decryption of ciphertext using the infinity norms k...k∞ , upper
bounds Bk and Be for the coefficients generated using discrete Gaussian distribution, and average-case analysis of polynomial multiplication based on the
Central Limit Theorem. The correctness constraint for the encryption scheme
requires that
f · c = pgs + pf e + f m < q/2.
(A.1)
In view of Bk , Be >> 1, the infinity norm can be expressed as
√
kf · ck∞ ≤ n {pBk Be + p (pBk + 1) Be + (pBk + 1) (p − 1)} ≈
√
np (p + 1) Bk Be .
Substituting the expression for infinity norm into inequality (A.1) and multiplying the estimated norm bound by a factor of 2 (to compensate for all
approximations), we obtain
√
q > 4 np (p + 1) Bk Be .
(A.2)
Appendix A.2. Security Analysis of Stehlé-Steinfeld Encryption Scheme
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The security of the Stehlé-Steinfeld scheme is based on the NTRU and “Ring
Learning With Errors” (RLWE) assumptions [10, 31].
The NTRU problem is to distinguish between the following two distributions: a polynomial f /g with f and g sampled from distribution χk (assuming g is invertible over Rq ) and a polynomial h sampled uniformly at random
over Rq . These distributions were shown
 to be statistically indistinguishable for
Φm (x) = xn + 1 when σk = ω q 1/2 [10]. Once the hardness of NTRU problem is proven (i.e., the public key cannot be distinguished from a uniformly
distributed random polynomial), the RLWE assumption kicks in to prove semantic security of the encryption scheme. This logic was applied to show that
the Stehlé-Steinfeld scheme
defined by operations KeyGen, Enc, and Dec and

constraint σk = ω q 1/2 is IND-CPA secure [10].
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Appendix A.3. Security Analysis and Constraints for NTRU-RLWE PRE Scheme
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Though provably secure, the original Stehlé-Steinfeld scheme is impractical
for proxy re-encryption or any homomorphic encryption scheme requiring at
least one multiplication of two polynomials generated from the distribution χk .
In this case, the correctness inequality for q would never hold as we would have
Bk2 ∝ σk2 = ω (q) on the right hand side of the expression,
 i.e., q > ω (q).
For practical reasons, the constraint σk = ω q 1/2 was suggested to be
replaced with a smaller value corresponding to the error distribution χe by
arguing that the resulting Decisional Small Polynomial Ratio (DSPR) problem
is secure against all known practical attacks [31]. This assumption was recently
invalidated for some parameter ranges by two subfield lattice attacks [25, 50],
which are able to reduce the ring dimension of the affected cryptosystems and
solve the Shortest Vector Problem for n = 512 or lower.
Albrecht et al. [25] proposed a new practical constraint for σk based on the
immunity of NTRU to subfield lattice attacks, conjecturing that the StehléSteinfeld proof may be extended to this case:

σk >

1105

2q
nπe

1/4
.

(A.3)

Our proxy re-encryption scheme, referred to as NTRU-RLWE PRE, uses
this constraint. In contrast to the original Stehlé-Steinfeld scheme, our scheme
supports ReKeyGen, ReEnc, and homomorphic indexing and multiplication operations.
To meet the RLWE security requirements of the encryption scheme, we use
the inequality derived in [33], namely,
n≥

log2 (q/σe )
.
4 log2 (δ)
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(A.4)

