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Making Decisions Via Simulation
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• Introduction
• Continuous Stochastic Optimization
• Small Number of Alternatives: Ranking and Selection

• Large Number of Alternatives: Discrete Stochastic Optimization
Reading Assignment: Chapter 10 of Law.
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Introduction

• Problem: Given a number of alternative systems,
identify the “best” one.

• Example: Given 10 alternative designs for a manufacturing system,
which has the largest throughput?

• Performance of each alternative is estimated via simulation.

•Methods presented are chosen because of simplicity

• See Law textbook for

more details on exactly when they are applicable

whether improved versions of the algorithms are available.

• Current understanding of behavior of these algorithms incomplete

Apply with due caution.
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Introduction

• Let θ be a parameter value denoting one alternative to consider.

• Let Θ denote the set of all possible parameters to compare.

•Methods categorized mainly based on the size of set Θ.

1.Θ is an (uncountably infinite) interval of values

e.g., θ is an arrival rate

2.Θ has a small number (≤ 20) of values

e.g., θ is the size of a single buffer

3.Θ has a large (or countably infinite) number of values

e.g., θ is vector denoting the sizes of 10 buffers
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Continuous Stochastic Optimization

• Problem: Given a set Θ of possible parameter values,
find θ ∈ Θ to

min
θ∈Θ μ(θ)

• Let θ∗ denote the (unknown) global minimizer of μ.

• For a given value of θ, we are not able to evaluate μ(θ) analytically
or numerically.

•Must obtain (noisy) estimates of μ(θ) using simulation.

• First assume the set Θ of possible solutions is an (uncountably
infinite) interval of real values:

Θ =
[
θ, θ

]
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Robbins-Munro Algorithm

• One approach to minθ∈Θ μ(θ)

1. Estimate the derivative μ′(θ) using simulation.

2. Use an iterative method to solve the equation μ′(θ) = 0.

• The most basic such method is the Robbins-Monro Algorithm.

Can be viewed as a stochastic version of Newton’s method for
finding a root of a nonlinear function.

Iterative algorithm identifies a sequence of parameter values
θ0, θ1, θ2, . . . such that θn → θ∗ as n → ∞.
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Robbins-Munro Algorithm

• After n iterations, the (n+1)th iteration selects θn+1 as

θn+1 = π

(
θn −

(
a

n

)
Zn

)

where

a > 0 is a fixed parameter of the algorithm
(the quantity a/n is sometimes called the “gain”)

Zn is an unbiased estimator of derivative μ′(θn)
Function π( · ) projects the current parameter value onto the
feasible set Θ = [θ, θ] via

π(θ) =

⎧⎪⎪⎪⎨
⎪⎪⎪⎩
θ if θ < θ;
θ if θ ≤ θ ≤ θ;
θ if θ > θ.
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Robbins-Munro Algorithm

• Algorithms that iterate as described above are called stochastic
approximation algorithms.

• If the only local minimizer of μ is the global minimizer θ∗,
then under very general conditions

θn → θ∗

as n → ∞ with probability 1.

Otherwise, the algorithm can converge to some other local
minimizer.
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Robbins-Munro Algorithm

• For large n, can show θn has approximately normal distribution.

• Suppose procedure is run for

m independent replications (where m = 5 to 10)

each replication has n iterations

• Resulting m IID replicates are θn,1, θn,2, . . . , θn,m.

• Then
a point estimator for θ∗ is

θ̄m =
1

m

m∑
j=1

θn,j

confidence intervals can be formed in the usual way, based on the
Student t distribution with m− 1 degrees of freedom.
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Remarks on Robbins-Munro Algorithm

• Variants of previous procedure are available for multi-parameter
problems.

•Main drawback of R-M algorithm:
convergence can be slow and sensitive to choice of parameter a.

Current research focuses on finding methods that converge faster.

One easy, practical way to stabilize the algorithm a bit is to keep
track and return the best parameter value seen so far.
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Kiefer-Wolfowitz Algorithm

• A variant of R-M procedure is due to Kiefer and Wolfowitz.

• Replace the gradient estimate Zn in R-M by a finite difference that is
obtained by running the simulation at various values of parameter θ.

Finite-difference estimate of derivative at θ is
μ(θ + h)− μ(θ)

h
or

μ(θ + h)− μ(θ − h)

2h

Choosing appropriate h is tricky.

K-W procedure breaks down as the dimension d of the parameter
space increases.
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Simultaneous perturbation stochastic approximation

• “Simultaneous perturbation stochastic approximation” (SPSA) tries
to avoid the dimensionality problem of K-W as follows.

• At the kth iteration of a d-dimensional problem, a finite-difference is
obtained by running the simulation at the two parameter values

θ ± cΔk,

where

θ is the current value of the parameter vector (of length d)

c is a nonnegative real number that is a parameter of the algorithm

Δk is a d-vector of independent Bernoulli random variables,
each equal to 1 or −1 with equal probability.
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Back to Robbins-Munro Algorithm

• How do we obtain the derivative estimates needed for R-M algorithm?

• One popular method is via likelihood ratios.

• First suppose that we wish to estimate

μ = Ep[h(X1, . . . , Xn) ]

Ep denotes expectation when X1, . . . , Xn ∼ p IID

p is PMF with state space S

• Standard simulation approach to estimate μ is as follows:

For k = 1,2, . . . ,K, generate n IID replicates of X, say
X1,k, . . . , Xn,k.

Set μ(k) = h(X1,k, . . . , Xn,k).

Estimate of μ is sample average of μ(1), μ(2), . . . , μ(K).
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Likelihood Ratios

• Suppose
q is another PMF with same state space S as p.

q(s) > 0 whenever p(s) > 0.

• Then μ can be estimated by sampling using q rather than p

• Let X1, . . . , Xn ∼ q IID, and set

L =
∏n
i=1 p(Xi)∏n
i=1 q(Xi)

.

L is called a likelihood ratio

L represents likelihood of seeing observations X1, . . . , Xn under
PMF p relative to likelihood of seeing observations under PMF q.
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Likelihood Ratios

Claim: Eq[h(X1, . . . , Xn)L ] = Ep[h(X1, . . . , Xn) ],
where Eq denotes expectation under PMF q

Proof:

Eq[h(X1, . . . , Xn)L ]

=
∑

x1∈S
· · · ∑

xn∈S
h(x1, . . . , xn)

⎛
⎝∏n

i=1 p(xi)∏n
i=1 q(xi)

⎞
⎠

× Pq(X1 = x1, . . . , Xn = xn)

=
∑

x1∈S
· · · ∑

xn∈S
h(x1, . . . , xn)

⎛
⎝∏n

i=1 p(xi)∏n
i=1 q(xi)

⎞
⎠ n∏
i=1

q(xi)

=
∑

x1∈S
· · · ∑

xn∈S
h(x1, . . . , xn)

n∏
i=1

p(xi)

= Ep[h(X1, . . . , Xn) ]
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Likelihood Ratios

• Recall
Eq[h(X1, . . . , Xn)L ] = Ep[h(X1, . . . , Xn) ] (1)

• Thus, we can generate X’s using q instead of p

Multiply performance h(X1, . . . , Xn) by “correction factor” LR

• This idea can be applied in great generality.

For example, suppose X is RV with density function f .

If g is another density with g(x) > 0 whenever f(x) > 0,
then (1) holds with

L =
∏n
i=1 f(Xi)∏n
i=1 g(Xi)

=
n∏

i=1

f(Xi)

g(Xi)
.

Similar results hold for very general stochastic processes.

Can replace n with a random time N .

• L can easily be computed in a recursive manner.
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Likelihood Ratio Derivative Estimation

• Likelihood ratio techniques can be used to yield an estimate of μ′(θ)
based on simulation at the single parameter value θ.

• Suppose performance measure μ(θ) satisfies

μ(θ) = Eθ[ c(X, θ) ]

c(X, θ) is a “cost function” on realization X and parameter θ.

We write Eθ to indicate that the distribution of the random
variable X depends on θ.
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Example: Likelihood Ratio Derivative Estimation

• Consider M/M/1 queue

arrival rate λ

service rate θ ∈ Θ = [θ, θ].

• Define performance measure μ(θ) = Eθ[ c(X, θ) ]

X = average waiting time for first k customers

c(x, θ) = aθ + bx.

Cost function reflects tradeoff between

� operating costs due to increase in service rate and

� costs due to increased waiting times for customers.

• Ultimate goal is to determine θ ∈ Θ to minimize μ(θ).

Need derivative μ′(θ) to apply Robbins-Munro algorithm.
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Example: Likelihood Ratio Derivative Estimation

• Assume that λ < θ

So queue is stable for all possible choices of θ ∈ [θ, θ].

• As discussed before, we have

μ(θ + h) = Eθ+h [ c(X, θ + h) ]

= Eθ [ c(X, θ + h)L(θ + h) ]

Likelihood ratio

L(θ + h) =
dP(θ + h)

dP(θ)

dP(θ + h) is likelihood of observed path under parameter θ + h

dP(θ) is likelihood of observed path under parameter θ
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Example: Likelihood Ratio Derivative Estimation

• Recall
μ(θ) = Eθ[ c(X, θ) ],

L(θ + h) = dP(θ + h)/dP(θ),

μ(θ + h) = Eθ+h [c(X, θ + h)] = Eθ [c(X, θ + h)L(θ + h)]

• Note that L(θ) = 1, and under appropriate conditions,

μ′(θ) = lim
h→0

μ(θ + h)− μ(θ)

h

= lim
h→0

Eθ
⎡
⎣c(X, θ + h)L(θ + h) − c(X, θ)L(θ)

h

⎤
⎦

= Eθ
⎡
⎣ lim
h→0

c(X, θ + h)L(θ + h) − c(X, θ)L(θ)

h

⎤
⎦

= Eθ
⎡
⎢⎣ d

dθ

⎧⎪⎨
⎪⎩ c(X, θ)L(θ)

⎫⎪⎬
⎪⎭
⎤
⎥⎦

= Eθ
[
c′(X, θ) + c(X, θ)L′(θ)

]
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Example: Likelihood Ratio Derivative Estimation

• To estimate μ′(θ), generate IID replicates X1, . . . , Xn,
and compute the estimator

μ̂′n(θ) =
1

n

n∑
i=1

[
c′(Xi, θ) + c(Xi, θ)L

′
i(θ)

]

L′
i(θ) = value of L′(θ) on ith simulated replication.

• Confidence intervals are computed in the usual way.

• For Robbins-Monro algorithm

Often take n to be small, even perhaps taking n = 1.

In practice, often more efficient to execute many R-M iterations
with relatively noisy derivative estimates than to execute fewer
iterations with more precise derivative estimates.

Confidence intervals for μ′(θ) not needed.
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Example: M/M/1 Likelihood Ratio Derivative Estimation

• Recall: performance measure μ(θ) = Eθ[ c(X, θ) ]

X = average waiting time of first k customers.

cost function c(x, θ) = aθ + bx.

• In the course of generating the first k waiting times, let

A1, . . . , Ak be first k interarrival times ∼ Expo(λ)

V1, . . . , Vk be first k service times ∼ Expo(θ).

• Likelihoods of (A1, . . . , Ak, V1, . . . , Vk) under parameters θ and
θ + h are

dP(θ) =
k∏

i=1

[
λe−λAi

] [
θe−θVi

]
,

dP(θ + h) =
k∏

i=1

[
λe−λAi

] [
(θ + h)e−(θ+h)Vi

]
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Example: M/M/1 Likelihood Ratio Derivative Estimation

• Likelihood ratio

L(θ + h) =
∏k
i=1(θ + h)e−(θ+h)Vi∏k

i=1 θe
−θVi

=
k∏

i=1

(
θ + h

θ

)
e−hVi

• Thus, since c(x, θ) = aθ + bx, can show that

L′(θ) = lim
h→0

L(θ + h)− L(θ)

h
=

k∑
i=1

(
1

θ
− Vi

)
,

μ̂′n(θ) =
1

n

n∑
i=1

[
c′(Xi, θ) + c(Xi, θ)L

′
i(θ)

]

=
1

n

n∑
j=1

⎡
⎣a+

(
aθ + bXj

) ⎛⎝ k∑
i=1

(
1

θ
− Vij

)⎞⎠
⎤
⎦ ,

where Xj is the average of the k waiting times in the jth simulation,
and Vij is the ith service time during the jth simulation.
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Remarks on Likelihood Ratio Derivative Estimation

• Derivative info useful even outside context of stochastic optimization.

Explore sensitivity of system performance to specified parameters.

• Other methods can be used to estimate derivatives

Infinitesimal perturbation analysis (IPA)

Weak derivatives

•Main drawback of likelihood-ratio approach is that variance of
likelihood ratio increases with length of simulation.

Thus, the estimates can be very noisy for long simulation runs.

Requires many simulation replications to get reasonable estimates.
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Small Number of Alternatives: Ranking and Selection

• Now let’s look at the case of a finite number of alternatives.

• Unless stated otherwise, we will now assume that “bigger is better”

Our goal is to maximize some performance measure.

Can convert any minimization problem to maximization problem
by maximizing the negative of original performance measure.

• Suppose that we are comparing k systems

k is on the order of 3 to 20.

• μi = value of performance measure for ith alternative.

E.g., μi might be expected revenue from system i over one year.

•Want to determine system i with largest μi.
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Small Number of Alternatives: Ranking and Selection

• Sometimes we write
μ(1) < μ(2) < · · · < μ(k)

so that μ(k) is the optimal value of the performance measure.

• Goal: select best system with (high) probability 1− α whenever
performance measure for best system is > δ better than all others

i.e., whenever μ(k) − μ(j) > δ for all j 	= k.

Parameter δ is called the indifference zone.

If there exist systems within the indifference zone (i.e., when
μ(k) − μ(j) ≤ δ for one or more values of j),

� algorithm below selects a good solution (i.e., a system lying
within the indifference zone) with probability ≥ 1− α.
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Small Number of Alternatives: Ranking and Selection

Inputs to the procedure are observations Yij

• Yij = jth output from alternative i.

• For a fixed alternative i, the observations Yi1, Yi2, Yi3, . . . are
assumed to be IID (i.e., based on independent simulation runs).

• Each Yij is required to have (at least approximately) a normal
distribution.

In a terminating simulation, Yij could be an average over the jth
replication of system i.

In a steady-state simulation, Yij could be the jth batch mean of
system i.
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Small Number of Alternatives: Ranking and Selection

• The following algorithm (due to Rinott, with modifications by Nelson
and Matejcik) will

select the “best” system as defined above, with probability 1− α

provide simultaneous 100(1− α)% confidence intervals Ji on
the quantities

γi = μi −max
j 	=i

μj

for 1 ≤ i ≤ k; i.e.,

P(γi ∈ Ji for all 1 ≤ i ≤ k) ≥ 1− α.

Making Decisions Via Simulation 16-28

Small Number of Alternatives: Ranking and Selection

Recall: our algorithm will guarantee

P(γi ∈ Ji for all 1 ≤ i ≤ k) ≥ 1− α.

This is a stronger assertion than

P(γi ∈ Ji) ≥ 1− α for each 1 ≤ i ≤ k,

as with individual confidence intervals.

This “multiple comparisons with the best” (MCB) approach
indicates how close each system is to best of rest.

This information is useful in identifying other good solutions.

One of them may be needed if the “best” solution is ruled out
because of secondary considerations

� ease of implementation

� maintenance costs
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Ranking and Selection Algorithm

1. Specify

• confidence level 1− α

• indifference zone δ

• initial sample size n0 (n0 ≥ 20).

2. For i = 1 to k, take n0 IID observations Yi1, Yi2, . . . , Yin0
3. For i = 1 to k, compute

Ȳi =
1

n0

n0∑
j=1

Yij,

S2
i =

1

n0 − 1

n0∑
j=1

(
Yij − Ȳi

)2

4. Look up value of constant h from Table 8.3
(given at end of lecture notes).

Making Decisions Via Simulation 16-30

5. For i = 1 to k, take Ni − n0 additional observations Yij,
independent of the previous observations, where

Ni = max

⎛
⎝n0,

⎡
⎢⎢⎢
(
hSi

δ

)2⎤⎥⎥⎥
⎞
⎠

6. For i = 1 to k, compute

μ̂i =
1

Ni

Ni∑
j=1

Yij

7. Select system with largest value of μ̂i as best.

8. Compute simultaneous 100(1− α)% confidence intervals [ai, bi]
for γi = μi −maxj 	=i μj, where

ai = min( 0, μ̂i −max
j 	=i

μ̂j − δ ),

bi = max(0, μ̂i −max
j 	=i

μ̂j + δ ).
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Ranking and Selection Algorithm

• Justification of this algorithm is similar to (but more complicated
than) the discussion in Section 10A in Law.

• See Rinott’s 1978 paper in Commun. Statist. A: Theory and
Methods for details.

• Damerdji and Nakayama (1999), ACM TOMACS, provides
justification for the algorithm applied in steady-state simulations.

• Algorithm presented here is simpler to execute than the one discussed
in Law.

• Improved versions of this procedure can be obtained through

common random numbers

fully sequential with variance updating

screening
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Large Number of Alternatives:
Discrete Stochastic Optimization

• Goal: maxθ∈Θ μ(θ)

Value of μ(θ) is estimated using simulation

Θ is a very large set of discrete design alternatives.

• Example:

θ is the number of servers at a service center

μ(θ) is the expected value of the total revenue over a year of
operation.

•Much ongoing research on random-search algorithms.
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Large Number of Alternatives:
Discrete Stochastic Optimization

•Most current algorithms generate a sequence (θn : n ≥ 0)

θn+1 ∈ N(θn) ∪ {θn}
N(θ) is a “neighborhood” of θ

Maintain best solution found so far.

• Various algorithms differ in
Structure of the neighborhood

Rule used to determine θn+1 from θn

Rule used to compute θ∗n, the estimate of θ∗ on the nth iteration

Rule used to stop the algorithm.
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Large Number of Alternatives:
Discrete Stochastic Optimization

•We present a typical algorithm of this type (due to Andradöttir).

• “Simulated annealing”-type rule to determine θn+1 from θn

Usually accept a better solution

But with a small probability, sometimes accept a worse solution to
avoid getting stuck at a local maximum.
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Discrete Stochastic Optimization Algorithm

1. • Fix “temperature” T > 0, computing budget N > 0

• Select a starting point θ0
• Generate an estimate of μ̂(θ0) of μ(θ0) via simulation. Set

A(θ0) = μ̂(θ0) // accumulator for each alternative

C(θ0) = 1 // count for each alternative

n = 0 // iteration index

θ∗0 = θ0 // current estimate of best

2. • Select a candidate solution θ′n randomly and uniformly from
Θ− {θn}.

• Generate an estimate μ̂(θ′n) of μ(θ′n) via simulation.
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3. • If μ̂(θ′n) ≥ μ̂(θn), then set θn+1 = θ′n.
• Otherwise, generate a random variable U ∼ unif[0,1].

If

U ≤ exp

⎡
⎣μ̂(θ′n)− μ̂(θn)

T

⎤
⎦

then set θn+1 = θ′n
Otherwise, set θn+1 = θn.

4. Update accumulators and counts:

A(θn+1) = A(θn+1) + μ̂(θn+1),

C(θn+1) = C(θn+1) + 1.
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5. • If
A(θn+1)

C(θn+1)
>

A(θ∗n)
C(θ∗n)

,

then set θ∗n+1 = θn+1.

• Otherwise, set θ∗n+1 = θ∗n.

6. • If n ≥ N , return the final answer θ∗n+1 with estimated objective
function value A(θ∗n+1)/C(θ∗n+1).

• Otherwise, set n = n+1, and go to Step 2.

In the above algorithm, the neighborhood was defined as
N(θ) = Θ− {θ}. If the problem has more structure, the
neighborhood may be defined in a problem-specific manner.
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