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Abstract—Structural health monitoring (SHM) concerns the 
development of strategies to assess the condition of instrumented 
engineering structures.  Most SHM techniques involve some form 
of physics-based modeling, which can be difficult and costly.  We 
propose an efficient vibration-collecting method using wireless 
sensor networks (WSNs) that minimizes the need to perform 
modeling, making the SHM system easy to deploy on any 
structure with little to no modification.  In our algorithm, we 
employ a two-layer stacking technique, similar to protocol 
stacking in networking.  At the core of the algorithm is a 
frequency domain pattern matching technique applied to 
observed vibrations that is executed by each sensor node in the 
bottom layer of the algorithm.  An energy management scheme 
for attaining the desired lifetime of the WSN is also proposed.  
The scheme is based upon a novel energy management circuit 
that decreases current for inactive sensor nodes, such to increase 
the lifetime of the nodes up to 90-fold.  Upper bounds on system 
lifetime are determined experimentally using sensor nodes based 
upon the Zolertia Z1 mote.  Finally, the pattern matching 
technique is validated on an experimental structure. 

Keywords—wireless sensor network; distributed processing; 
frequency-domain analysis; vibration measurement 

I. INTRODUCTION 

The field of structural health monitoring (SHM) concerns 
the development of strategies to assess the condition of 
instrumented engineering structures.  Structural health 
monitoring systems facilitate preventative maintenance, 
whereby the maximum life can be extracted out of structures, 
and the risk to life and property due to structural failure can be 
minimized.  Structural health monitoring systems can be used 
on a wide variety of structures.  In recent times, civil 
infrastructure has emerged as one of the most critical 
applications of SHM systems, as much of the world’s 
infrastructure ages and deteriorates.  Additionally, much 
research of late has gone into wireless sensor network (WSN)-
based SHM systems, as they can be much simpler and less 
costly to deploy than their wired counterparts, particularly in 
the case of infrastructure applications. 

It is generally accepted that there are two main approaches 
to SHM: the ‘model-based’ approach and the ‘data-based’ 
approach [1].  In the model-based approach, a physics-based 
model of the structure of interest is developed to determine 
how the structure behaves when it is healthy.  During an 
operational phase, data is collected from the structure to 
determine whether or not it matches up with the data from the 
model.  If the collected data deviates from the model data, 
potential damage is indicated.  With the data-based approach, 
the healthy response of the structure is measured by the SHM 
system in situ.  Response data gathered during an operational 
phase is compared, using some statistical approach, to the data 
retrieved from the healthy structure to determine if an 
abnormal event is occurring.  With this approach, physics-
based models are often used to help select damage sensitive 
features.  A damage sensitive feature is a quantity extracted 
from the raw system response data that is sensitive to damage, 
and that allows the SHM system to detect damage. 

A significant difficulty with the modeling required in the 
model-based approach, and to a lesser extent the data-based 
approach, is that physics-based models can be difficult to 
construct, especially for complex structures.  Even when 
accurate models can be constructed, the need to develop a 
model for each structure that the SHM system is deployed on 
can be cumbersome and costly.  We present a WSN-based 
SHM system that is minimally dependent on physics-based 
models, which can be deployed on a wide range of structures at 
a low cost without the need for significant calibration, and can 
adapt to changing structural conditions.   

The system that we present employs an efficient data-based 
approach.  Typically, with data-based approaches, there is a 
need to identify damage sensitive features through physics-
based modeling; however our system makes use of frequency-
based feature vectors that are universally sensitive to damage, 
thus minimizing the need to perform modeling.  Our approach 
is based upon a frequency domain pattern matching method, 
wherein each sensor node of the system measures structural 
vibrations at its location and calculates the FFT of its vibration 
data.  The resulting magnitude and phase values of each sensor 
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node are treated as patterns that are compared locally to 
reference patterns that are characteristic of the healthy 
structure.  The sensor node looks for matches for its observed 
magnitude and phase patterns in the reference patterns, and if 
matches are not found, potential damage is indicated.  A two-
layer stacking approach is employed that is similar to protocol 
stacking in networking, wherein the match/no-match results 
from the sensor nodes are passed to a higher layer to determine 
if a false positive might be occurring (e.g. due to incomplete 
training data).  The idea behind the pattern matching approach 
is that the FFT coefficients fully characterize the time series 
vibration signal which they are derived from.  As such, any 
change produced in the time series vibration signal from 
damage will produce a change in the FFT coefficients.  The 
healthy structure will be characterized by a body of magnitude 
and phase patterns, because environmental and operational 
factors also affect vibrations and the attendant FFT 
coefficients.  Since damage tends to effect the way in which a 
structure vibrates, it can be detected by looking for changes in 
the FFT coefficients from this body of patterns. 

II. PREVIOUS WORK 

Research is currently active in both model-based and data-
based SHM.  One example of a model-based approach can be 
found in [2], where the authors propose to solve inverse 
problems formulated using both optimization-based and 
Bayesian approaches.  The authors of [3] present a 
methodology for confidence assessment in model-based SHM 
in the context of fatigue crack growth analysis.  In [4], the 
viability of using model-based approaches for complex 
structures is studied.  In [5], another model-based study, the 
authors study wave propagation in composite materials to aid 
in the development of SHM systems for structures that use 
such material.  Data-based approaches have been investigated 
extensively.  One data-based technique that has been 
investigated is the usage of factor analysis [6].  Principal 
component analysis (PCA) has also been studied for SHM 
applications [7-9].  The authors of [10] compute a 
transmissibility feature using the efficient Goertzel algorithm.  
In [11], the authors propose a WSN-based approach, where a 
pattern matching technique is applied to vibration data from 
sensor nodes around the WSN to efficiently detect damage.  
The work presented in [12] builds upon the work of [11] by 
presenting a means to localize damage and reduce the risk of 
false positives.  The usage of autoregressive (AR) models for 
SHM applications has also been given significant treatment 
[13-15].  The authors of [16] propose a hybrid solution 
involving a combination of model-based and data-based 
methods. 

Out of the approaches discussed, the one that offers the 
greatest potential for universal sensitivity to damage is the 
usage of autoregressive models.  As shown in [14], however, 
the process of generating AR models is significantly more 
costly, computationally, than an FFT operation for the same 
dataset.  Given this, it can be seen that our FFT-based approach 
is better suited for implementation in low-power WSNs.  
Furthermore, we propose an energy management scheme 
whereby to substantially extend the lifetime of our system.  In 

this context, we also introduce a novel energy management 
circuit which reduces current flow for inactive sensor nodes, 
such to increase the lifetime of the nodes up to 90-fold, as 
shown by experimentation.  Finally, we test the pattern 
matching technique on a model structure in the laboratory. 

III. ALGORITHM 

A. Overview 

Our system consists of a WSN with sensor nodes 
distributed throughout the structure of interest.  The WSN will 
be divided into clusters.  The sensor node serving as the head 
of a cluster will be referred to as the cluster head.  The sensor 
nodes of a cluster that communicate with the cluster head will 
be referred to as member nodes.  Each cluster will run a 
separate instance of the SHM algorithm.  A hierarchical 
approach will be taken by the SHM algorithm similar to 
protocol stacking in networking.  The algorithm will consist of 
two layers, which will be called Layer-0 and Layer-1.  Layer-0, 
which runs on the member nodes, generates a low-level result, 
and Layer-1, which runs on the cluster heads, uses the data 
from Layer-0 to generate a more accurate result.   

Layer-0 will be divided into two primary phases: damage 
detection and result transmission.  In the damage detection 
phase, each member node in a given cluster evaluates structural 
condition.  In the transmission phase, the member nodes 
transmit the results of their evaluation to the cluster head.  
These phases are delineated in Algorithm 1, where the damage 
detection phase runs from Line 3 to Line 30, and the 
transmission phase runs from Line 32 to Line 37.  The variable 
V denotes the number of member nodes in the cluster.  In the 
pseudocode, the damage detection phase consists of a loop 
with V iterations to indicate that each member node must 
evaluate structural condition.  The damage detection phase will 
run F times per day.  The transmission phase will run once per 
day.  Layer 1, which receives and processes the Layer-0 data, 
will also, as such, run once per day.  As will be described in 
Section IV, when member nodes and cluster heads are not 
performing Layer-0 and Layer-1 operations, respectively, they 
will be turned off using an energy management subsystem to 
save energy.  The subsystem turns them on at particular times 
of day to perform their operations. 

B. Layer-0 Operation 

When a member node is turned on to perform damage 
detection, it first waits for a vibration event.  This is indicated 
by Line 4 and Line 5 of Algorithm 1.  When the vibration 
event occurs it collects vibration data and uses the data to 
perform an N-point FFT (where N represents the number of 
coefficients in the FFT).  The member node also records a 
timestamp as to when the vibration event occurred.  The 
resolution of the timestamp will be seconds.  The member node 
calculates the magnitude and phase of each of its FFT 
coefficients.  As a result of this, it ends up with N magnitude 
values and N phase values.  The member node then maps each 
of its magnitude values into magnitude index values using (1) 
and each of its phase values into phase index values using (2).  
This is indicated in Line 10 and Line 11 of Algorithm 1.  In 



IEEE UEMCON 2017 
 

(1), m represents a given value of magnitude, and in (2), p is a 
given value of phase.  Looking at the magnitude and phase of 
each coefficient as continuous variables, each of the variables 
is divided into discrete intervals.  The value of Kmag in (1) 
determines the size of the intervals used for the magnitude 
variables and the value of Kphase in (2) determines the size of 
the intervals for the phase variables.  The values will be 
determined during the training phase and can vary from 
member node to member node.   

  mKi magmag   (1) 

  pKi phasephase   (2) 

In effect, the resulting N magnitude index values may be 
regarded as a pattern, or tuple, of index values.  The same is 
true for the N phase index values.  The magnitude and phase 
tuples are defined according to (3) and (4), respectively.  In the 
equations, the number in the subscript denotes the FFT 
coefficient number.  Two tables of reference tuples, one for 
magnitude and one for phase, will be stored on each member 
node.  The table of reference tuples for magnitude will be 
denoted Dmag and the table of reference tuples for phase will be 
denoted Dphase.  The reference tuples are obtained from a 
healthy structure during a training phase.  The system will 
determine whether matches for imag_tuple and iphase_tuple exist in 
Dmag and Dphase, respectively.  If, for either tuple, a match does 
not exist, potential damage is indicated. 

  1_1_0__ ,...,,  Nmagmagmagtuplemag iiii  (3) 

  1_1_0__ ,...,,  Nphasephasephasetuplephase iiii  (4) 

In the process of determining whether or not the observed 
imag_tuple and iphase_tuple have matches in Dmag and Dphase, a 
caching approach can be used to improve performance.  During 
the operational phase of the system, certain reference tuples are 
expected to occur more frequently than others.  This is actually 
demonstrated by our experimental results in Section VI.  As 
such, a small subset of reference tuples that are found to most 
frequently occur during the training phase are stored in cache 
memory, and the cache memory is searched by the member 
node before performing a full search of Dmag and Dphase.  Two 
tables will be stored in cache memory for each member node: 
one for frequently occurring magnitude tuples, which will be 
denoted by Dmag,cache, and one for frequently occurring phase 
tuples, which will be denoted by Dphase,cache.  Before performing 
a search of Dmag, the member node first searches Dmag,cache for 
the observed imag_tuple.  This is indicated in Line 12 of 
Algorithm 1.  If it does not find a match, it performs a full 
search of Dmag.  If the member node still does not find a match 
after searching Dmag, damage is immediately indicated.  If a 
match for imag_tuple is found, the member node searches 
Dphase,cache for the observed iphase_tuple.  This is indicated in Line 
16 and Line 17 of Algorithm 1.  If it does not find a match, it 
performs a full search of Dphase.  If the member node still does 
not find a match after searching Dphase, damage is indicated.  
Overall, the caching approach has the potential to greatly 
improve the average-case performance of our algorithm.  In the 
experiment that we discuss in Section VI, we found that 

approximately 25% of the reference tuples were produced 75% 
of the time, which roughly conforms to the 80/20 rule used in 
cache memory design [17].  This tends to indicate that our 
system is a good candidate for a caching approach. 

Algorithm 1  Layer-0 Operation 
1: while(1) 
2: for f=0:F-1 
3: for v=0:V-1 
4: turn_on(); 
5: wait_for_vib(); 
6: stamp=time_stamp(); 
7: vib_data=collect_vib_data(); 
8: FFT_data=FFT(vib_data); 
9: m∠p=polar(FFT_data); 
10: imag_tuple=  mKmag ; 

11: iphase_tuple=  pKphase ; 

12: m_result=search_Dmag,cache(imag_tuple); 
13: if (m_result==no-match) 
14: m_result=search_Dmag(imag_tuple); 
15: end 
16: if (m_result==match) 
17: p_result=search_Dphase,cache(iphase_tuple); 
18: if (p_result==no-match) 
19: p_result=search_Dphase(iphase_tuple); 
20: end 
21: end 
22: if (m_result==no-match) || (p_result==no-match) 
23: result_0==no-match 
24: else 
25: result_0==match 
26: end 
27: stampv=store(stamp, stampv); 
28 result_0v=store(result_0, result_0v); 
29: turn_off(); 
30: end 
31: end 
32: for v=0:V-1 
33: turn_on(); 
34: packet=[stampv, result_0v]; 
35: transmit(packet); 
36: turn_off(); 
37: end 
38: end 
 
 

Once the member node obtains its match/no-match result, it 
stores the result and the attendant timestamp.  This is indicated 
in Line 27 and Line 28 of Algorithm 1.  In Algorithm 1, 
‘stampv’ is the vector of timestamps for the vth member node 
and ‘result_0v’ is the vector of match/no-match results for the 
vth member node.  The member node then turns off.  Once 
each member node has performed F condition evaluations, they 
send their match/no-match results and timestamps to the cluster 
head, as shown in Lines 32 through 37 of Algorithm 1. 
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C. Layer-1 Operation 

In Layer-1, the cluster head uses the match/no-match data 
and timestamps from the member nodes to generate a more 
accurate result as to whether or not damage is occurring.  In 
particular, the purpose of Layer-1 is to reduce the occurrence 
of false positives.  The cluster head looks at the match/no- 
match results from the member nodes.  If it finds that all of the 
member nodes are generating ‘no-match’ results, it looks at the 
received timestamps to determine if the results were generated 
in temporal proximity to each other.  It does this by calculating 
the difference between the earliest timestamp and the latest 
timestamp.  If it finds that the results were all generated within 
a particular time of each other, the cluster head deems that a 
false positive is occurring (e.g. due to an 
environmental/operational condition not experienced during 
the training phase), since it is unlikely for all of the member 
nodes to begin experiencing damage at once.  The cluster head 
then instructs the member nodes to include the offending tuples 
in their bodies of reference tuples.  If the results were not 
generated in temporal proximity, a conclusion cannot be drawn 
as to whether or not a false positive is occurring.  If the cluster 
head finds that only a few member nodes are generating no-
match results, potential damage is indicated and the cluster 
head alerts the base station.  If no member nodes are generating 
no-match results, no action is taken by the cluster head.  For 
Layer-1 to function properly, synchronization in each cluster 
will be required, which will be discussed in Section V. 

D. Time Complexity 

With regard to time complexity, we focus on Layer-0. 
Layer-0 runs on the member nodes, which account for most of 
the sensor nodes in the WSN.  Cluster heads are relatively few 
in number and can be replaced if they fail before the member 
nodes.  There are three factors that are of interest regarding the 
time complexity of the Layer-0 algorithm: N, the number of 
tuples stored in Dmag (Tmag), and the number of tuples stored in 
Dphase (Tphase).  Due to the computation of the FFT, the time 
complexity is linearithmic in N (O(NlogN)).  Though this is a 
relatively high complexity, in Section VI, we show that long 
sensor node lifetimes are attainable through the use of our 
energy management scheme.  Due to the linear manner in 
which Dmag and Dphase are searched, the worst-case time 
complexity is linear in Tmag (O(Tmag)) and Tphase (O(Tphase)).  
This complexity, too, is relatively high, however the average 
case performance of the search process is greatly enhanced 
through the use of the caching technique.   

IV. ENERGY MANAGEMENT SCHEME 

In our energy management scheme, the damage detection 
phase of Layer-0 will be triggered to run F times per day.  
Once per day, the member nodes will pass the results of their 
damage detection processing to the cluster head.  As such, 
Layer-1 will run once per day.  To implement the scheme, each 
sensor node (member nodes and cluster heads) in the WSN will 
incorporate an energy management subsystem.  The subsystem 
will consist of a ‘mote-shutting circuit’ (MSC) very similar to 
the one introduced in [12], and a real-time clock (RTC).  The 
MSC will use MOSFETs to cut power to the mote.  The 

subsystem will be used to supply power to the mote at 
particular times.  Note that, throughout the paper, we use the 
term mote to refer to the basis sensor node (such as the Zolertia 
Z1 mote that will be discussed in Section VI) to which the 
RTC and MSC are added to produce the custom sensor node of 
the desired functionality. 

 
Fig. 1.  Illustration of the sensor node. 

The RTC will keep track of time and at the appropriate 
times trigger the MSC to supply power to the mote.  In the case 
of the member nodes, the subsystem will supply power to the 
sensor nodes F times per day to perform the damage detection 
phase, and once per day to transmit their results to the cluster 
head.  In the case of the cluster heads, the subsystem will turn 
the nodes on once per day to receive the data from the member 
nodes.  In either case, once the node has finished performing its 
task, the mote will trigger the subsystem to cut its power.  An 
illustration of the sensor node can be seen in Fig. 1.  A 
schematic diagram of the MSC can be seen in Fig. 2.   

V. SYNCHRONIZATION 

During the operational phase, two types of synchronization 
will be needed.  Firstly, synchronization will be required within 
each cluster, as the member nodes will send timestamps to the 
cluster head so that the cluster head can determine if the results 
are being generated in temporal proximity to each other.  This 
synchronization will be maintained by the cluster head.  Each 
day, when the member nodes transmit their results to the 
cluster head, the cluster head will transmit a timestamp back to 
the member nodes as part of the ACK packet.  Each member 
node will use the timestamp to synchronize itself with the 
cluster head.   

In addition to synchronization within each cluster, a certain 
level of synchronization will be maintained among the cluster 
heads to facilitate inter-cluster communication.  Since the 
cluster heads (along with the rest of the sensor nodes) are 
turned off using the energy management subsystem, if one 
cluster head wants to transmit to another cluster head (e.g. if 
the cluster head determines that potential damage exists), it 
must do so in the window of time that the intended recipient 
cluster head is on.  To accomplish this, the cluster heads will be 
synchronized at regular intervals.  The frequency with which 
this synchronization will take place will be denoted by ωsynch.  
In order to receive a potential transmission from another cluster 
head, each cluster head will be kept in the on-state for an 
additional amount of time after it finishes its Layer-1 
processing.  This amount of time, which will be denoted by Δt, 
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will be approximately equal to the maximum clock drift that 
can occur in between synchronizations.  This is shown in (5).  
In the equation, tsynch is the time in between synchronizations 
and accuracyppm is the accuracy, in parts per million, of the 
RTC’s clock.  Since accuracy is usually specified with a 
‘plus/minus’ convention, the absolute value of the accuracy is 
taken and the result is multiplied by two. 

 
Fig. 2.  Schematic diagram of the MSC. 
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VI. EXPERIMENTATION 

A. Data Collection 

To test the efficacy of our pattern matching technique, we 
performed experiments on a model structure in our laboratory.  
The structure consisted of a 2” by 3’ steel beam fixed to steel 
supports on either end.  The steel beam was half an inch thick.  
The whole setup was mounted to a vibration isolation table to 
provide an inert foundation on which to perform a controllable 
experiment.  An accelerometer was fixed to the beam toward 
the beam’s center.  Data was gathered using a LabVIEW 
program running on a PC. The setup can be seen in Fig. 3 

There were two parts of the experiment: a training phase 
and an operational phase.  During the training phase, data was 
gathered from the healthy beam to establish Dmag and Dphase.  
Overall, 250 data collections were performed, which resulted 
in a Dmag and Dphase of 250 tuples each.  For each data 
collection, the beam was struck in the center with a rubber 
mallet, which triggered the LabVIEW program to collect 
acceleration data, and calculate the magnitude and phase tuples 
for the data.  It was discovered that 25% of the tuples in the 
Dmag table occurred 74% of the time, which roughly conforms 
to the 80/20 rule, as discussed in Section III. 

For the operational phase, the structure was damaged by 
drilling several holes of various depths in the beam.  The 
damaged beam can be seen in Fig. 4.  Fifty data collections 
were then performed, in a manner similar to the manner of the 
training phase.  For each data collection, the beam was struck 
with a rubber mallet and acceleration data was gathered by 
LabVIEW.  A FFT was performed on the data and imag_tuple and 

iphase_tuple were formed.  The tuples were checked against the 
reference tuples in Dmag and Dphase.  Ultimately, damage was 
successfully detected for each data collection.  No false 
negatives were produced. 

B. System Lifetime Analysis 

We sought to give some insight into the expected lifetime 
of the sensor nodes of our system.  Here we focus on the  

 
Fig. 3.  Experimental setup use to test the pattern matching technique.   

member nodes, as the cluster heads are relatively few in 
number and can be replaced by member nodes over the course 
of the operation of the system should they run out of energy 
first.  We first developed an energy model for the member 
nodes, which can be seen in (6).  The total energy consumed 
over the course of a day by a member node is equal to the 
energy consumed while on plus the energy consumed while off 
(Eoff).  The energy consumed while on is equal to the energy 
consumed in generating the match/no-match result (Eresult) plus 
the energy required to send the match/no-match results to the 
cluster head (Esend).  The Eresult term is equal to the time 
required to perform the FFT (tFFT), multiplied by the power 
consumed by the sensor node during that time (P) and the 
number of times the FFT is performed during the day (F).  This 
is shown in (7).  The process of searching for imag_tuple and 
iphase_tuple in memory will also contribute to Eresult, however, 
owing to the usage of the caching technique, this contribution 
will be small relative to that of the FFT calculation.  As shown 
in (8), the Esend term is equal to the amount of energy actually 
spent transmitting (Etransmit), plus the amount of energy spent 
while turned on waiting to transmit.  The energy spent while 
turned on waiting to transmit is equal to the time spent waiting 
to transmit multiplied by the power consumed while waiting 
(P).  The time spent waiting to transmit is equal to the total 
time spent on to send the results (tsend) minus the time required 
to transmit (ttransmit).  The value of tsend will be equal to ttransmit 
multiplied by V.  The Eoff  term will be equal to the time spent 
off (toff) multiplied by the power consumption of the sensor 
node while off (Poff), as shown in (9).  Note that, in our model, 
we assume that retransmissions (e.g. in the case of packet loss) 
will not be necessary.  As such, the energy values yielded by 
the model should be considered lower bounds, and the 
resulting system lifetimes should be considered upper bounds.  

 offsendresulttotal EEEE   (6) 
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 FPtE FFTresult   (7) 

   transmittransmitsendsend EPttE   (8) 

 offoffoff PtE   (9) 

After developing the energy model, we determined the 
values of the model’s parameters.  To determine the values of 
P, Etransmit, and ttransmit, we performed testing on the sensor node 
of [12].  This sensor node is identical to the one presently being 
proposed, minus the RTC module.  It includes the Zolertia Z1  

 
Fig. 4.  Damaged beam. 

mote and the MSC.  We programmed the sensor node with our 
algorithm and measured the values of the parameters.  To 
measure energy and power consumption, we ran the sensor 
node off of a capacitor and monitored the capacitor’s voltage.  
Our experimental setup can be seen in Fig. 5.  We found P to 
be equal to 16.6mW, Etransmit to be equal to 0.004J, and ttransmit 

to be equal to 0.13s.  To determine the value of Poff we added 
the typical current consumption of the RTC that we propose to 
use, the Maxim Integrated DS1343, to the measured off-state 
current of the sensor node of [12] and multiplied by the 3V 
supply voltage.  We found Poff to be equal to 0.77µW.  For tFFT, 
we used results published by the makers of FFT Designer as to 
the time required by an MSP430 microcontroller to calculate 
an FFT.  For the range of N that we are concerned with, the 
results can be closely approximated using (10). 

 3725.00077.0  NtFFT  (10) 

Using our energy model, we calculated how much energy a 
member node consumes in a day.  We used this information to 
determine the lifetime of a member node for several values of 
N and V, assuming each member node runs off of a pair of 
standard NiMH batteries.  In this calculation we assume a 
value of 24 for F (i.e. an average of one condition evaluation 
per hour).  The results of our calculation can be seen in Table I.  
Shown also in the table are the lifetimes that would be attained 
if low power modes were used instead of the MSC.  For a 
value of F equal to zero, which is when the MSC offers the 
greatest savings, the member node would last for 6.31 years  

 
Fig. 5.  Experimental setup used to measure energy and power consumption. 
when using low power modes and 576.54 years when using the 
MSC.  This is roughly a 90-fold improvement.  It should be 
noted that the specified lifetimes are determined based solely 
upon energy consumption.  Other failure mechanisms are not 
taken into account.  As such, the specified lifetimes should be 
considered upper bounds.    

VII. CONCLUSTION 

Most SHM techniques involve some form of physics-based 
modeling, which can be difficult and costly.  We have 
proposed a hierarchical SHM WSN based on a frequency 
domain pattern matching technique that relies minimally on 
physics-based modeling.  Our technique is better suited for 
implementation in low-power WSNs than similar techniques 
involving the usage of autoregressive models.  We propose an 
energy management scheme based upon a novel power-cutting 
circuit.  We experimentally determine upper bounds on system 
lifetime using sensor nodes based upon the Zolertia Z1 mote, 
and show that the MSC can improve sensor node lifetime by 
up to a factor of 90.  The pattern matching technique was 
validated on a model structure in the laboratory.  Future work 
includes an investigation into the possibility of using energy 
harvesting to power the system. 
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