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Abstract  The utilization wall, caused by the breakdown of threshold voltage scaling, 
hinders performance gains for new generation microprocessors. We propose an 
instruction fusion technique for multiscalar and many-core processors to alleviate its 
impact. With instruction fusion, similar copies of an instruction to be run on multiple 
pipelines or cores are merged into a single copy for simultaneous execution. 
Instruction fusion applied to vector code enables the processor to idle early pipeline 
stages and instruction caches at various times during program implementation with 
minimum performance degradation, while reducing program size and the required 
instruction memory bandwidth. Instruction fusion is applied here to a MIPS-based 
dual-core that resembles an ideal multiscalar of degree two. Benchmarking using an 
FPGA prototype shows a 6-11% reduction in the dynamic power dissipation for the 
targeted applications as well as a 17-45% decrease in code size with frequent 
performance improvements due to higher instruction cache hit rates. 
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1   Introduction 

Increased requirements for energy consumption, memory size and system bandwidth 
have always been major concerns in the design of System-on-Chip (SoC) embedded 
systems. The situation became really insurmountable around 2005 when we entered the 
era of post-Dennardian scaling [7]. The utilization wall [4], also known as the dark 
silicon problem, states the following: “With a constant power budget, the percentage of 
transistors on a chip that can switch at full frequency decreases exponentially with each 
process generation.” This implies that an increasing portion of on-chip transistors will 
have to stay idle or even be power gated (i.e., to get in the sleep mode) with each new 
generation, thus giving rise to the name “dark silicon”. 

The utilization wall is caused by the breakdown of Dennard’s MOSFET scaling law  
that was proposed in 1974 [3].When the CMOS process scales by a factor of k in the 
Dennard regime, it increases by k3 the computational capabilities of a chip of fixed size 
due to increased operating frequency (f) and transistor density. On the other hand, the 
accompanied decreases in the capacitance (C) and supply voltage (Vdd) lead to a 
decrease of k3 in the energy consumption of each computation, therefore keeping the 
total power consumption almost constant.  

Unfortunately, Dennard scaling has stopped since 2005 due to the breakdown of 
Vdd scaling caused by current leakage associated with threshold voltage scaling [4]. 
Without the downward scaling of Vdd in this post-Dennardian CMOS era, the 
performance of a fixed size chip still grows as k3 in theory but the energy per 
computation only drops by k, thus limiting the on-chip resource usage when power 
consumption is constrained. 

Experiments as well show that CMOS may have already hit the utilization wall; 
with a 45nm TSMC process, only 7% of a 300mm2 die can switch at full frequency to 
stay under an 80W power budget [8]. As CMOS technology continues to scale in the 
post-Dennardian era, this problem’s impact worsens exponentially. This challenge 
requires microprocessor architects to focus on energy efficiency while achieving 
required performance levels. In fact, improved energy efficiency may facilitate higher 
performance by enabling more transistors to switch. 

2   Earlier Work 

Thread fusion [6] dynamically fuses (i.e., combines) instructions by exploiting any 
parallelism between two parallel threads in simultaneous multi-threaded (SMT) 
processors. When a synchronous point is reached by the two threads at run time, 
similar instructions from the two threads are merged to save energy in the front end of 
the pipeline. Dynamic vectorization [5] attempts to exploit SIMD parallelism in 
superscalar processors by using historical information to predict if certain scalar 
operations are likely to be repeated and may be, therefore, vectorizable. Once predicted 
to be vectorizable, multiple instances of these scalar instructions will be combined for 
simultaneous execution in the vector mode, which has some similarities with the fused 
mode execution technique introduced later in our paper. Vector Processors (VPs) [1] 
employ specialized hardware to execute vector instructions which are identified at 
static time either by programmers or optimizing compilers. Better energy efficiency 
and performance are achieved due to hardware customization.  
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Our instruction fusion technique looks at assembly-language code produced by loop 
unrolling to identify similar RISC instructions that can be fused at static time for 
simultaneous SIMD execution at run time. Loops involving vector code are very 
common due to existing applications (e.g., matrix operations, solving dense systems of 
linear equations [9], power flow analysis [11]) and emerging data streaming 
applications (e.g., MPEG and JPEG encoding, cryptography [10]) that often require 
high-performance implementations with reduced energy budgets. Compared to the 
earlier work on dynamic techniques mentioned above, which incorporate dedicated 
hardware that constantly consumes energy throughout the entire code execution in 
order to make dynamic decisions, our static approach is more energy efficient. Our 
approach consumes extra energy only when the processor switches execution mode.  

Our instruction fusion technique enables SIMD execution with minimum 
modifications to multiscalar or many-core processors. It actually transforms the target 
hardware into a novel hybrid of a VP and a general-purpose processor. Compared to a 
standard VP, our processor is capable of executing branch instructions even in the 
SIMD mode. Plus, with the employment of suitable compiler techniques, SIMD 
execution using our instruction fusion technique can support memory access strides 
that are non-constant, thus competing with advanced VPs. Since our proposed design 
also consumes a drastically reduced number of logic resources compared to VPs with 
controlling general-purpose processors, it is a better candidate for FPGA-based 
realizations (FPGAs have constrained resource counts). 

In relation to the work in [5-6], the main difference is that our approach makes 
decisions about instruction fusion at static time instead of run time; run time 
approaches are more difficult to implement and require additional logic to constantly 
monitor program execution, thus they consume extra energy even when fusion is not 
applied. Our approach, on the other hand, reduces power consumption in early pipeline 
stages when the processors are executing loop code in the fused mode. Our scheme is 
designed specifically to optimize the execution of loop code in the fused mode without 
introducing any time or energy overheads for unfused mode execution.  One further 
advantage of static fusion is that cache utilization is reduced by 50% for fused code, 
thus making more cache space available for code that results in increased cache hit 
rates and improved performance.   

We present in this paper the implementation of our approach and also employ 
benchmarking for a MIPS-like multiscalar architecture. The rest of this paper is 
organized as follows. Our instruction fusion technique is described in detail in Section 
3. In Section 4, the details on the architecture and FPGA prototyping are covered. 
Section 5 contains simulation results for eight benchmark applications. Conclusions 
and future work are discussed in Section 6. 

3   Instruction Fusion 

3.1   Instruction Similarity 

After a loop is unrolled twice, there exist two very similar instruction blocks in the 
code. Without any further code manipulation, pairs of respective instructions from the 
two blocks differ only in their use of operand registers, but the patterns of data flow are 
identical in both blocks. We declare these two instruction blocks to be fusible if there 



International Journal of Parallel Programming 
DOI 10.1007/s10766-015-0386-1 (published online Sept. 30, 2015) 

 

are not any interdependencies between them. Sometimes one or more sub-blocks 
within the blocks, or individual instruction pairs, may be fusible depending on existing 
interdependencies. 

Fig. 1 gives a very simple example of a loop that is unrolled to generate two fusible 
instruction blocks. The loop in Fig. 1a simply adds two integer arrays, a and b, of 
length 100 each to generate a third integer array c. In the unrolled loop of Fig. 1b, 
respective pairs from instruction sequences 1-7 and 8-14 can be fused, which means 
that these 14 instructions can be represented using only seven instructions. This 
example can be easily extrapolated for loops unrolled more than twice. Such fused 
code, when executed on a multiscalar processor, enables the pipeline to fetch and 
decode only one instruction each time and then issue it to multiple ALUs, therefore 
saving energy in the instruction fetch and decode stages of the disabled units as well as 
in their respective instruction caches. In addition, instruction cache space requirements 
can be reduced by avoiding code replication for such loop iterations. Of course, it is 
assumed that a register renaming technique for loop unrolling is applied at static time 
and the register file is modular to allow different ALUs to simultaneously operate on 
different register banks. 

For the sake of simplicity and without loss of generality, we demonstrate in this 
paper the case where the processor can fetch and execute two instructions in each clock 
cycle. This concept can be easily extended to a multiscalar processor that can execute 
four or even eight instructions per clock cycle, or to a many-core processor of 
comparable hardware complexity. 

3.2   Instruction Fusion 

When executing a fused instruction that represents a pair of similar machine-language 
instructions, the ALU registers employed by the two original instructions must be the 
ones used in the actual operations. To achieve this without extending the length of the 
fused instructions, we introduce a simple method of register renaming along with a 
special execution mode for the processor, called the fused mode. In the fused mode, the 
processor will fetch only one instruction per clock cycle, then decode it and do the 
register renaming to generate two slightly different copies of control signals for the two 
pipelines running in parallel. These two copies of signals will be treated by the 
execution units as two regularly decoded instructions. An extra one-bit signal, called 
the fuse state, is used to represent the pipelines’ execution mode; ‘0’ is used for normal 
execution and ‘1’ for the fused mode. The switching between the normal and fused 
modes is implemented by a compiler-inserted special instruction called “fuse switch”. 

Register renaming in the fused mode is done in the way shown in Fig. 1c, which 
illustrates how the doubly unrolled loop in Fig. 1b can be modified to run in the fused 
mode. In Fig. 1b, r7 is preset to hold the address of the second element in array a, and 
its role in block 2 is identical to r2’s role in block 1 with the only difference being that 
they access consecutive odd- and even-addressed elements, respectively, of array a. 
This represents the output of the compiler. After fusing this pair of instructions, the 
processor will only fetch the instruction which operates on r2. To produce the second 
copy of signals that operate on r7, hardwire-driven runtime register renaming is needed.  

For the purpose of simple hardware implementation, we use register r18 instead of 
r7 when applying our fusion technique, as shown in Fig. 1c, and the reason follows. 
Assuming a processor with 32 general-purpose registers, the addresses of r18 and r2 
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only differ in the most significant bit, so producing at run time r18’s ID from that of r2 
can be easily done by changing to 1 the most significant bit of the operating register’s 
ID. Applying this register renaming scheme to all the registers in the fused mode, the 
processor can recover instruction block 2 from block 1. The assumption is that the 
compiler does not assign the upper register bank for other programming purposes, or 
code is embedded to move around register values. As shown in Fig. 1c, registers are 
configured to hold the desired values before the “fuse switch” instruction is executed. 
After “fuse switch” has been executed, the processor enters the fused mode where it 
begins to fetch one instruction per clock cycle which is followed by the execution of 
two copies of it, one copy being the fetched instruction itself and the other being the 
register-renamed copy.  

In Fig. 1c, the fused code only contains nine instructions excluding the “fuse 
switch” instruction. However, there are actually 18 executable instructions in the code 
because all the register-renamed instructions displayed in brackets will be executed in 
parallel with the ones outside the brackets. It is worth mentioning that there are 16 
instructions in the unrolled loop under the normal mode, but only 14 of them are 
fusible. After the instruction fusion, the 14 fusible instructions are merged into 7, but 
the 2 loop control instructions remain unchanged, resulting in a total of 9 instructions 
(18 executable instructions) under the fused mode. The fused mode yields two obvious 
disadvantages: the first one is that the number of registers available to the programmer 
is effectively reduced by half. The second problem is that the loop control instructions, 
such as instructions 9 and 10 in Fig. 1c, have to be executed twice, and one of the 
results is redundant. 
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Fig. 1 Example of MIPS-like code for loop unrolling and instruction fusion. a Original loop.    
b Loop after unrolling it twice. c The unrolled loop of part b after pair-wise instruction fusion 

 

4   Processor Implementation for Fused Mode Execution 

4.1   MIPS-I Like Multiscalar Architecture 

We prototyped our processor architecture using two copies of an in-order scalar 
processor based on the MIPS-I instruction set. The two scalars share a common 
register file and are merged to form a very simple multiscalar processor, on which our 
fusion technique is applied. The processor contains two pipelines, namely pipeline 0 
and pipeline 1, each with the classic five stages known as per the following: 

//r1 is set to array length(100)
//r2 is set to address of a[0]
//r3 is set to address of b[0]
//r4 is set to address of c[0]
loop:
(1)    r5 = load 0(r2)
(2)    r6 = load 0(r3)
(3)    r6 = r5 + r6
(4)    store r6 0(r4)
(5)    r2 = r2 + 4
(6)    r3 = r3 + 4
(7)    r4 = r4 + 4
(8)    r1 = r1 ‐ 1
(9)    bgtz r1, loop
//loop finishes

//r1 is set to array length(100)
//r2 is set to address of a[0]
//r3 is set to address of b[0]
//r4 is set to address of c[0]
//r7 is set to address of a[1]
//r8 is set to address of b[1]
//r9 is set to address of c[1]
loop:
(1)    r5 = load 0(r2)
(2)    r6 = load 0(r3)
(3)    r6 = r5 + r6
(4)    store r6 0(r4)
(5)    r2 = r2 + 8
(6)    r3 = r3 + 8
(7)    r4 = r4 + 8  
//end of  fusable block 1
(8)    r10 = load 0(r7)
(9)    r11 = load 0(r8)
(10)  r11 = r10 + r11
(11)  store r11 0(r9)
(12)  r7 = r7 + 8
(13)  r8 = r8 + 8
(14)  r9 = r9 + 8
//end of  fusable block 2
(15)  r1 = r1 ‐ 2
(16)  bgtz r1, loop
//loop finishes

//r1 is set to array length(100)
//r2 (r18) is set to address of a[0] (a[1])
//r3 (r19) is set to address of b[0] (b[1])
//r4 (r20) is set to address of c[0] (c[1])
(1)   fuse switch;  //special instruction to 
switch execution mode
loop:
(2)    r5 = load 0(r2);  [r21 = load 0(r18)]
(3)    r6 = load 0(r3);  [r22 = load 0(r19)]
(4)    r6 = r5 + r6;     [r22 = r21 + r22]   
(5)    store r6 0(r4);  [store r22 0(r20)]
(6)    r2 = r2 + 8;   [r18 = r18 + 8]
(7)    r3 = r3 + 8;   [r19 = r19 + 8]
(8)    r4 = r4 + 8;     [r20 = r20 + 8]
(9)    r1 = r1 ‐ 2;    [r17 = r17 ‐ 2]
(10)    bgtz r1, loop;   [bgtz r17,  loop]
//loop finishes

a

b

c
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 Fetch: Instructions are fetched from the instruction cache and stored in a buffer, 
waiting to be sent to the next stage. Fetch unit 1 will be put to idle when the 
processor is executing instructions in the fused mode. 

 Decode: Instructions are decoded and operands are read from the register file or 
the bypass unit. In fused mode, decode unit 1 is in the idle state; decode unit 0 
will decode the instruction, read the operands for both the original instruction 
and the register-renamed instruction, and finally send them to the two units in 
the next pipeline stage. 

 Execution: Decoded instructions are executed. Starting from the execution 
stage, the pipelines are always in the on state and no longer affected by the 
fused state.  

 Memory: Memory accesses to the data cache are performed in this stage.  
 Write Back: ALU results and data from memory are written to the register files.  

Fig. 2 illustrates pipeline stage usage for normal and fused execution. In Fig. 2a, all 
functional units are working while fetching in parallel two instructions from the 
instruction caches in each clock cycle. In Fig. 2b, the processor runs in the fused mode 
so everything before the execution stage is idling in pipeline 1. Only one instruction 
fetch and decode is performed per clock cycle but actually two instructions are then 
executed. 

 

 
Fig. 2 Pipeline stage and Icache usage for a MIPS-like multiscalar processor with two complete 
pipelines or a dual-core processor. a Normal execution mode. b Fused execution mode 
 

Many-core or massively multi-core processors of the future will contain hundreds of 
basic cores. Within a quad-core or octa-core cluster of such a many-core processor, the 
proposed instruction fusion technique will be applied using a similar to the presented 
dual-core approach with simple modifications to the extensions shown in Fig. 2b. The 
various cores will execute their own instructions independently before they reach a 
synchronization point designating the start of fused-mode execution for the involved 
cluster cores. Once synchronous execution begins, the core in charge of loop control 
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will be fetching and decoding sequences of fused instructions and then broadcasting 
control signals for the fused instructions to all other cores. All the cores will be 
executing fused instructions synchronously until the end of the fused loop is reached. 
For a multi-core implementation, register renaming can be omitted since each core is 
expected to own an independent register space. However, future many-core processors 
may support the fusion of register files across involved cores, thus implying the need 
for register renaming. 

4.2   FPGA Implementation 

We implemented our design on a Xilinx Virtex-7 xc7vx330t FPGA device, which is 
built with the 28nm process technology. The multiscalar processor is written in VHDL, 
and two 16KB block memories generated using the Xilinx Core Generator are used as 
the instruction and data caches. The system is fully synthesized, translated and routed 
to operate at 100MHz. The entire design flow is performed using the Xilinx ISE 
Design Suite 14.7. Due to the low clock frequency of the processor, which is expected 
for FPGA realizations, all memory accesses can be completed within one clock cycle. 
Therefore, the performance numbers given in the next section reflect the situation 
where all instruction and data accesses result in a cache hit rate of 100%. This 
assumption is reasonable since when executing loop code the cache is kept hot. 

5   Benchmarking 

5.1   Evaluation Procedure 

Since the proposed instruction fusion technique aims to optimize the power 
consumption of loop code, we created eight loop-intensive benchmark applications to 
evaluate our processor design that supports the execution of instruction pairs in the 
fused mode. They are: 8x8 matrix multiplication (MM8), 16-point discrete Fourier 
transform (DFT16), 32-tap finite impulse response filter (FIR32), 32x32 matrix 
transpose (MT32), RGB to YIQ conversion (RYC), vector dot product with a vector 
length of 32 (VDP32), 2D-DCT shuffling with a vector length of 64 (DCT64), and 
FFT reordering with a vector length of 128 (FRO128). For the sake of simplicity, we 
only perform the transformation of the real-number component in the implementation 
of DFT16 since operations on the imaginary component are almost identical; they 
involve a mere change of the coefficients. 

All eight applications are executed with loops unrolled twice, assuming identical 
input data sets under both the normal and fused modes. Without loss of generality, all 
assembly-language codes were hand written and manually optimized. To obtain 
reliable results, application execution is simulated in the Xilinx ISE Simulator (ISim) 
using the fully placed and routed model. A Switching Activity Interchange Format 
(SAIF) file is obtained during simulation to record all the switching activities of signals 
in the design. The SAIF file is then used by the Xilinx XPower analyzer to calculate 
the precise power consumption under each execution scenario. 
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5.2   Analysis of Results 

The detailed performance and dynamic power measurements are shown in Table 1. As 
expected, all the scenarios have the same leakage power, 180mW, which is determined 
by the FPGA model. For MM8, DFT16, FIR32, MT32 and VDP32, the execution 
times are measured based on the average time needed to produce each element in the 
output. For RYC, the execution time per pixel is given. For DCT64 and FRO128, the 
execution time for an entire output vector is measured. The dynamic power and energy 
reduction of each application under the fused mode are calculated and shown in Fig. 3. 
According to the figure, the dynamic power of applications under the fused mode is 
reduced by up to 11.9% compared to the normal mode. Although under the fused mode 
there is a performance loss of less than 1% for most applications, it is very minor 
compared to the power reduction, and the energy for each application is still reduced 
by more than 6%. 

Table 1. Performance/power/energy benchmarking (normal and fused execution).  

Scenario Fused Normal 
Power (mW) Time (ns) Energy (nJ) Power (mW) Time (ns) Energy (nJ) 

MM8 272 720.9 196.1 303 715.3 216.7 
DFT16 294 1336.3 392.9 320 1328.1 425.0 
FIR32 316 1230.6 388.9 338 1225.0 414.0 
MT32 271 61.0 16.5 289 60.8 17.6 
RYC 302 332.5 100.4 343 333.8 114.5 
VDP32 266 1389.4 369.6 294 1383.8 406.8 
DCT64 285 2791.3 795.5 310 2775.0 860.3 
FRO128 243 2311.3 561.6 263 2295.0 603.6 

 
 

 

Fig. 3 Dynamic power/energy reduction 
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occurrence in the execution flow will lead to higher performance loss and less energy 
reduction under the fused mode. To study the impact of this effect as a function of the 
vector length, we performed in depth experiments on the vector dot product (VDP) and 
matrix transpose (MT) benchmarks with a vector length of 4, 8, 16 and 32. The 
performance loss and power reduction in the fused mode under various vector sizes are 
shown in Fig. 4 and Fig. 5. It can be seen in Fig. 4 that the performance loss increases 
with the decrease in the vector length. This agrees with our previous prediction since a 
lower vector length causes the execution flow to execute loop control instructions more 
frequently. As shown in Fig. 5, changes in the vector length do not affect the power 
reduction significantly; therefore, changes in the overall energy reduction in the fused 
mode, as a function of the vector length, will mostly depend on the performance 
differences.  
 

 

Fig. 4 Performance loss in the fused mode for various vector lengths 
 

We implemented our system on an FPGA platform for fast prototyping. However, 
compared to an ASIC implementation, an FPGA sacrifices both performance and 
energy efficiency, and more importantly in our case, the percentage of energy that can 
be saved by using the fused mode. In this FPGA implementation, we used a block 
RAM (Xilinx BRAM) to emulate the function of the instruction cache, and the 
simulation showed that under the normal mode it only consumed approximately 20% 
of the total dynamic power of the processor. Even though the instruction cache 
dynamic power was reduced by nearly 40% under the fused mode in our dual-port 
cache, our benchmarks show that it contributed to less than 10% in total dynamic 
power savings. This is due to at least two facts: (a) the logic circuits needed to realize 
processor components on FPGAs are mainly implemented using LUT techniques; 
therefore, they consume much more power than their ASIC counterparts; (b) our 
design uses a dual-port cache implemented in a BRAM but the savings can improve 
further with two separate caches that can reduce not only the dynamic but also the 
static power via power gating.  
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Fig. 5 Dynamic power reduction in the fused mode for various vector lengths 
 

It is worth mentioning that L1 instruction caches in high speed processors consume 
a much larger portion of the total power compared to the one in our implementation. 
Instruction caches have the highest utilization among all the components in processors, 
and are extremely power hungry due to the requirement for high performance; for 
example, fetching each instruction requires accessing all N ways in the N-way set-
associative cache and reading N tags. In an embedded processor, supplying 
instructions may dissipate up to 42% of the total dynamic energy [2]. With this 
assumption, we could expect that the energy saved (as a percentage of the total energy) 
by introducing the fused instruction mode will be dramatically increased for an ASIC 
implementation of our fused processor. Our technique’s impact can become more 
dramatic by involving four or eight pipelines. 

Given the average energy savings of 8% in the benchmarks and that the major 
energy savings in the fused mode are due to reduced memory accesses, we can project 
the total energy savings under the fused mode for a multiscalar processor. Furthermore, 
we can safely assume, based on the assumption discussed previously, that the 
percentage of energy savings under the fused mode will almost double for an ASIC 
implementation. Fig. 6 shows the projected energy savings in the fused mode for 
multiscalars of various degrees realized with FPGA and ASIC technologies. 

In addition to the reduction in energy, the instruction fusion technique also reduces 
the code size for unrolled loops. Fig. 7 compares the number of instructions stored in 
the cache memory for each application under the two execution modes. The assembly-
language codes of an application for the fused and normal modes take about the same 
number of instructions to pre-configure the register file before actually executing the 
application. Once the pre-configuration is completed, the number of non-loop-control 
instructions in the fused mode is reduced by 50%. For our benchmarking, where all the 
codes were manually optimized, the fused mode yields 17% to 45% in code size 
reduction, as shown in Fig. 7. If we implement our design in ASIC, the reduced code 
size will have further benefit other than reduced memory requirements: higher cache 
hit rates may be achieved due to the reduced code size under the fused mode, and, 
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therefore, the fused mode will have both better performance and lower power 
compared to the normal mode. 

6   Conclusions 

By utilizing the similarity between instruction blocks representing different loop 
iterations that meet certain requirements, we have successfully reduced the dynamic 
power dissipation of unrolled loop code execution by 6.2-11.9%. The power 
dissipation and performance of non-loop code execution will not be affected in any 
noticeable way due to the minor hardware modifications needed to support instruction 
fusion. Moreover, the code size is reduced by 17-45%. This code reduction is of 
tremendous value for any computer system but its effect may be vital for embedded 
systems and FPGAs that have limited on-chip memories. In fact, any slight 
performance degradation due to these hardware modifications can be constructively 
surpassed due to higher Icache hit rates (i.e., instruction fusion frees cache space for 
additional instructions). This will result in better performance compared to processors 
that cannot opt for instruction fusion. 
 

 
Fig. 6 Projection for FPGA and ASIC energy savings. Fused mode. Various multiscalar 
degrees 

 
Our fusion technology has even further potential: since instruction fusion decisions 

are made at static time, the idling of pipeline functional blocks and Icache modules is 
very predictable. This property would make it possible to apply in advance fine-
grained power gating to idling functional blocks when the design is transferred to 
ASIC, thus also eliminating unnecessary static power dissipation. As transistor density 
grows even higher with CMOS technology scaling, our fusion technology can be 
further adapted to help alleviate heat dissipation issues. The first few stages in a 
pipeline, along with the Icache, have the highest utilizations in a processor design and, 
therefore, can heat up very quickly. Under the fused instruction mode that employs the 
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front end of just one of the pipelines and a single Icache, the overall temperature and 
energy consumption may be reduced quite substantially. 

 

 

Fig. 7 Numbers of instructions in Icache 
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